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Preface

About the Text

This book was written for a sequence of courses on the theory and application of numerical
approximation techniques. It is designed primarily for junior-level mathematics, science,
and engineering majors who have completed at least the standard college calculus sequence.
Familiarity with the fundamentals of linear algebra and differential equations is useful, but
there is sufficient introductory material on these topics so that courses in these subjects are
not needed as prerequisites.

Previous editions of Numerical Analysis have been used in a wide variety of situations.
In some cases, the mathematical analysis underlying the development of approximation
techniques was given more emphasis than the methods; in others, the emphasis was re-
versed. The book has been used as a core reference for beginning graduate level courses
in engineering and computer science programs and in first-year courses in introductory
analysis offered at international universities. We have adapted the book to fit these diverse
users without compromising our original purpose:

To introduce modern approximation techniques; to explain how, why, and when they
can be expected to work; and to provide a foundation for further study of numerical
analysis and scientific computing.

The book contains sufficient material for at least a full year of study, but we expect many
people to use it for only a single-term course. In such a single-term course, students learn
to identify the types of problems that require numerical techniques for their solution and
see examples of the error propagation that can occur when numerical methods are applied.
They accurately approximate the solution of problems that cannot be solved exactly and
learn typical techniques for estimating error bounds for the approximations. The remainder
of the text then serves as a reference for methods not considered in the course. Either the
full-year or single-course treatment is consistent with the philosophy of the text.

Virtually every concept in the text is illustrated by example, and this edition contains
more than 2600 class-tested exercises ranging from elementary applications of methods
and algorithms to generalizations and extensions of the theory. In addition, the exercise
sets include numerous applied problems from diverse areas of engineering as well as from
the physical, computer, biological, economic, and social sciences. The chosen applications
clearly and concisely demonstrate how numerical techniques can be, and often must be,
applied in real-life situations.

A number of software packages, known as Computer Algebra Systems (CAS), have
been developed to produce symbolic mathematical computations. Maple®, Mathematica®,
and MATLAB® are predominant among these in the academic environment, and versions
of these software packages are available for most common computer systems. In addition,
Sage, a free open source system, is now available. This system was developed primarily

iX
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by William Stein at the University of Washington, and was first released in February 2005.
Information about Sage can be found at the site

http://www.sagemath.org .

Although there are differences among the packages, both in performance and price, all can
perform standard algebra and calculus operations.

The results in most of our examples and exercises have been generated using problems
for which exact solutions are known, because this permits the performance of the approxi-
mation method to be more easily monitored. For many numerical techniques the error
analysis requires bounding a higher ordinary or partial derivative, which can be a tedious
task and one that is not particularly instructive once the techniques of calculus have been
mastered. Having a symbolic computation package available can be very useful in the study
of approximation techniques, because exact values for derivatives can easily be obtained. A
little insight often permits a symbolic computation to aid in the bounding process as well.

We have chosen Maple as our standard package because of its wide academic distri-
bution and because it now has a NumericalAnalysis package that contains programs that
parallel the methods and algorithms in our text. However, other CAS can be substituted with
only minor modifications. Examples and exercises have been added whenever we felt that
a CAS would be of significant benefit, and we have discussed the approximation methods
that CAS employ when they are unable to solve a problem exactly.

Algorithms and Programs

In our first edition we introduced a feature that at the time was innovative and somewhat
controversial. Instead of presenting our approximation techniques in a specific programming
language (FORTRAN was dominant at the time), we gave algorithms in a pseudo code that
would lead to a well-structured program in a variety of languages. The programs are coded
and available online in most common programming languages and CAS worksheet formats.
All of these are on the web site for the book:

http://www.math.ysu.edu/~faires/Numerical-Analysis/ .

For each algorithm there is a program written in FORTRAN, Pascal, C, and Java. In addition,
we have coded the programs using Maple, Mathematica, and MATLAB. This should ensure
that a set of programs is available for most common computing systems.

Every program is illustrated with a sample problem that is closely correlated to the text.
This permits the program to be run initially in the language of your choice to see the form
of the input and output. The programs can then be modified for other problems by making
minor changes. The form of the input and output are, as nearly as possible, the same in
each of the programming systems. This permits an instructor using the programs to discuss
them generically, without regard to the particular programming system an individual student
chooses to use.

The programs are designed to run on a minimally configured computer and given in
ASCII format for flexibility of use. This permits them to be altered using any editor or word
processor that creates standard ASCII files (commonly called “Text Only” files). Extensive
README files are included with the program files so that the peculiarities of the various
programming systems can be individually addressed. The README files are presented
both in ASCII format and as PDF files. As new software is developed, the programs will
be updated and placed on the web site for the book.

For most of the programming systems the appropriate software is needed, such as a
compiler for Pascal, FORTRAN, and C, or one of the computer algebra systems (Maple,
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Mathematica, and MATLAB). The Java implementations are an exception. You need the
system to run the programs, but Java can be freely downloaded from various sites. The best
way to obtain Java is to use a search engine to search on the name, choose a download site,
and follow the instructions for that site.

New for This Edition

The first edition of this book was published more than 30 years ago, in the decade after major
advances in numerical techniques were made to reflect the new widespread availability of
computer equipment. In our revisions of the book we have added new techniques in order
to keep our treatment current. To continue this trend, we have made a number of significant
changes to the ninth edition.

e Qur treatment of Numerical Linear Algebra has been extensively expanded, and con-
stitutes one of major changes in this edition. In particular, a section on Singular Value
Decomposition has been added at the end of Chapter 9. This required a complete rewrite
of the early part of Chapter 9 and considerable expansion of Chapter 6 to include neces-
sary material concerning symmetric and orthogonal matrices. Chapter 9 is approximately
40% longer than in the eighth edition, and contains a significant number of new examples
and exercises. Although students would certainly benefit from a course in Linear Algebra
before studying this material, sufficient background material is included in the book, and
every result whose proof is not given is referenced to at least one commonly available
source.

e All the Examples in the book have been rewritten to better emphasize the problem to
be solved before the specific solution is presented. Additional steps have been added to
many of the examples to explicitly show the computations required for the first steps of
iteration processes. This gives the reader a way to test and debug programs they have
written for problems similar to the examples.

® A new item designated as an Illustration has been added. This is used when discussing a
specific application of a method not suitable for the problem statement-solution format
of the Examples.

e The Maple code we include now follows, whenever possible, the material included in
their NumericalAnalysis package. The statements given in the text are precisely what is
needed for the Maple worksheet applications, and the output is given in the same font
and color format that Maple produces.

® A number of sections have been expanded, and some divided, to make it easier for instruc-
tors to assign problems immediately after the material is presented. This is particularly
true in Chapters 3, 6, 7, and 9.

e Numerous new historical notes have been added, primarily in the margins where they
can be considered independent of the text material. Much of the current material used in
Numerical Analysis was developed in middle of the 20th century, and students should be
aware that mathematical discoveries are ongoing.

e The bibliographic material has been updated to reflect new editions of books that we
reference. New sources have been added that were not previously available.

As always with our revisions, every sentence was examined to determine if it was phrased
in a manner that best relates what is described.
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Supplements

A Student Solutions Manual and Study Guide (ISBN-10: 0-538-73351-9; ISBN-13: 978-0-
538-73351-9) is available for purchase with this edition, and contains worked-out solutions
to many of the problems. The solved exercises cover all of the techniques discussed in the
text, and include step-by-step instructions for working through the algorithms. The first two
chapters of this Guide are available for preview on the web site for the book.

Complete solutions to all exercises in the text are available to instructors in secure,
customizable online format through the Cengage Solution Builder service. Adopting in-
structors can sign up for access at www.cengage.com/solutionbuilder. Computation results
in these solutions were regenerated for this edition using the programs on the web site to
ensure compatibility among the various programming systems.

A set of classroom lecture slides, prepared by Professor John Carroll of Dublin City
University, are available on the book’s instructor companion web site at www.cengage.
com/math/burden. These slides, created using the Beamer package of LaTeX, are in PDF
format. They present examples, hints, and step-by-step animations of important techniques
in Numerical Analysis.

Possible Course Suggestions

Numerical Analysis is designed to give instructors flexibility in the choice of topics as well
as in the level of theoretical rigor and in the emphasis on applications. In line with these
aims, we provide detailed references for results not demonstrated in the text and for the
applications used to indicate the practical importance of the methods. The text references
cited are those most likely to be available in college libraries, and they have been updated to
reflect recent editions. We also include quotations from original research papers when we
feel this material is accessible to our intended audience. All referenced material has been
indexed to the appropriate locations in the text, and Library of Congress information for
reference material has been included to permit easy location if searching for library material.

The following flowchart indicates chapter prerequisites. Most of the possible sequences
that can be generated from this chart have been taught by the authors at Youngstown State
University.

Chapter 1
y y y
Chapter 2 Chapter 6 Chapter 3
Chapter 10 Chapter 7 Chapter 8 Chapter 4 Chapter 5
Chapter 9

AA

Chapter 11 |3

v

Chapter 12
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The additional material in this edition should permit instructors to prepare an under-
graduate course in Numerical Linear Algebra for students who have not previously studied
Numerical Analysis. This could be done by covering Chapters 1, 6, 7, and 9, and then, as
time permits, including other material of the instructor’s choice.
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Mathematical Preliminaries
and Error Analysis

Introduction
In beginning chemistry courses, we see the ideal gas law,
PV = NRT,

which relates the pressure P, volume V, temperature 7, and number of moles N of an
“ideal” gas. In this equation, R is a constant that depends on the measurement system.

Suppose two experiments are conducted to test this law, using the same gas in each
case. In the first experiment,

P = 1.00 atm, V =0.100 m>,
N =0.00420 mol, R = 0.08206.

The ideal gas law predicts the temperature of the gas to be

_ PV (1.00)(0.100)
T NR  (0.00420)(0.08206)

=290.15K =17°C.

When we measure the temperature of the gas however, we find that the true temperature is
15°C.

2 i 3

Vs

We then repeat the experiment using the same values of R and N, but increase the
pressure by a factor of two and reduce the volume by the same factor. The product PV
remains the same, so the predicted temperature is still 17°C. But now we find that the actual

temperature of the gas is 19°C.
1
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CHAPTER 1 = Mathematical Preliminaries and Error Analysis

Clearly, the ideal gas law is suspect, but before concluding that the law is invalid in
this situation, we should examine the data to see whether the error could be attributed to
the experimental results. If so, we might be able to determine how much more accurate
our experimental results would need to be to ensure that an error of this magnitude did not
occur.

Analysis of the error involved in calculations is an important topic in numerical analysis
and is introduced in Section 1.2. This particular application is considered in Exercise 28 of
that section.

This chapter contains a short review of those topics from single-variable calculus that
will be needed in later chapters. A solid knowledge of calculus is essential for an understand-
ing of the analysis of numerical techniques, and more thorough review might be needed if
you have been away from this subject for a while. In addition there is an introduction to
convergence, error analysis, the machine representation of numbers, and some techniques
for categorizing and minimizing computational error.

11

Definition 1.1

Figure 1.1

Review of Calculus

Limits and Continuity

The concepts of limit and continuity of a function are fundamental to the study of calculus,
and form the basis for the analysis of numerical techniques.

A function f defined on a set X of real numbers has the limit L at x;, written

lim f(x) =1L,

X—>X()
if, given any real number ¢ > 0, there exists a real number § > 0 such that
|f(x) —L| <¢e, whenever x€X and 0 < |x—xp| <.

(See Figure 1.1.) [}

Xg— 0 xg xpt+ 6 x
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Definition 1.2

The basic concepts of calculus
and its applications were
developed in the late 17th and
early 18th centuries, but the
mathematically precise concepts
of limits and continuity were not
described until the time of
Augustin Louis Cauchy
(1789-1857), Heinrich Eduard
Heine (1821-1881), and Karl
Weierstrass (1815 —1897) in the
latter portion of the 19th century.

Definition 1.3

Theorem 1.4

Definition 1.5

1.1 Review of Calculus 3

Let f be a function defined on a set X of real numbers and xy € X. Then f is continuous
at xo if

lim f(x) = f(xo).
X—>X(
The function f is continuous on the set X if it is continuous at each number in X. [ ]

The set of all functions that are continuous on the set X is denoted C(X). When X is
an interval of the real line, the parentheses in this notation are omitted. For example, the
set of all functions continuous on the closed interval [a, b] is denoted C[a, b]. The symbol
R denotes the set of all real numbers, which also has the interval notation (—o0, 00). So
the set of all functions that are continuous at every real number is denoted by C(R) or by
C(—00,00).

The limit of a sequence of real or complex numbers is defined in a similar manner.

Let {x,} 72, be an infinite sequence of real numbers. This sequence has the limit x (converges
to x) if, for any ¢ > O there exists a positive integer N (¢) such that |x, — x| < &, whenever
n > N(g). The notation

limx,=x, or x,—>x as n— o0,
n—oo
means that the sequence {x,}7 , converges to x. [ ]

If f is a function defined on a set X of real numbers and xy € X, then the following
statements are equivalent:

a. f is continuous at xp;

b. If {x,}32, is any sequence in X converging to xo, then lim, . f(x,) = f(xp). m

The functions we will consider when discussing numerical methods will be assumed
to be continuous because this is a minimal requirement for predictable behavior. Functions
that are not continuous can skip over points of interest, which can cause difficulties when
attempting to approximate a solution to a problem.

Differentiability

More sophisticated assumptions about a function generally lead to better approximation
results. For example, a function with a smooth graph will normally behave more predictably
than one with numerous jagged features. The smoothness condition relies on the concept
of the derivative.

Let f be afunction defined in an open interval containing xo. The function f is differentiable
at xo if

o) — fim L=

—xp X — Xo

exists. The number f’(xp) is called the derivative of f atx. A function that has a derivative
at each number in a set X is differentiable on X. [ ]

The derivative of f at xg is the slope of the tangent line to the graph of f at (xo, f (xp)),
as shown in Figure 1.2.
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Figure 1.2

Theorem 1.6

The theorem attributed to Michel
Rolle (1652-1719) appeared in
1691 in a little-known treatise
entitled Méthode pour résoundre
les égalites. Rolle originally
criticized the calculus that was
developed by Isaac Newton and
Gottfried Leibniz, but later
became one of its proponents.

Mathematical Preliminaries and Error Analysis

Y A
The tangent line has slope 1" (xq)
Sxo) T
(xo: f1x0)) v =f(x)
X x
If the function f is differentiable at xy, then f is continuous at xg. [ ]

The next theorems are of fundamental importance in deriving methods for error esti-
mation. The proofs of these theorems and the other unreferenced results in this section can
be found in any standard calculus text.

The set of all functions that have n continuous derivatives on X is denoted C"(X), and
the set of functions that have derivatives of all orders on X is denoted C*°(X). Polynomial,
rational, trigonometric, exponential, and logarithmic functions are in C*°(X), where X
consists of all numbers for which the functions are defined. When X is an interval of the
real line, we will again omit the parentheses in this notation.

Theorem 1.7 (Rolle’s Theorem)
Suppose f € Cla,b] and f is differentiable on (a, b). If f(a) = f(b), then a number c in
(a, b) exists with f’(c) = 0. (See Figure 1.3.) [
Figure 1.3
Y A
Sla) = f(b) T
x
Theorem 1.8 (Mean Value Theorem)
If f € Cla,b] and f is differentiable on (a, b), then a number c in (a, b) exists with (See
Figure 1.4.)
b) —
fo=1®-1@ B}
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Figure 1.4

Theorem 1.9

Figure 1.5

Research work on the design of
algorithms and systems for
performing symbolic
mathematics began in the 1960s.
The first system to be operational,
in the 1970s, was a LISP-based
system called MACSYMA.

Example 1
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Slope f"(c)
y

Sope /O 1@
b—a

Parallel lines

=)

b-__
=Y

(Extreme Value Theorem)

If f € Cla,b], then ¢y, c; € [a,b] exist with f(c;) < f(x) < f(cz), for all x € [a,b].
In addition, if f is differentiable on (a, b), then the numbers c¢; and ¢, occur either at the

endpoints of [a, b] or where f’ is zero. (See Figure 1.5.)

y=f&)

<Y

As mentioned in the preface, we will use the computer algebra system Maple whenever
appropriate. Computer algebra systems are particularly useful for symbolic differentiation
and plotting graphs. Both techniques are illustrated in Example 1.

Use Maple to find the absolute minimum and absolute maximum values of

f(x) =5co0s2x — 2xsin 2x f (x)

on the intervals (a) [1,2], and (b) [0.5,1]

Solution There is a choice of Text input or Math input under the Maple C 2D Math option.
The Text input is used to document worksheets by adding standard text information in
the document. The Math input option is used to execute Maple commands. Maple input
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The Maple development project
began at the University of
Waterloo in late 1980. Its goal
was to be accessible to
researchers in mathematics,
engineering, and science, but
additionally to students for
educational purposes. To be
effective it needed to be portable,
as well as space and time
efficient. Demonstrations of the
system were presented in 1982,
and the major paper setting out
the design criteria for the
MAPLE system was presented in
1983 [CGGQG].

Mathematical Preliminaries and Error Analysis

can either be typed or selected from the pallets at the left of the Maple screen. We will
show the input as typed because it is easier to accurately describe the commands. For pallet
input instructions you should consult the Maple tutorials. In our presentation, Maple input
commands appear in italic type, and Maple responses appear in cyan type.

To ensure that the variables we use have not been previously assigned, we first issue
the command.

restart

to clear the Maple memory. We first illustrate the graphing capabilities of Maple. To access
the graphing package, enter the command

with(plots)

to load the plots subpackage. Maple responds with a list of available commands in the
package. This list can be suppressed by placing a colon after the with(plots) command.
The following command defines f(x) = 5 cos 2x — 2x sin 2x as a function of x.

f:=x— 5cos(2x) — 2x - sin(2x)
and Maple responds with
x — 5cos(2x) — 2xsin(2x)
We can plot the graph of f on the interval [0.5, 2] with the command
plot(f,0.5..2)

Figure 1.6 shows the screen that results from this command after doing a mouse click on
the graph. This click tells Maple to enter its graph mode, which presents options for various
views of the graph. We can determine the coordinates of a point of the graph by moving the
mouse cursor to the point. The coordinates appear in the box above the left of the plot( f,
0.5 .. 2) command. This feature is useful for estimating the axis intercepts and extrema of
functions.

The absolute maximum and minimum values of f(x) on the interval [a, b] can occur
only at the endpoints, or at a critical point.

(a) When the interval is [1, 2] we have
f(1)=5cos2—2sin2=—3.899329036 and f(2)=5cos4 —4sin4= —0.241008123.

A critical point occurs when f’(x) = 0. To use Maple to find this point, we first define a
function fp to represent f’ with the command

Jp == x — diff (f (x),x)
and Maple responds with
)
—- —f(x
* dx

To find the explicit representation of f’(x) we enter the command

fo(x)

and Maple gives the derivative as
—12sin(2x) — 4x cos(2x)
To determine the critical point we use the command

fsolve(fp(x),x,1..2)
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Figure 1.6
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and Maple tells us that f'(x) = fp(x) = 0 for x in [1,2] when x is
1.358229874

We evaluate f(x) at this point with the command

1 (%)

The % is interpreted as the last Maple response. The value of f at the critical point is
—5.675301338

As a consequence, the absolute maximum value of f(x) in [1,2]is f(2) = —0.241008123
and the absolute minimum value is f(1.358229874) = —5.675301338, accurate at least to
the places listed.

(b) When the interval is [0.5, 1] we have the values at the endpoints given by
f(0.5)=5cos1—1sin1=1.860040545 and f(1)=5cos2—2sin2= —3.899329036.

However, when we attempt to determine the critical point in the interval [0.5, 1] with the
command

fsolve(fp(x),x,0.5..1)

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions requireit.



8

CHAPTER 1 = Mathematical Preliminaries and Error Analysis

Theorem 1.10

Theorem 1.11

Figure 1.7

Example 2

Maple gives the response
fsolve(—12sin(2x) — 4x cos(2x),x,.5..1)

This indicates that Maple is unable to determine the solution. The reason is obvious once
the graph in Figure 1.6 is considered. The function f is always decreasing on this interval,
so no solution exists. Be suspicious when Maple returns the same response it is given; it is
as if it was questioning your request.

In summary, on [0.5, 1] the absolute maximum value is f(0.5) = 1.86004545 and
the absolute minimum value is f(1) = —3.899329036, accurate at least to the places
listed. [ ]

The following theorem is not generally presented in a basic calculus course, but is
derived by applying Rolle’s Theorem successively to f, f,..., and, finally, to f=D.
This result is considered in Exercise 23.

(Generalized Rolle’s Theorem)

Suppose f € Cla, b] is n times differentiable on (a,b). If f(x) = 0 at the n + 1 distinct
numbers a < xyp < x; < ... < X, < b, then a number c¢ in (xy,x,), and hence in (a, b),
exists with £f® (c) = 0. n

We will also make frequent use of the Intermediate Value Theorem. Although its state-
ment seems reasonable, its proof is beyond the scope of the usual calculus course. It can,
however, be found in most analysis texts.

(Intermediate Value Theorem)

If f € Cla,b] and K is any number between f(a) and f (), then there exists a number ¢
in (a, b) for which f(c) = K. [ |

Figure 1.7 shows one choice for the number that is guaranteed by the Intermediate
Value Theorem. In this example there are two other possibilities.

VY
@ L @@
l
o ]
10 | (b, /)
] : >
a c b X

Show that x> — 2x3 + 3x2 — 1 = 0 has a solution in the interval [0, 1].

Solution Consider the function defined by f(x) = x° — 2x> 4 3x? — 1. The function f is
continuous on [0, 1]. In addition,
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Definition 1.12

George Fredrich Berhard
Riemann (1826-1866) made
many of the important
discoveries classifying the
functions that have integrals. He
also did fundamental work in
geometry and complex function
theory, and is regarded as one of
the profound mathematicians of
the nineteenth century.

Figure 1.8
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fO)=-1<0 and 0<1=f().

The Intermediate Value Theorem implies that a number x exists, with 0 < x < 1, for which
X =23 4+3x2—-1=0. ]

As seen in Example 2, the Intermediate Value Theorem is used to determine when
solutions to certain problems exist. It does not, however, give an efficient means for finding
these solutions. This topic is considered in Chapter 2.

Integration

The other basic concept of calculus that will be used extensively is the Riemann integral.

The Riemann integral of the function f on the interval [a, b] is the following limit,
provided it exists:

b n
— i ) Ax;:
/a fx) dx maxg}ﬁo;ﬂzl) i

where the numbers xg, X, . . . , X, satisfya = xp < x; < --- < x, = b, where Ax; = x;—x;_1,
foreachi = 1,2,...,n, and z; is arbitrarily chosen in the interval [x;_;,x;]. [ |

A function f that is continuous on an interval [a, b] is also Riemann integrable on
[a, b]. This permits us to choose, for computational convenience, the points x; to be equally
spaced in [a, b], and for eachi = 1,2, ..., n, to choose z; = x;. In this case,

b b —a
v/;f(x)dx:nlinolo—n ;f(xi),

where the numbers shown in Figure 1.8 as x; are x; = a + i(b — a) /n.

y=f)

\

a=xy X Xp X1 X; . X, b=x, X

n—

Two other results will be needed in our study of numerical analysis. The first is a
generalization of the usual Mean Value Theorem for Integrals.
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Theorem 1.13

Figure 1.9

Theorem 1.14

Brook Taylor (1685-1731)
described this series in 1715 in
the paper Methodus
incrementorum zlirecta et I’I’[Ver‘\‘(l‘
Special cases of the result, and
likely the result itself, had been
previously known to Isaac
Newton, James Gregory, and
others.

Mathematical Preliminaries and Error Analysis

(Weighted Mean Value Theorem for Integrals)

Suppose f € Cla, b], the Riemann integral of g exists on [a, b], and g(x) does not change
sign on [a, b]. Then there exists a number c in (a, b) with

b b
f Sf)gx) dx = f(c) / g(x) dx. ™

When g(x) = 1, Theorem 1.13 is the usual Mean Value Theorem for Integrals. It gives
the average value of the function f over the interval [a, b] as (See Figure 1.9.)

1 b
@ = — / £ dx.
—al,

/© N/

The proof of Theorem 1.13 is not generally given in a basic calculus course but can be
found in most analysis texts (see, for example, [Fu], p. 162).

Taylor Polynomials and Series
The final theorem in this review from calculus describes the Taylor polynomials. These

polynomials are used extensively in numerical analysis.

(Taylor's Theorem)

Suppose f € C"[a,b], that f"+D exists on [a, b], and x € [a, b]. For every x € [a, b],
there exists a number & (x) between xy and x with

Jx) = Pu(x) + R, (x),
where

S (x0)
2!

LT

P, (x) = f(x0) + [/ (x0)(x — x0) + (x —x0)* + - (x — x0)"

n

(k)
_ Z S (x0) (x — xO)k

k!
k=0
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Colin Maclaurin (1698-1746) is
best known as the defender of the
calculus of Newton when it came
under bitter attack by the Irish
philosopher, the Bishop George
Berkeley.

Maclaurin did not discover the
series that bears his name; it was
known to 17th century
mathematicians before he was
born. However, he did devise a
method for solving a system of
linear equations that is known as
Cramer’s rule, which Cramer did
not publish until 1750.

Example 3

Figure 1.10

1.1 Review of Calculus 1"

and

U E®)

_ n+1
Ry (x) = TR (r —x0)" " u

Here P, (x) is called the nth Taylor polynomial for f about xj, and R, (x) is called
the remainder term (or truncation error) associated with P, (x). Since the number & (x)
in the truncation error R,(x) depends on the value of x at which the polynomial P,(x) is
being evaluated, it is a function of the variable x. However, we should not expect to be
able to explicitly determine the function & (x). Taylor’s Theorem simply ensures that such a
function exists, and that its value lies between x and xg. In fact, one of the common problems
in numerical methods is to try to determine a realistic bound for the value of "+ (£(x))
when x is in some specified interval.

The infinite series obtained by taking the limit of P, (x) as n — oo is called the Taylor
series for f about xy. In the case xo = 0, the Taylor polynomial is often called a Maclaurin
polynomial, and the Taylor series is often called a Maclaurin series.

The term truncation error in the Taylor polynomial refers to the error involved in
using a truncated, or finite, summation to approximate the sum of an infinite series.

Let f(x) = cosx and xo = 0. Determine

(a) the second Taylor polynomial for f about xy; and

(b) the third Taylor polynomial for f about xy.

Solution Since f € C*°(R), Taylor’s Theorem can be applied for any n > 0. Also,
f'(x) = —sinx, f’(x) = —cosx, f”(x) =sinx, and [®(x)=cosx,
o)

fO) =1, f(0)=0, f'(0)=-1, and f"(0)=0.

(a) Forn =2 and xy = 0, we have

SO - n STE®)

cosx = f(0) + f'(0)x + 5 3

=1 12+13',§()
=1-= —x~ sin ,
TR X

where £(x) is some (generally unknown) number between 0 and x. (See Figure 1.10.)
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When x = 0.01, this becomes

—6

1 1
cos0.01 =1 — 5(0.01)2 + 6(0.01)3 sin £(0.01) = 0.99995 + sin £(0.01).

The approximation to cos 0.01 given by the Taylor polynomial is therefore 0.99995. The
truncation error, or remainder term, associated with this approximation is

-6
sin £(0.01) = 0.16 x 10~®sin £(0.01),

where the bar over the 6 in 0.16 is used to indicate that this digit repeats indefinitely.
Although we have no way of determining sin £(0.01), we know that all values of the sine
lie in the interval [—1, 1], so the error occurring if we use the approximation 0.99995 for
the value of cos 0.01 is bounded by

| c0s(0.01) — 0.99995| = 0.16 x 107°| sin £(0.01)| < 0.16 x 107°.
Hence the approximation 0.99995 matches at least the first five digits of cos 0.01, and
0.9999483 < 0.99995 — 1.6 x 107% < c0s0.01
<0.99995 + 1.6 x 107% < 0.9999517.

The error bound is much larger than the actual error. This is due in part to the poor
bound we used for | sin £(x)|. It is shown in Exercise 24 that for all values of x, we have
| sinx| < |x|. Since 0 < & < 0.01, we could have used the fact that | sin £(x)| < 0.01 in the
error formula, producing the bound 0.16 x 1075,

(b) Since f”(0) = 0, the third Taylor polynomial with remainder term about xo = 0
is

1= 22 4 2t cosé(n)

cosx=1—— —x" cos ,

X 2x 24x X
where 0 < £(x) < 0.01. The approximating polynomial remains the same, and the ap-
proxiznation is still 0.99995, but we now have much better accuracy assurance. Since

|cos&(x)| <1 for all x, we have

. 1
x*cosE(x)| < ﬁ(0.0l)“(l) ~ 42 x 10719,

’L
24
So
| 0s0.01 —0.99995| < 4.2 x 10717,
and
0.99994999958 = 0.99995 — 4.2 x 10~1°
< ¢0s0.01 < 0.99995 + 4.2 x 107" = 0.99995000042. ]

Example 3 illustrates the two objectives of numerical analysis:
(i) Find an approximation to the solution of a given problem.
(ii) Determine a bound for the accuracy of the approximation.

The Taylor polynomials in both parts provide the same answer to (i), but the third Taylor
polynomial gave a much better answer to (ii) than the second Taylor polynomial.
We can also use the Taylor polynomials to give us approximations to integrals.
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lllustration 'We can use the third Taylor polynomial and its remainder term found in Example 3 to
approximate foo'l cosx dx. We have

0.1 0.1 1 1 rol _
/ cosx dx = / 1—=x?) de+ — x* cos&(x) dx
0 0 2 24 Jo

1 3 0.1 0.1 . -
=|x—=x — d
|:x X :|o + 2 ), x"cosé&(x) dx

1 1o -
=0.1 _8(0‘1)3+ﬂ/0 x* cos & (x) dx.

Therefore
0.1 1 _
/ cosx dx ~ 0.1 — 8(0.1)3 = 0.09983.
0

A bound for the error in this approximation is determined from the integral of the Taylor
remainder term and the fact that | cos £(x)| < 1 for all x:

1 0.1 B 1 0.1 B
ﬂf x* cos & (x) dx §ﬂf x*| cos € (x)| dx
0 0
1 0! 0.1)5 -
s—/ x4dx=( ) =83 x 1075,
24 J, 120

The true value of this integral is

0.1 0.1
/ cosx dx = sin x:| =sin0.1 ~ 0.099833416647,
0 0

so the actual error for this approximation is 8.3314 x 1078, which is within the error
bound. 0

We can also use Maple to obtain these results. Define f by
f 1= cos(x)

Maple allows us to place multiple statements on a line separated by either a semicolon or
a colon. A semicolon will produce all the output, and a colon suppresses all but the final
Maple response. For example, the third Taylor polynomial is given by

s3 := taylor(f,x = 0,4) : p3 := convert(s3, polynom)

1
[

2
The first statement s3 :=taylor(f,x = 0,4) determines the Taylor polynomial about
xo = 0 with four terms (degree 3) and an indication of its remainder. The second p3:=
convert(s3, polynom) converts the series s3 to the polynomial p3 by dropping the remainder
term.

Maple normally displays 10 decimal digits for approximations. To instead obtain the

11 digits we want for this illustration, enter

Digits := 11
and evaluate f(0.01) and P5(0.01) with
vl :=evalf(subs(x = 0.01, f)); y2 :=evalf(subs(x = 0.01, p3)
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Figure 1.11

This produces

0.99995000042
0.99995000000

To show both the function (in black) and the polynomial (in cyan) near xy = 0, we enter

plot ((f,p3),x=-2..2)
and obtain the Maple plot shown in Figure 1.11.

The integrals of f and the polynomial are given by
ql :=int(f,x=0..0.1); g2 := int(p3,x =0..0.1)

0.099833416647
0.099833333333

We assigned the names g1 and g2 to these values so that we could easily determine the error
with the command

err:=|ql — q2|

8.3314 1078

There is an alternate method for generating the Taylor polynomials within the Numer-
icalAnalysis subpackage of Maple’s Student package. This subpackage will be discussed
in Chapter 2.

EXERCISE SET 1.1

1.

Show that the following equations have at least one solution in the given intervals.
a. xcosx—2x>+3x—1=0, [0.2,0.3]and[1.2,1.3]
b. (x—22—Inx=0, [1,2]and e, 4]
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1.1 Review of Calculus 15

c. 2xcos(2x) — (x —2)>=0, [2,3]and[3,4]
d x—(nx)*=0, [45]
2. Find intervals containing solutions to the following equations.
a. x—37=0
b. 4>—¢e" =0
c¢. ¥*—-22—4x+2=0
d. x*+4.001x* +4.002x +1.101 =0
3. Show that f’(x) is O at least once in the given intervals.
a. fx)=1-—e"+(e— Dsin((/2)x), [0,1]
b. f(x) =—1tanx+ xsinzwx, [0,1]
c. fx) =xsingx—(x—2)lnx, [1,2]
d fx=&-2)sinxln(x+2), [—1,3]
4. Find max,<x< | f (x)| for the following functions and intervals.
a. fx)=Q2—-e+2x)/3, [0,1]
b. f(x) = @x—3)/x*—-2x), [0.5,1]
e f(x) =2xcos(2x) — (x —2)2, [2,4]
A f@) =1+e =D [1,2]
5. Use the Intermediate Value Theorem 1.11 and Rolle’s Theorem 1.7 to show that the graph of
f(x) = x> 4+ 2x + k crosses the x-axis exactly once, regardless of the value of the constant k.

6. Suppose f € Cla,b] and f'(x) exists on (a, b). Show that if f'(x) # O for all x in (a, b), then there
can exist at most one number p in [a, b] with f(p) = 0.

7. Let f(x) =x°.
a.  Find the second Taylor polynomial P, (x) about xy = 0.
b.  Find R,(0.5) and the actual error in using P»(0.5) to approximate f(0.5).
c. Repeat part (a) using xo = 1.
d. Repeat part (b) using the polynomial from part (c).
8.  Find the third Taylor polynomial P5(x) for the function f(x) = +/x + I about x, = 0. Approximate
\/(ﬁ, \/ﬁ, «/ﬁ, and «/ﬁ using P5(x), and find the actual errors.

9.  Find the second Taylor polynomial P, (x) for the function f(x) = e cosx about xy = 0.

a. Use P,(0.5) to approximate f(0.5). Find an upper bound for error | £ (0.5) — P,(0.5)| using the
error formula, and compare it to the actual error.

b. Find a bound for the error | f(x) — P,(x)| in using P,(x) to approximate f(x) on the interval
[0, 1].
Approximate fol f(x) dx using /01 P, (x) dx.
d. Find an upper bound for the error in (c) using fol |R,(x) dx|, and compare the bound to the actual
error.
10. Repeat Exercise 9 using xo = 7 /6.
11.  Find the third Taylor polynomial P;(x) for the function f(x) = (x — 1) Inx about xy = 1.

a. Use P3(0.5) to approximate f(0.5). Find an upper bound for error | f(0.5) — P3(0.5)| using the
error formula, and compare it to the actual error.

b. Find a bound for the error | f(x) — P3(x)| in using P3(x) to approximate f(x) on the interval
[0.5,1.5].
Approximate folss f (%) dx using fol": P;(x) dx.
d. Find an upper bound for the error in (c) using fol_‘: |R3(x) dx|, and compare the bound to the
actual error.
12.  Let f(x) = 2xcos(2x) — (x — 2)? and xo = 0.
a. Find the third Taylor polynomial P;(x), and use it to approximate f(0.4).

b.  Use the error formula in Taylor’s Theorem to find an upper bound for the error | f (0.4) — P3(0.4)|.
Compute the actual error.
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16 CHAPTER 1 = Mathematical Preliminaries and Error Analysis

¢.  Find the fourth Taylor polynomial P,(x), and use it to approximate f(0.4).

d.  Use the error formula in Taylor’s Theorem to find an upper bound for the error | £ (0.4) —P4(0.4)|.
Compute the actual error.

13.  Find the fourth Taylor polynomial P4(x) for the function f(x) = xe* about xo = 0.
a.  Find an upper bound for | f (x) — P4(x)|, for 0 <x < 0.4.
b.  Approximate f00'4 f(x) dx using fOOA Py(x) dx.

¢.  Find an upper bound for the error in (b) using f00'4 P4(x) dx.
d. Approximate f'(0.2) using P;(0.2), and find the error.

14. Use the error term of a Taylor polynomial to estimate the error involved in using sinx & x to
approximate sin 1°.

15.  Use a Taylor polynomial about 7 /4 to approximate cos 42° to an accuracy of 107,
16. Let f(x) = ¢”?sin(x/3). Use Maple to determine the following.

a.  The third Maclaurin polynomial P;(x).

b. f®(x) and a bound for the error | f (x) — P3(x)| on [0, 1].
17. Let f(x) = In(x? + 2). Use Maple to determine the following.

a. The Taylor polynomial P;(x) for f expanded about xy = 1.

b. The maximum error | f(x) — P3(x)|, for0 <x < 1.

¢.  The Maclaurin polynomial P5(x) for f.

d. The maximum error | f (x) — Py )|, for0 <x < 1.

e. Does P3(0) approximate f(0) better than Py(1) approximates f(1)?

18. Let f(x) = (1 —x)~' and xy = 0. Find the nth Taylor polynomial P, (x) for f(x) about x,. Find a
value of n necessary for P, (x) to approximate f(x) to within 10=% on [0, 0.5].

19. Let f(x) = ¢* and xo = 0. Find the nth Taylor polynomial P, (x) for f(x) about xy. Find a value of n
necessary for P, (x) to approximate f(x) to within 107 on [0, 0.5].

20. Find the nth Maclaurin polynomial P, (x) for f(x) = arctanx.

21.  The polynomial P;(x) = 1 — x% is to be used to approximate f(x) = cosx in[—3, 1]. Find a bound
for the maximum error.

22.  The nth Taylor polynomial for a function f at x, is sometimes referred to as the polynomial of degree
at most n that “best” approximates f near xo.

a. Explain why this description is accurate.
b.  Find the quadratic polynomial that best approximates a function f near x, = 1 if the tangent
line at xo = 1 has equation y = 4x — 1, and if f”(1) = 6.
23.  Prove the Generalized Rolle’s Theorem, Theorem 1.10, by verifying the following.
a. Use Rolle’s Theorem to show that f "(z;) = O for n — 1 numbers in [a,b] witha < z; < 2o <
c < Zpo1 < b.
b. Use Rolle’s Theorem to show that f”(wi) = 0 for n — 2 numbers in [a, b] with z; < w; < 25 <
Wy Wyn < Zpy < b.
c.  Continue the arguments in a. and b. to show that for eachj = 1,2,...,n — 1 there are n — j
distinct numbers in [a, b] where £ is 0.
d. Show that part c. implies the conclusion of the theorem.
24.  InExample 3 itis stated that for all x we have | sinx| < |x|. Use the following to verify this statement.

a.  Show that for all x > 0 we have f(x) = x —sinx is non-decreasing, which implies that sinx < x
with equality only when x = 0.

b.  Use the fact that the sine function is odd to reach the conclusion.

25. A Maclaurin polynomial for e is used to give the approximation 2.5 to e. The error bound in this
approximation is established to be E = é. Find a bound for the error in E.

26. The error function defined by
erf(r) = —— / e
NE
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1.2 Round-off Errors and Computer Arithmetic 17

gives the probability that any one of a series of trials will lie within x units of the mean, assuming that
the trials have a normal distribution with mean 0 and standard deviation +/2/2. This integral cannot
be evaluated in terms of elementary functions, so an approximating technique must be used.

a. Integrate the Maclaurin series for ¢ to show that

(_l)kx2k+l

2 oo
et = = g Qk+ Dkl

b.  The error function can also be expressed in the form

erf(x) = ie’x2 3 L
) JT gl-3-5~--(2k+1)
Verify that the two series agree for k = 1, 2, 3, and 4. [Hint: Use the Maclaurin series for e*)‘z.]
c.  Use the series in part (a) to approximate erf(1) to within 1077,
d. Use the same number of terms as in part (c) to approximate erf(1) with the series in part (b).
e. Explain why difficulties occur using the series in part (b) to approximate erf(x).
27. A function f : [a,b] — R is said to satisfy a Lipschitz condition with Lipschitz constant L on [a, b]
if, for every x, y € [a, b], we have | f(x) — f(y)| < L|x —y|.
a. Show thatif f satisfies a Lipschitz condition with Lipschitz constant L on an interval [a, b], then
f € Cla,b].
b.  Show thatif f has aderivative thatis bounded on [a, b] by L, then f satisfies a Lipschitz condition
with Lipschitz constant L on [a, b].
c¢. Give an example of a function that is continuous on a closed interval but does not satisty a
Lipschitz condition on the interval.
28.  Suppose f € Cla, b], that x; and x, are in [a, b].
a.  Show that a number & exists between x; and x, with

FOa)+ f) 1

1
f&) = > —Ef(xl)‘l-if(xz)-

b.  Suppose that ¢; and ¢, are positive constants. Show that a number £ exists between x; and x,
with
cf)+erf(x)

cr+co

fé) =

c.  Give an example to show that the result in part b. does not necessarily hold when ¢; and ¢, have
opposite signs with ¢; # —c;.
29. Let f € Cla,b], and let p be in the open interval (a, b).
a. Suppose f(p) # 0. Show that a § > 0 exists with f(x) # 0, for all x in [p — §,p + §], with
[p — 8,p + 8] a subset of [a, b].
b. Suppose f(p) = 0 and k > 0 is given. Show that a § > 0 exists with | f(x)| < k, for all x in
[p — 8,p + 8], with [p — §, p + 8] a subset of [a, b].

1.2 Round-off Errors and Computer Arithmetic

The arithmetic performed by a calculator or computer is different from the arithmetic in
algebra and calculus courses. You would likely expect that we always have as true statements
things suchas2+2 =4,4-8 = 32, and («/§)2 = 3. However, with computer arithmetic we
expect exact results for 2 +2 = 4 and 4 - 8 = 32, but we will not have precisely (+/3)2 = 3.
To understand why this is true we must explore the world of finite-digit arithmetic.
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18 CHAPTER 1 = Mathematical Preliminaries and Error Analysis

In our traditional mathematical world we permit numbers with an infinite number of
digits. The arithmetic we use in this world defines +/3 as that unique positive number that
when multiplied by itself produces the integer 3. In the computational world, however, each
representable number has only a fixed and finite number of digits. This means, for example,
that only rational numbers—and not even all of these—can be represented exactly. Since
/3 is not rational, it is given an approximate representation, one whose square will not
be precisely 3, although it will likely be sufficiently close to 3 to be acceptable in most
situations. In most cases, then, this machine arithmetic is satisfactory and passes without
notice or concern, but at times problems arise because of this discrepancy.

Error due to rounding should be The error that is produced when a calculator or computer is used to perform real-
expected whenever computations  number calculations is called round-off error. It occurs because the arithmetic per-
are performed using numbers that  formed in a machine involves numbers with only a finite number of digits, with the re-
are not powers of 2. Keeping this  gy]t that calculations are performed with only approximate representations of the actual
error under control is extremely  pymbers. In a computer, only a relatively small subset of the real number system is used
for the representation of all the real numbers. This subset contains only rational numbers,
both positive and negative, and stores the fractional part, together with an exponential
part.

important when the number of
calculations is large.

Binary Machine Numbers

In 1985, the IEEE (Institute for Electrical and Electronic Engineers) published a report called
Binary Floating Point Arithmetic Standard 754—1985. An updated version was published
in 2008 as IEEE 754-2008. This provides standards for binary and decimal floating point
numbers, formats for data interchange, algorithms for rounding arithmetic operations, and
for the handling of exceptions. Formats are specified for single, double, and extended
precisions, and these standards are generally followed by all microcomputer manufacturers
using floating-point hardware.

A 64-bit (binary digit) representation is used for a real number. The first bit is a sign
indicator, denoted s. This is followed by an 11-bit exponent, c, called the characteristic,
and a 52-bit binary fraction, f, called the mantissa. The base for the exponent is 2.

Since 52 binary digits correspond to between 16 and 17 decimal digits, we can assume
that a number represented in this system has at least 16 decimal digits of precision. The
exponent of 11 binary digits gives a range of 0 to 2'! — 1 = 2047. However, using only posi-
tive integers for the exponent would not permit an adequate representation of numbers with
small magnitude. To ensure that numbers with small magnitude are equally representable,
1023 is subtracted from the characteristic, so the range of the exponent is actually from
—1023 to 1024.

To save storage and provide a unique representation for each floating-point number, a
normalization is imposed. Using this system gives a floating-point number of the form

(_l)szc'—IOZS(l 4 f)

Illustration Consider the machine number
0 10000000011 1011100100010000000000000000000000000000000000000000.

The leftmost bit is s = 0, which indicates that the number is positive. The next 11 bits,
10000000011, give the characteristic and are equivalent to the decimal number

c=12240-224...40-224+1-2"4+1-2°=1024+2+ 1 = 1027.
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1.2 Round-off Errors and Computer Arithmetic 19

The exponential part of the number is, therefore, 2!92771023 = 24 The final 52 bits specify
that the mantissa is

! 12 1\ 1’ G 1\ 12
=1-(= 1-(= 1-(= 1-(= 1-{= 1-{=) .
As a consequence, this machine number precisely represents the decimal number

1 1 1 1 1 1
_1)$pe-1023 (g — (—1)0. 10271023 ( Lo 2
=D 1+ f) =D + 2+8+16+32+256+4096

= 27.56640625.

Howeyver, the next smallest machine number is

0 10000000011 10111001000011111111 1111111111111 1111111111 111111111,
and the next largest machine number is

0 10000000011 1011100100010000000000000000000000000000000000000001.
This means that our original machine number represents not only 27.56640625, but also half
of the real numbers that are between 27.56640625 and the next smallest machine number,
as well as half the numbers between 27.56640625 and the next largest machine number. To

be precise, it represents any real number in the interval

[27.5664062499999982236431605997495353221893310546875,
27.5664062500000017763568394002504646778106689453125). 0

The smallest normalized positive number that can be represented has s = 0, ¢ = 1,
and f = 0 and is equivalent to
271022 (1 4 0) ~ 0.22251 x 10737,
and the largest has s = 0, c = 2046, and f = 1 — 2752 and is equivalent to
21082 —27%%) ~ 0.17977 x 10°”.
Numbers occurring in calculations that have a magnitude less than
27102 (1 1)
result in underflow and are generally set to zero. Numbers greater than
21023 (5 _ 952
result in overflow and typically cause the computations to stop (unless the program has
been designed to detect this occurrence). Note that there are two representations for the

number zero; a positive 0 when s = 0, c = 0 and f = 0, and a negative O when s = 1,
c=0and f =0.
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20 CHAPTER 1 =

The error that results from
replacing a number with its
floating-point form is called
round-off error regardless of
whether the rounding or
chopping method is used.

Example 1

The relative error is generally a
better measure of accuracy than
the absolute error because it takes
into consideration the size of the
number being approximated.

Definition 1.15

Mathematical Preliminaries and Error Analysis

Decimal Machine Numbers

The use of binary digits tends to conceal the computational difficulties that occur when a
finite collection of machine numbers is used to represent all the real numbers. To examine
these problems, we will use more familiar decimal numbers instead of binary representation.
Specifically, we assume that machine numbers are represented in the normalized decimal
floating-point form

+0.didy...dpy x 10", 1<d; <9, and 0<d; <9,

foreach i = 2,..., k. Numbers of this form are called k-digit decimal machine numbers.
Any positive real number within the numerical range of the machine can be normalized
to the form

y= 0.d1d2 “e dkdk+1dk+2 ...ox 107,

The floating-point form of y, denoted fI(y), is obtained by terminating the mantissa of
y at k decimal digits. There are two common ways of performing this termination. One
method, called chopping, is to simply chop off the digits di41dk+42 - . .. This produces the
floating-point form

fI(y) = 0.dvd> . . . dy x 10"

The other method, called rounding, adds 5 x 107~ &+D g y and then chops the result to
obtain a number of the form

FIy) = 08185 ... 8 x 10"

For rounding, when d;1; > 5, we add 1 to d; to obtain fI(y); that is, we round up. When
di+1 < 5, we simply chop off all but the first k digits; so we round down. If we round down,
then §; = d;, foreach i = 1,2,...,k. However, if we round up, the digits (and even the
exponent) might change.

Determine the five-digit (a) chopping and (b) rounding values of the irrational number 7.

Solution 'The number 7 has an infinite decimal expansion of the form 7 = 3.14159265. ...
Written in normalized decimal form, we have

7 =0.314159265... x 10"
(a) The floating-point form of 7 using five-digit chopping is

fl(r) = 0.31415 x 10" = 3.1415.

(b) The sixth digit of the decimal expansion of 7 is a 9, so the floating-point form of
7 using five-digit rounding is

fl(r) = (0.31415 4 0.00001) x 10" = 3.1416. ]
The following definition describes two methods for measuring approximation errors.
Suppose that p* is an approximation to p. The absolute error is |p — p*|, and the relative

lp — p*l
I

error is , provided that p # 0. [ ]

Consider the absolute and relative errors in representing p by p* in the following
example.
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Example 2

We often cannot find an accurate
value for the true error in an

approximation. Instead we find a
bound for the error, which gives

us a “worst-case’ error.

Definition 1.16

The term significant digits is
often used to loosely describe the
number of decimal digits that
appear to be accurate. The
definition is more precise, and
provides a continuous concept.

Table 1.1

1.2 Round-off Errors and Computer Arithmetic 21

Determine the absolute and relative errors when approximating p by p* when

(@) p=0.3000 x 10" and p* = 0.3100 x 10';
(b) p =0.3000 x 1073 and p* = 0.3100 x 1073;
(¢) p=0.3000 x 10* and p* = 0.3100 x 10*.

Solution

(a) For p = 0.3000 x 10' and p* = 0.3100 x 10" the absolute error is 0.1, and the
relative error is 0.3333 x 107!,

(b) Forp = 0.3000 x 1073 and p* =0.3100 x 1073 the absolute error is 0.1 x 1074,
and the relative error is 0.3333 x 107!,

(¢) Forp = 0.3000 x 10* and p* :_0.3100 x 10%, the absolute error is 0.1 x 10°, and
the relative error is again 0.3333 x 107!,

This example shows that the same relative error, 0.3333 x 10—, occurs for widely varying
absolute errors. As a measure of accuracy, the absolute error can be misleading and the
relative error more meaningful, because the relative error takes into consideration the size
of the value. [

The following definition uses relative error to give a measure of significant digits of
accuracy for an approximation.

The number p* is said to approximate p to ¢ significant digits (or figures) if ¢ is the largest
nonnegative integer for which

_ >k
lp=pl <5x 107" ]
Ipl
Table 1.1 illustrates the continuous nature of significant digits by listing, for the various
values of p, the least upper bound of |p — p*|, denoted max |p — p*|, when p* agrees with p
to four significant digits.

D 0.1 0.5 100 1000 5000 9990 10000

max |p — p*| 0.00005 0.00025 0.05 0.5 25 4.995 5.

Returning to the machine representation of numbers, we see that the floating-point
representation f/(y) for the number y has the relative error

‘y—fl(y)'
—

If k decimal digits and chopping are used for the machine representation of

y= 0.d1d2 .. .dkdk+1 oo X 10",
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then

‘y— fl(y)‘ _ ‘0.d]d2...dkdk+l ...x 10" =0.d\d; ...dp x 10"
y

0.didy ... x 10"
_ O.dk+1dk+2 Lox 1ok _ O.dk+1dk+2 Y 107](
O.dldz... x 107 Odldz ’

Since d; # 0, the minimal value of the denominator is 0.1. The numerator is bounded above
by 1. As a consequence,

<L x 107% = 107+,
- 0.1

'y—ﬂ
y

In a similar manner, a bound for the relative error when using k-digit rounding arithmetic
is 0.5 x 107%t!_ (See Exercise 24.)

Note that the bounds for the relative error using k-digit arithmetic are independent of the
number being represented. This result is due to the manner in which the machine numbers
are distributed along the real line. Because of the exponential form of the characteristic,
the same number of decimal machine numbers is used to represent each of the intervals
[0.1,1], [1,10], and [10, 100]. In fact, within the limits of the machine, the number of
decimal machine numbers in [10”, 10"*!] is constant for all integers n.

Finite-Digit Arithmetic

In addition to inaccurate representation of numbers, the arithmetic performed in a computer
is not exact. The arithmetic involves manipulating binary digits by various shifting, or
logical, operations. Since the actual mechanics of these operations are not pertinent to this
presentation, we shall devise our own approximation to computer arithmetic. Although our
arithmetic will not give the exact picture, it suffices to explain the problems that occur. (For
an explanation of the manipulations actually involved, the reader is urged to consult more
technically oriented computer science texts, such as [Ma], Computer System Architecture.)

Assume that the floating-point representations f/(x) and fI(y) are given for the real
numbers x and y and that the symbols &, ©, ®, & represent machine addition, subtraction,
multiplication, and division operations, respectively. We will assume a finite-digit arithmetic
given by

x@y = fIfIX) + fI)), x®@y= fI(fI(x) x fI(y)),
xOy = fI(flx) = fI), x&y= fI(fl(x)+ fI()).

This arithmetic corresponds to performing exact arithmetic on the floating-point repre-
sentations of x and y and then converting the exact result to its finite-digit floating-point

representation.
Rounding arithmetic is easily implemented in Maple. For example, the command

Digits :==5

causes all arithmetic to be rounded to 5 digits. To ensure that Maple uses approximate rather
than exact arithmetic we use the evalf. For example, if x = 7 and y = +/2 then

evalf (x); evalf (y)

produces 3.1416 and 1.4142, respectively. Then fI(fI(x) + fI(y)) is performed using
5-digit rounding arithmetic with

evalf (evalf (x) + evalf (y))
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1.2 Round-off Errors and Computer Arithmetic 23
which gives 4.5558. Implementing finite-digit chopping arithmetic is more difficult and
requires a sequence of steps or a procedure. Exercise 27 explores this problem.

Example 3  Suppose that x = % andy = % Use five-digit chopping for calculating x 4y, x —y, x X y,

and x = y.
Solution Note that
5 S 1 -
x===0.714285 and y=-=0.3
7 3
implies that the five-digit chopping values of x and y are
fl(x) =0.71428 x 10° and fI(y) = 0.33333 x 10°.
Thus
x®y= flI(flx)+ fl(y) = fl (0.71428 x 10 4 0.33333 x 100)
= f1(1.04761 x 10°) = 0.10476 x 10".

The true value is x +y = % + % = 2—%, so we have

22
Absolute Error = ‘ﬁ —0.10476 x 10'| = 0.190 x 10~*
and
0.190 x 10~*
Relative Error = | —————— | = 0.182 x 107*.
22/21
Table 1.2 lists the values of this and the other calculations. [
Table 1.2 . .
Operation Result Actual value Absolute error Relative error
XDy 0.10476 x 10! 22/21 0.190 x 1074 0.182 x 107*
X0y 0.38095 x 10° 8/21 0.238 x 107> 0.625 x 1073
x®y 0.23809 x 10° 5/21 0.524 x 105 0.220 x 10~
X0y 0.21428 x 10! 15/7 0.571 x 10~ 0.267 x 1074

The maximum relative error for the operations in Example 3 is 0.267 x 107#, so the
arithmetic produces satisfactory five-digit results. This is not the case in the following
example.

Example 4  Suppose that in addition to x = 2 and y = 1 we have
u=0.714251, v =98765.9, and w =0.111111 x 1074,
so that
fl(u) = 0.71425 x 10°,  fI(v) = 0.98765 x 10°, and fI(w) =0.11111 x 107%,

Determine the five-digit chopping values of x O u, x O u) ® w, x O u) ® v, and u P v.
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Solution These numbers were chosen to illustrate some problems that can arise with finite-
digit arithmetic. Because x and u are nearly the same, their difference is small. The absolute
error for x © u is

|x —u) = (xQu)| =|(x —u) = (fI(fI(x) = flw)))]

= ‘(; - o.714251) — (f1(0.71428 x 10° — 0.71425 x 10°))

=10.347143 x 107* — £1(0.00003 x 10°)| = 0.47143 x 107,

This approximation has a small absolute error, but a large relative error

047143 x 10-5
‘ x <0.136.

0.347143 x 10~

The subsequent division by the small number w or multiplication by the large number v
magnifies the absolute error without modifying the relative error. The addition of the large
and small numbers u and v produces large absolute error but not large relative error. These

calculations are shown in Table 1.3. [
Operation Result Actual value Absolute error Relative error
xX0u 0.30000 x 107* 0.34714 x 107* 0.471 x 1073 0.136
xowew 0.27000 x 10! 0.31242 x 10! 0.424 0.136
xouwv 0.29629 x 10! 0.34285 x 10! 0.465 0.136
udv 0.98765 x 10° 0.98766 x 10° 0.161 x 10! 0.163 x 10~

One of the most common error-producing calculations involves the cancelation of
significant digits due to the subtraction of nearly equal numbers. Suppose two nearly equal
numbers x and y, with x > y, have the k-digit representations

fl(x) = O.d1d2 .. .dpap+10lp+2 o0 X 10”,

and

fl(y) =0.did, .. .dpﬂp+1ﬂp+2 - ,Bk x 10",

The floating-point form of x — y is

FIFLX) = fIG)) = 0.0p410p42 - . . 0% X 1077,

where

O.Up+10p+2 ... O = 0.0lp+1()(l,+2 ¢ O-ﬁp+]ﬂp+2 NP ﬂk.

The floating-point number used to represent x — y has at most k — p digits of significance.
However, in most calculation devices, x — y will be assigned k digits, with the last p being
either zero or randomly assigned. Any further calculations involving x —y retain the problem
of having only k — p digits of significance, since a chain of calculations is no more accurate
than its weakest portion.

If a finite-digit representation or calculation introduces an error, further enlargement of
the error occurs when dividing by a number with small magnitude (or, equivalently, when
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Example 5

Illustration

The roots x; and x, of a general
quadratic equation are related to
the coefficients by the fact that
X +x=——
a
and
c
XX = —.
a
This is a special case of Vieta’s
Formulas for the coefficients of
polynomials.
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multiplying by a number with large magnitude). Suppose, for example, that the number z
has the finite-digit approximation z + &, where the error § is introduced by representation
or by previous calculation. Now divide by ¢ = 107", where n > 0. Then

(DY \
g~f1<fl(8)>—(z+8)x10.

The absolute error in this approximation, |§| x 107, is the original absolute error, |§|, mul-
tiplied by the factor 10”.

Let p = 0.54617 and g = 0.54601. Use four-digit arithmetic to approximate p — g and
determine the absolute and relative errors using (a) rounding and (b) chopping.

Solution The exact value of r = p — g is r = 0.00016.

(a) Suppose the subtraction is performed using four-digit rounding arithmetic. Round-
ing p and q to four digits gives p* = 0.5462 and g* = 0.5460, respectively, and
r* = p* — ¢* = 0.0002 is the four-digit approximation to r. Since
lr —r*| _10.00016 — 0.0002]

- —0.25,
Il 10.00016)

the result has only one significant digit, whereas p* and g* were accurate to four
and five significant digits, respectively.

(b) If chopping is used to obtain the four digits, the four-digit approximations to p, ¢,
and r are p* = 0.5461, ¢* = 0.5460, and r* = p* — ¢* = 0.0001. This gives
|r —r*] _10.00016 — 0.0001]

- — 0.375,
7l 0.00016)

which also results in only one significant digit of accuracy. [ ]

The loss of accuracy due to round-off error can often be avoided by a reformulation of
the calculations, as illustrated in the next example.

The quadratic formula states that the roots of ax® + bx + ¢ =0, when a # 0, are

—b+ Vb* — dac and —b — V/b* —4ac
= Xy = — .

1.1
2a 2a (I.1)

X1
Consider this formula applied to the equation x> + 62.10x + 1 = 0, whose roots are
approximately

x; = —0.01610723 and x, = —62.08390.

We will again use four-digit rounding arithmetic in the calculations to determine the root. In
this equation, b? is much larger than 4ac, so the numerator in the calculation for x; involves
the subtraction of nearly equal numbers. Because

Vb2 — dac = /(62.10)2 — (4.000)(1.000)(1.000)
= +/3856. — 4.000 = v/3852. = 62.06,

we have

—62.10 + 62.06 _ —0.04000
2.000 T 2.000

flx) = = —0.02000,
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a poor approximation to x; = —0.01611, with the large relative error
| —0.01611 4 0.02000|
| —0.01611]

On the other hand, the calculation for x, involves the addition of the nearly equal numbers
—b and —+/b? — 4ac. This presents no problem since

—62.10 — 62.06  —124.2
2.000 ©2.000

~24x%x 107

= —62.10

flx) =

has the small relative error
| —62.08 4+ 62.10]
| —62.08]

To obtain a more accurate four-digit rounding approximation for x;, we change the form of
the quadratic formula by rationalizing the numerator:

_ —b+b*—dac [ —b— /b2 —4ac\ b — (b —4ac)
B 2a —b— /b2 —4dac) 2a(—b— D — dac)’
which simplifies to an alternate quadratic formula

—2c

3.2 x 1074,

X1

X=——. 1.2)
' b+ Vi — dac
Using (1.2) gives
—2.000 —2.000

fl(xy) = = —0.01610,

62.10 + 62.06 1242

which has the small relative error 6.2 x 10™%.

The rationalization technique can also be applied to give the following alternative quadratic
formula for x,:

—2c
b — /b —4ac
This is the form to use if b is a negative number. In the [llustration, however, the mistaken use
of this formula for x, would result in not only the subtraction of nearly equal numbers, but

also the division by the small result of this subtraction. The inaccuracy that this combination
produces,

= (1.3)

o) —2c —2.000 —2.000 50.00

X2) = = = = —50.00,

Y b —dac  62.10—62.06  0.04000

has the large relative error 1.9 x 107!, (|

e The lesson: Think before you compute!

Nested Arithmetic

Accuracy loss due to round-off error can also be reduced by rearranging calculations, as
shown in the next example.

Evaluate f(x) = x> — 6.1x% + 3.2x + 1.5 at x = 4.71 using three-digit arithmetic.

Solution Table 1.4 gives the intermediate results in the calculations.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



Table 1.4

Illustration

Remember that chopping (or
rounding) is performed after each
calculation.
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X x? X 6.1x2 3.2x
Exact 4.71 22.1841 104.487111 135.32301 15.072
Three-digit (chopping) 4.71 22.1 104. 134. 15.0
Three-digit (rounding) 4.71 222 105. 135. 15.1

To illustrate the calculations, let us look at those involved with finding x* using three-
digit rounding arithmetic. First we find

x* =4.71 =22.1841 which rounds to 22.2.
Then we use this value of x to find
x*=x* x=222-471 =104.562 which rounds to 105.

Also,

6.1x*> = 6.1(22.2) = 135.42  which rounds to 135,
and

3.2x =3.2(4.71) = 15.072 which rounds to 15.1.
The exact result of the evaluation is

Exact: f(4.71) = 104.487111 — 135.32301 + 15.072 + 1.5 = —14.263899.

Using finite-digit arithmetic, the way in which we add the results can effect the final result.
Suppose that we add left to right. Then for chopping arithmetic we have

Three-digit (chopping): f(4.71) = ((104. — 134.) + 15.0) + 1.5 = —13.5,
and for rounding arithmetic we have
Three-digit (rounding): f(4.71) = ((105. — 135.) +15.1) + 1.5 = —13.4.

(You should carefully verify these results to be sure that your notion of finite-digit arithmetic

is correct.) Note that the three-digit chopping values simply retain the leading three digits,

with no rounding involved, and differ significantly from the three-digit rounding values.
The relative errors for the three-digit methods are

—14.263899 + 13.5 —14.263899 + 13.4
+ ~ 0.05, and Rounding: + =~ 0.06.
—14.263899 —14.263899

Chopping:

As an alternative approach, the polynomial f(x) in Example 6 can be written in a nested
manner as

f)=x>—61x2 +32x +1.5=((x —6.1)x +3.2)x + 1.5.
Using three-digit chopping arithmetic now produces

FAT1) = (471 — 6.1)4.71 +3.2)4.71 4+ 1.5 = ((=1.39)(4.71) +3.2)4.71 + 1.5
= (=654 +32)471 + 1.5 = (=334)4.71 + 1.5 = —15.7+ 1.5 = —14.2.
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In a similar manner, we now obtain a three-digit rounding answer of —14.3. The new relative
errors are

—14.263899 + 14.2

Three-digit (chopping): ‘ 4263899 ‘ ~ 0.0045;
—14.263899 + 14.3
Three-digit (rounding): + ~ 0.0025.
—14.263899

Nesting has reduced the relative error for the chopping approximation to less than 10%
of that obtained initially. For the rounding approximation the improvement has been even
more dramatic; the error in this case has been reduced by more than 95%. O

Polynomials should always be expressed in nested form before performing an evalu-
ation, because this form minimizes the number of arithmetic calculations. The decreased
error in the Illustration is due to the reduction in computations from four multiplications
and three additions to two multiplications and three additions. One way to reduce round-off
error is to reduce the number of computations.

EXERCISE SET 1.2

1.

Compute the absolute error and relative error in approximations of p by p*.

a. p=m,p-=22/7 b. p=mx,p*=23.1416
c. p=ep =2718 d. p=+2,p"=1414
e. p=2¢e' p*=22000 f. p=107, p* = 1400
g p=8.p*=39900 h. p=9!p* =187 (9/¢)°

Find the largest interval in which p* must lie to approximate p with relative error at most 10~ for
each value of p.

a. w b. e

e V2 d 7

Suppose p* must approximate p with relative error at most 107>, Find the largest interval in which
p* must lie for each value of p.

a. 150 b. 900

c. 1500 d. 90

Perform the following computations (i) exactly, (ii) using three-digit chopping arithmetic, and (iii)
using three-digit rounding arithmetic. (iv) Compute the relative errors in parts (ii) and (iii).

1
a. g+§ b. gg
1 3 +3 d 1+3 3
3011 20 ) 3011 20

Use three-digit rounding arithmetic to perform the following calculations. Compute the absolute error
and relative error with the exact value determined to at least five digits.

a. 133+0.921 b. 133 —0.499
c. (121 -0327)—119 d. (121 —119) — 0.327
B_6 3
47 f. —107 + 6e — —
2¢ — 5.4 62

2\ (9 72
g (5) (5 h. -

Repeat Exercise 5 using four-digit rounding arithmetic.
Repeat Exercise 5 using three-digit chopping arithmetic.
Repeat Exercise 5 using four-digit chopping arithmetic.
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The first three nonzero terms of the Maclaurin series for the arctangent function are x — (1/3)x> +
(1/5)x>. Compute the absolute error and relative error in the following approximations of 77 using the
polynomial in place of the arctangent:

1 1

a. 4|arctan| - | + arctan | =

2 3
b. 16arct: ! 4 arct !
X ctan [ — ) — ctan ( —
arctai 5 arctaj 739

The number e can be defined by e = Zf;o(l/n!), wheren! =n(n—1)---2-1forn #0and 0! = 1.

Compute the absolute error and relative error in the following approximations of e:
5 10

1 1
a. i b. o
n=0 n=0
Let
XCOosXx — sinx
f&)=——"—7"".
X —sinx
a. Find lim,_o f(x).
b.  Use four-digit rounding arithmetic to evaluate f(0.1).
c. Replace each trigonometric function with its third Maclaurin polynomial, and repeat part (b).
d. The actual value is f(0.1) = —1.99899998. Find the relative error for the values obtained in
parts (b) and (c).
Let
fo =5
a. Find lim,_ (e — e™)/x.
b.  Use three-digit rounding arithmetic to evaluate f(0.1).
c. Replace each exponential function with its third Maclaurin polynomial, and repeat part (b).
d. The actual value is f(0.1) = 2.003335000. Find the relative error for the values obtained in

parts (b) and (c).
Use four-digit rounding arithmetic and the formulas (1.1), (1.2), and (1.3) to find the most accurate
approximations to the roots of the following quadratic equations. Compute the absolute errors and
relative errors.

Lo 1
. 3x 4x 6_
1, 123 1
b, -4y =
T

c. 1.002x> —11.01x +0.01265 =0

d. 1.002x* + 11.01x + 0.01265 = 0

Repeat Exercise 13 using four-digit chopping arithmetic.

Use the 64-bit long real format to find the decimal equivalent of the following floating-point machine
numbers.

a. 0 10000001010 1001001100000000000000000000000000000000000000000000
b. 1 10000001010 1001001100000000000000000000000000000000000000000000
c. 0 01111111111 0101001100000000000000000000000000000000000000000000
d. 0 01111111111 0101001100000000000000000000000000000000000000000001

Find the next largest and smallest machine numbers in decimal form for the numbers given in Exer-
cise 15.

Suppose two points (xg, yo) and (x, y;) are on a straight line with y; # y,. Two formulas are available
to find the x-intercept of the line:

XpY1 — X1Yo (x1 — Xo0)yo
x=———"— and x=xy— —.
Y1 — Yo Y1 —Yo
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a.  Show that both formulas are algebraically correct.

b.  Use the data (xq,y0) = (1.31,3.24) and (x1,y1) = (1.93,4.76) and three-digit rounding arith-
metic to compute the x-intercept both ways. Which method is better and why?

The Taylor polynomial of degree n for f(x) = e*is Y ;_,(x'/i!). Use the Taylor polynomial of degree

nine and three-digit chopping arithmetic to find an approximation to e~> by each of the following

methods.

9 . 9 . .
5. (=5" (=D'5
a ex)) T i
i=0 i=0
1 1
b. 675 = — ~ 7[.
D DI

c. An approximate value of e~> correct to three digits is 6.74 x 1073, Which formula, (a) or (b),
gives the most accuracy, and why?

The two-by-two linear system
ax+by =e,
cx+dy=f,

where a, b, ¢, d, e, f are given, can be solved for x and y as follows:

setm = E, provided a # 0;

a

dy =d — mb;

fi=f —me;

_ I

dy’
(e — by)

xX=—"=.

a

Solve the following linear systems using four-digit rounding arithmetic.

a.  1.130x — 6.990y = 14.20 b. 8.110x + 12.20y = —0.1370
1.013x — 6.099y = 14.22 —18.11x + 112.2y = —0.1376

Repeat Exercise 19 using four-digit chopping arithmetic.

a.  Show that the polynomial nesting technique described in Example 6 can also be applied to the
evaluation of

fx) = 1.01e* — 4.62¢> — 3.11¢% + 12.2¢° — 1.99.

b.  Use three-digit rounding arithmetic, the assumption that e'>3 = 4.62, and the fact that &™ = (¢*)"
to evaluate f(1.53) as given in part (a).

¢.  Redo the calculation in part (b) by first nesting the calculations.

d. Compare the approximations in parts (b) and (c) to the true three-digit result f(1.53) = —7.61.

A rectangular parallelepiped has sides of length 3 cm, 4 cm, and 5 cm, measured to the nearest

centimeter. What are the best upper and lower bounds for the volume of this parallelepiped? What

are the best upper and lower bounds for the surface area?

Let P,(x) be the Maclaurin polynomial of degree n for the arctangent function. Use Maple carrying

75 decimal digits to find the value of n required to approximate 7 to within 10723 using the following

formulas.

o (2o n ()] b t0r, (5) 40 ()
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24.  Suppose that fI(y) is a k-digit rounding approximation to y. Show that
‘m
y
[Hint: If diyy < 5, then fI(y) = 0.didy ... dy x 10". If diyy > 5, then fl(y) = 0.did, ... dx x 10" +
10"+ ]

25. The binomial coefficient
m\ m!
k) kl'(m—k)!

describes the number of ways of choosing a subset of k objects from a set of m elements.

< 0.5 x 107,

a.  Suppose decimal machine numbers are of the form
+0.d\drdsds x 10", withl <d; <9,0<d; <9,ifi=2,3,4 and |n| <15.

What is the largest value of m for which the binomial coefficient (',:’) can be computed for all k
by the definition without causing overflow?

b.  Show that ('Z) can also be computed by

m _(m) m—1 m—k+1
k) \k/\k—1 1 ‘
c.  What is the largest value of m for which the binomial coefficient (’;‘) can be computed by the
formula in part (b) without causing overflow?

d. Use the equation in (b) and four-digit chopping arithmetic to compute the number of possible
5-card hands in a 52-card deck. Compute the actual and relative errors.
26. Let f € Cla,b] be a function whose derivative exists on (a, b). Suppose f is to be evaluated at xj
in (a, b), but instead of computing the actual value f(x,), the approximate value, f (xo), is the actual
value of f at xo + €, that is, f(xo) = f(xo+€).

a. Use the Mean Value Theorem 1.8 to estimate the absolute error | f (xy) — f (x0)| and the relative

error | f (xo) — f(x0)|/|f (x0)|, assuming f (xo) # O.
b. Ife =5 x 107%and x, = 1, find bounds for the absolute and relative errors for
i fx)=¢€
ii. f(x)=sinx
c. Repeat part (b) with € = (5 x 107%)x, and x, = 10.
27.  The following Maple procedure chops a floating-point number x to ¢ digits. (Use the Shift and Enter
keys at the end of each line when creating the procedure.)

chop := proc(x,t);

local e, x2;
ifx =0then 0
else

e := ceil (evalf (log10(abs(x))));
x2 = evalf (trunc (x - 10¢79) . 10¢9);
end if
end;

Verify the procedure works for the following values.

a. x=124.031,r=5 b. x=124.036,r=5
c. x=-124031,t=5 d. x=-124.036,t=5
e. x=0.00653,t=2 f. x=0.00656, t =2
g. x=-—0.00653,t=2 h. x=-0.00656, t =2
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The opening example to this chapter described a physical experiment involving the temperature of a
gas under pressure. In this application, we were given P = 1.00 atm, V = 0.100 m*, N = 0.00420 mol,
and R = 0.08206. Solving for T in the ideal gas law gives

P 1. .1
r= BV AO0OOI00) o505k _jgec,
NR  (0.00420)(0.08206)
In the laboratory, it was found that 7 was 15°C under these conditions, and when the pressure was
doubled and the volume halved, T was 19°C. Assume that the data are rounded values accurate to the
places given, and show that both laboratory figures are within the bounds of accuracy for the ideal
gas law.

13

The use of an algorithm is as old
as formal mathematics, but the
name derives from the Arabic
mathematician Muhammad
ibn-M3a al-Khwararizmi

(c. 780-850). The Latin
translation of his works begins
with the words “Dixit Algorismi”
meaning “al-Khwararizm1 says.”

Algorithms and Convergence

Throughout the text we will be examining approximation procedures, called algorithms,
involving sequences of calculations. An algorithm is a procedure that describes, in an
unambiguous manner, a finite sequence of steps to be performed in a specified order. The
object of the algorithm is to implement a procedure to solve a problem or approximate a
solution to the problem.

We use a pseudocode to describe the algorithms. This pseudocode specifies the form
of the input to be supplied and the form of the desired output. Not all numerical procedures
give satisfactory output for arbitrarily chosen input. As a consequence, a stopping technique
independent of the numerical technique is incorporated into each algorithm to avoid infinite
loops.

Two punctuation symbols are used in the algorithms:

® a period (.) indicates the termination of a step,
® asemicolon (;) separates tasks within a step.
Indentation is used to indicate that groups of statements are to be treated as a single entity.
Looping techniques in the algorithms are either counter-controlled, such as,
For i=1,2,...,n
Set xi=a+i-h
or condition-controlled, such as
While i < N do Steps 3-6.
To allow for conditional execution, we use the standard
If ... then or If ... then
else

constructions.

The steps in the algorithms follow the rules of structured program construction. They
have been arranged so that there should be minimal difficulty translating pseudocode into
any programming language suitable for scientific applications.

The algorithms are liberally laced with comments. These are written in italics and
contained within parentheses to distinguish them from the algorithmic statements.
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N
lllustration  The following algorithm computes x; +x, + -+ +xy = in, given N and the numbers

X1,X2,...,XN. =
INPUT N,x1,x2,...,x%,.

OUTPUT sUM =YV x.

Step 1 SetSUM = 0. ( Initialize accumulator.)

Step2 Fori=1,2,...,Ndo
set SUM = SUM + x;. ( Add the next term.)

Step 3 OUTPUT (SUM);
STOP. -

Example 1 The Nth Taylor polynomial for f(x) = Inx expanded about xg = 1 is

N

—1)it! .
PN<x)=Z( "y,

; i
i=1

and the value of In 1.5 to eight decimal places is 0.40546511. Construct an algorithm to
determine the minimal value of N required for

[In1.5 — Py(1.5)] < 1072,

without using the Taylor polynomial remainder term.

Solution From calculus we know thatif ) -, a, is an alternating series with limit A whose

terms decrease in magnitude, then A and the Nth partial sum Ay = ZnN:I a, differ by less
than the magnitude of the (N + 1)st term; that is,

|A —An| < lay+1l.
The following algorithm uses this bound.

INPUT value x, tolerance TOL, maximum number of iterations M.
OUTPUT degree N of the polynomial or a message of failure.
Step 1 SetN = 1;

y=x—1;
SUM = 0;
POWER = y;
TERM = y;

SIGN = —1. (Used to implement alternation of signs.)
Step 2 While N < M do Steps 3-5.

Step 3 Set SIGN = —SIGN;  (Alternate the signs.)
SUM = SUM + SIGN - TERM;  (Accumulate the terms.)
POWER = POWER - y;
TERM = POWER/(N + 1). (Calculate the next term.)
Step 4 1If [TERM| < TOL then (Test for accuracy.)
OUTPUT (N);
STOP.  (The procedure was successful.)

Step 5 SetN =N + 1. (Prepare for the next iteration.)
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Step 6 OUTPUT (‘Method Failed’); (The procedure was unsuccessful.)
STOP.

The input for our problem is x = 1.5, TOL = 1075, and perhaps M = 15. This choice
of M provides an upper bound for the number of calculations we are willing to perform,
recognizing that the algorithm is likely to fail if this bound is exceeded. Whether the output
is a value for N or the failure message depends on the precision of the computational
device. [ ]

Characterizing Algorithms

We will be considering a variety of approximation problems throughout the text, and in each
case we need to determine approximation methods that produce dependably accurate results
for a wide class of problems. Because of the differing ways in which the approximation
methods are derived, we need a variety of conditions to categorize their accuracy. Not all
of these conditions will be appropriate for any particular problem.

One criterion we will impose on an algorithm whenever possible is that small changes
in the initial data produce correspondingly small changes in the final results. An algorithm
that satisfies this property is called stable; otherwise it is unstable. Some algorithms are
stable only for certain choices of initial data, and are called conditionally stable. We will
characterize the stability properties of algorithms whenever possible.
indicates that a small change in To further consider the subject of round-off error growth and its connection to algorithm
initial data or conditions does not  Stability, suppose an error with magnitude £y > O is introduced at some stage in the
result in a dramatic change in the ~ calculations and that the magnitude of the error after n subsequent operations is denoted by
solution to the problem. E,. The two cases that arise most often in practice are defined as follows.

The word stable has the same
root as the words stand and
standard. In mathematics, the
term stable applied to a problem

Definition 1.17  Suppose that Ey > 0 denotes an error introduced at some stage in the calculations and E,
represents the magnitude of the error after n subsequent operations.

e If E, ~ CnE,, where C is a constant independent of n, then the growth of error is
said to be linear.

e If E, =~ C"Ey, for some C > 1, then the growth of error is called exponential. =

Linear growth of error is usually unavoidable, and when C and Ey are small the results
are generally acceptable. Exponential growth of error should be avoided, because the term C”
becomes large for even relatively small values of n. This leads to unacceptable inaccuracies,
regardless of the size of Ey. As a consequence, an algorithm that exhibits linear growth of
error is stable, whereas an algorithm exhibiting exponential error growth is unstable. (See
Figure 1.12.)

lllustration  For any constants ¢; and c¢;,

is a solution to the recursive equation

10
an?pn—l — Dn—2, forn:2,3,....
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Figure 1.12
E, A
[ ]
Unstable exponential error growth
o E,=C"E,
°
[ ]
° o Stable linear error growth
°
Y ° o ° E":C}’IEO
' L]
Et °
1 2 3 4 5 6 7 8 n

This can be seen by noting that

10 10 "' 1\"2
?an —Dn-2 = 3 |:C1 <§) + 623"_l:| — |:C1 <§> + 623”‘2:|
1N72710 1 10
= - —==1 32— .31
. (3) [ 33 ] e [ 3 ]
— 1 i 1 + 3n—2(9) _ 1 " 4 3n _
= (] 3 9 (%) = 3 €25 = Pn.

Suppose that we are given pyp = 1 and p; = % This determines unique values for the
constants as ¢y = 1 and ¢; = 0. So p, = (%)" for all n.

If five-digit rounding arithmetic is used to compute the terms of the sequence given by
this equation, then pp = 1.0000 and p; = 0.33333, which requires modifying the constants
to ¢; = 1.0000 and & = —0.12500 x 107>. The sequence {p,}°°, generated is then given
by

1 n
Pn = 1.0000 <§) —0.12500 x 1073(3)",

which has round-off error,
P — Pn = 0.12500 x 1073(3"),

This procedure is unstable because the error grows exponentially with n, which is reflected
in the extreme inaccuracies after the first few terms, as shown in Table 1.5 on page 36.

Now consider this recursive equation:
DPn=2Pn_1—Pn_a, forn=273....
It has the solution p, = ¢ + ¢,n for any constants c¢; and c,, because
2pn—1 = pp—2 =2(c1 + c2(n — 1)) = (c1 + c2(n = 2))
=c1—1D+c2n—2—n+2)=c+can=p,.
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Table 1.6
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n Computed p, Correct p, Relative Error
0 0.10000 x 10! 0.10000 x 10!

1 0.33333 x 10° 0.33333 x 10°

2 0.11110 x 10° 0.11111 x 10° 9x 1073

3 0.37000 x 107! 0.37037 x 107! 1x1073

4 0.12230 x 107! 0.12346 x 107! 9x 1073

5 0.37660 x 1072 0.41152 x 1072 8 x 1072

6 0.32300 x 1073 0.13717 x 1072 8 x 107!

7 —0.26893 x 1072 0.45725 x 1073 7 x 10°

8 —0.92872 x 1072 0.15242 x 1073 6 x 10!

If we are given py = 1 and p; = % then constants in this equation are uniquely determined
tobecy =1andc; = —%. This implies that p, = 1 — %n

If five-digit rounding arithmetic is used to compute the terms of the sequence given by this
equation, then py = 1.0000 and p; = 0.33333. As a consequence, the five-digit rounding
constants are ¢; = 1.0000 and ¢, = —0.66667. Thus

D = 1.0000 — 0.66667n,
which has round-off error

2
Dn — Pn = (0.66667 — 5) n.

This procedure is stable because the error grows grows linearly with n, which is reflected

in the approximations shown in Table 1.6. |
n Computed p, Correct p, Relative Error
0 0.10000 x 10! 0.10000 x 10!

1 0.33333 x 10° 0.33333 x 10°

2 —0.33330 x 10° —0.33333 x 10° 9 x 107

3 —0.10000 x 10! —0.10000 x 10! 0

4 —0.16667 x 10! —0.16667 x 10! 0

5 —0.23334 x 10! —0.23333 x 10! 4x 1073

6 —0.30000 x 10! —0.30000 x 10! 0

7 —0.36667 x 10! —0.36667 x 10! 0

8 —0.43334 x 10! —0.43333 x 10! 2 x 107

The effects of round-off error can be reduced by using high-order-digit arithmetic such
as the double- or multiple-precision option available on most computers. Disadvantages in
using double-precision arithmetic are that it takes more computation time and the growth
of round-off error is not entirely eliminated.

One approach to estimating round-off error is to use interval arithmetic (that is, to
retain the largest and smallest possible values at each step), so that, in the end, we obtain
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Example 2

Table 1.7

There are numerous other ways
of describing the growth of
sequences and functions, some of
which require bounds both above
and below the sequence or
function under consideration.
Any good book that analyzes
algorithms, for example [CLRS],
will include this information.
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an interval that contains the true value. Unfortunately, a very small interval may be needed
for reasonable implementation.

Rates of Convergence

Since iterative techniques involving sequences are often used, this section concludes with a
brief discussion of some terminology used to describe the rate at which convergence occurs.
In general, we would like the technique to converge as rapidly as possible. The following
definition is used to compare the convergence rates of sequences.

Suppose {B,}52, is a sequence known to converge to zero, and {o,}72, converges to a
number «. If a positive constant K exists with

lay — | < K|Bl, forlarge n,

then we say that {a,};2, converges to a with rate, or order, of convergence O(f,). (This
expression is read “big oh of 8,”.) It is indicated by writing o, = o + O(B,,). [ ]

Although Definition 1.18 permits {a,};2, to be compared with an arbitrary sequence
{Bn}o2,, in nearly every situation we use

for some number p > 0. We are generally interested in the largest value of p with o, =
a+ 0(1/nP).
Suppose that, forn > 1,

n—+1 R n+3
=— and «, =

Ap

n n3

Both lim,_, o, = 0 and lim,_, ., &, = 0, but the sequence {&,} converges to this limit
much faster than the sequence {«,}. Using five-digit rounding arithmetic we have the values
shown in Table 1.7. Determine rates of convergence for these two sequences.

n 1 2 3 4 5 6 7

a, 2.00000 0.75000 0.44444 0.31250 0.24000 0.19444 0.16327
Oy 4.00000 0.62500 0.22222 0.10938 0.064000 0.041667 0.029155

Solution Define the sequences 8, = 1/n and ,3,, = 1/n?. Then

1 1
0= <P g 2 o,
n n n
and
N n+3 n—+3n 1 A
|Ot,,—0|= 3 S 3 :4-—2:4ﬂn
n n
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Hence the rate of convergence of {«,} to zero is similar to the convergence of {1/n} to zero,
whereas {&,} converges to zero at a rate similar to the more rapidly convergent sequence
{1/n?}. We express this by writing

1 1
an=0+0<—> and &n=0+0(—2>. ™
n n

We also use the O (big oh) notation to describe the rate at which functions converge.

Suppose that limy,_.o G(h) = 0 and lim;,_.o F'(h) = L. If a positive constant K exists with
|F(h) — L| < K|G(h)|, for sufficiently small A,

then we write F(h) = L + O(G(h)). [ |

The functions we use for comparison generally have the form G(h) = h”, where p > 0.
We are interested in the largest value of p for which F(h) = L + O(hP).

1
Use the third Taylor polynomial about # = 0 to show that cos /& + §h2 =1+ 0W*).

Solution In Example 3(b) of Section 1.1 we found that this polynomial is

h=1 1h2 + 1 h* cos & (h)
cosh=1—— —h" cos s
2 24

for some number § (h) between zero and /. This implies that
h+1h2 1+ 1h“ E(h)
cos —h* = —h" cos .
2 24
Hence

h4<ih4’
24

1 1 ~
<cosh+ §h2> — 1‘ = ‘ﬂcosé(h)

soash — 0, cosh + %hz converges to its limit, 1, about as fast as K converges to 0. That
is,

1, 4
cosh—i—zh =1+ 0h"). [
Maple uses the O notation to indicate the form of the error in Taylor polynomials and

in other situations. For example, at the end of Section 1.1 the third Taylor polynomial for
f(x) = cos(x) was found by first defining

f = cos(x)

and then calling the third Taylor polynomial with
taylor(f,x = 0,4)

Maple responds with

1 ,
1— Exz + 0"

to indicate that the lowest term in the truncation error is x*.
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EXERCISE SET 13

1. a. Use three-digit chopping arithmetic to compute the sum Y_,°, (1/i%) firstby 1 + 1 +... 4+ Lo

100
and then by 1= + 2 + - -+ + +. Which method is more accurate, and why?
b.  Write an algorithm to sum the finite series Zfl: | %i in reverse order.
2. The number e is defined by e = Z;io(l/n!), where n! = n(n —1)---2-1forn # 0and 0! = 1.

Use four-digit chopping arithmetic to compute the following approximations to e, and determine the

absolute and relative errors.
5

&0
o
2

3|
=3
o
2

)

|
et

=
Il
(=]
\‘i.
e o

1
C. e~ _ d. P T——
n! — (10 = !

n=0 J
3. The Maclaurin series for the arctangent function converges for —1 < x < 1 and is given by

[N
&

2i—-1

X

arctanx = lim P,(x) = lim Z(_l)m —
n—00 n—00 i—
i=1

a. Use the fact that tan 7 /4 = 1 to determine the number of n terms of the series that need to be
summed to ensure that [4P,(1) — | < 1073,

b. The C++ programming language requires the value of 7 to be within 10~'°. How many terms
of the series would we need to sum to obtain this degree of accuracy?

4. Exercise 3 details a rather inefficient means of obtaining an approximation to . The method can
be improved substantially by observing that 7 /4 = arctan% + arctan% and evaluating the series
for the arctangent at % and at % Determine the number of terms that must be summed to ensure an
approximation to 7 to within 1073,

5. Another formula for computing 7 can be deduced from the identity 7 /4 = 4 arctan é — arctan ﬁ
Determine the number of terms that must be summed to ensure an approximation to 7 to within 1073,

6. Find the rates of convergence of the following sequences as n — o0.

1 1

a. limsin— =0 b.  lim sin — =0

n—00 n n—00 n

1\’ i - =

e lim <sin 7> ~0 d.lim[In(e+ 1) —In()] =0

n—oo n

7. Find the rates of convergence of the following functions as z — 0.

i sinh_1 b i l—cosh_0
&N T B -

. sinh—hcosh 1—¢"
c¢. lim————— =0 d. lim =-1

h—0 h -0 h

8. a. How many multiplications and additions are required to determine a sum of the form

n

Z i aibj?

i=1 j=1

b.  Modify the sum in part (a) to an equivalent form that reduces the number of computations.
9. LetP(x) = aX" +a,_1x" ' +---+ax+abea polynomial, and let xy be given. Construct an
algorithm to evaluate P(x;) using nested multiplication.

10. Equations (1.2) and (1.3) in Section 1.2 give alternative formulas for the roots x; and x, of
ax®* + bx + ¢ = 0. Construct an algorithm with input a, b, c and output x;, x, that computes
the roots x; and x, (which may be equal or be complex conjugates) using the best formula for each
root.

11.  Construct an algorithm that has as input an integer n > 1, numbers xg, X1, . . . , X, and a number x and
that produces as output the product (x — xp) (x — x1) - - - (x — X;,).
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Assume that

1—2x n 2x — 4x3 n 4x3 — 8x7 n _ 14+ 2x
1—x+x2 1 —x24+x* 1 —x*+x8 T l4x4ax2

for x < 1, and let x = 0.25. Write and execute an algorithm that determines the number of terms
needed on the left side of the equation so that the left side differs from the right side by less than 107,

a.  Suppose that 0 < ¢ < p and that &, = o + O (n™"). Show that o, = & + O (n79).

b. Make a table listing 1/n, 1/n2, 1/n, and 1/n* for n = 5,10, 100, and 1000, and discuss the
varying rates of convergence of these sequences as n becomes large.

a. Suppose that 0 < g < p and that F(h) = L 4+ O (h”). Show that F'(h) = L + O (h?).

b. Make a table listing &, 42, h*, and h* for h = 0.5,0.1,0.01, and 0.001, and discuss the varying
rates of convergence of these powers of / as & approaches zero.

Suppose that as x approaches zero,
Fix) =L +06%) and  Fy(x) = L, + 0().
Let ¢; and ¢, be nonzero constants, and define

F(x) =c1Fi(x) + c,F(x)  and
G(x) = Fi(c1x) + Fa(cx).

Show that if ¥ = minimum {«, $}, then as x approaches zero,

a. Fx) =clLi+cl,+0x)

b. Gx)=L +L,+0x).

The sequence {F,} describedby Fy = 1,F; = 1,and F,,;, = F,+F,.1,ifn > 0,is called a Fibonacci
sequence. Its terms occur naturally in many botanical species, particularly those with petals or scales
arranged in the form of a logarithmic spiral. Consider the sequence {x,}, where x, = F,11/F,.
Assuming that lim,,_, ,, x, = x exists, show that x = (1 + \fS) /2. This number is called the golden
ratio.

The Fibonacci sequence also satisfies the equation

1 [{1+5) [(1=v5)
a5 (]

Write a Maple procedure to calculate Fgo.

Use Maple with the default value of Digits followed by evalf to calculate Fyq.
Why is the result from part (a) more accurate than the result from part (b)?

Why is the result from part (b) obtained more rapidly than the result from part (a)?

e &0 FP

What results when you use the command simplify instead of evalf to compute F;g0?

The harmonic series 1 + % + % + % + - -+ diverges, but the sequence y, = 1 + % + -4 % —1Inn

converges, since {y,} is a bounded, nonincreasing sequence. The limit y = 0.5772156649 ... of the

sequence {y,} is called Euler’s constant.

a. Use the default value of Digits in Maple to determine the value of n for y, to be within
1072 of y.

b. Use the default value of Digits in Maple to determine the value of n for y, to be within
1073 of y.

¢.  What happens if you use the default value of Digits in Maple to determine the value of n for y,

to be within 107 of y?
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1.4 Numerical Software

Computer software packages for approximating the numerical solutions to problems are
available in many forms. On our web site for the book

http://www.math.ysu.edu/~faires/Numerical-Analysis/Programs.html

we have provided programs written in C, FORTRAN, Maple, Mathematica, MATLAB,
and Pascal, as well as JAVA applets. These can be used to solve the problems given in the
examples and exercises, and will give satisfactory results for most problems that you may
need to solve. However, they are what we call special-purpose programs. We use this term
to distinguish these programs from those available in the standard mathematical subroutine
libraries. The programs in these packages will be called general purpose.

The programs in general-purpose software packages differ in their intent from the algo-
rithms and programs provided with this book. General-purpose software packages consider
ways to reduce errors due to machine rounding, underflow, and overflow. They also de-
scribe the range of input that will lead to results of a certain specified accuracy. These are
machine-dependent characteristics, so general-purpose software packages use parameters
that describe the floating-point characteristics of the machine being used for computations.

lllustration  To illustrate some differences between programs included in a general-purpose package
and a program that we would provide for use in this book, let us consider an algorithm that
computes the Euclidean norm of an n-dimensional vector x = (x1, X2, . .., X,)". This norm
is often required within larger programs and is defined by

n 1/2
2
x> = [in] :
i=1

The norm gives a measure for the distance from the vector x to the vector 0. For example,
the vector x = (2,1,3, -2, —1)" has

x|y = [22 + 12 + 32 + (=2)* + (=112 = V19,

so its distance from 0 = (0,0, 0,0, 0)" is v/19 ~ 4.36.

An algorithm of the type we would present for this problem is given here. It includes
no machine-dependent parameters and provides no accuracy assurances, but it will give
accurate results “most of the time.”

INPUT n,x1,x2,...,x,.

OUTPUT NORM.

Step 1 Set SUM = 0.

Step2 Fori=1,2,...,nset SUM = SUM—{-xiZ.
Step 3 Set NORM = SUM'/?.

Step 4 OUTPUT (NORM);
STOP. O

A program based on our algorithm is easy to write and understand. However, the pro-
gram could fail to give sufficient accuracy for a number of reasons. For example, the magni-
tude of some of the numbers might be too large or too small to be accurately represented in
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the floating-point system of the computer. Also, this order for performing the calculations
might not produce the most accurate results, or the standard software square-root routine
might not be the best available for the problem. Matters of this type are considered by algo-
rithm designers when writing programs for general-purpose software. These programs are
often used as subprograms for solving larger problems, so they must incorporate controls
that we will not need.

General Purpose Algorithms

Let us now consider an algorithm for a general-purpose software program for computing
the Euclidean norm. First, it is possible that although a component x; of the vector is within
the range of the machine, the square of the component is not. This can occur when some |x;|
is so small that xl-2 causes underflow or when some |x;| is so large that xiz causes overflow.
It is also possible for all these terms to be within the range of the machine, but overflow
occurs from the addition of a square of one of the terms to the previously computed sum.

Accuracy criteria depend on the machine on which the calculations are being performed,
so machine-dependent parameters are incorporated into the algorithm. Suppose we are
working on a hypothetical computer with base 10, having ¢+ > 4 digits of precision, a
minimum exponent emin, and a maximum exponent emax. Then the set of floating-point
numbers in this machine consists of 0 and the numbers of the form

x=f-10°, where f==%(fi10"'+ £1072+ ...+ £,107),

where 1 < fj <9and 0 < f; <9, foreachi = 2,...,¢, and where emin < e < emax.
These constraints imply that the smallest positive number represented in the machine is
o = 10°""=1 50 any computed number x with |x| < o causes underflow and results in
x being set to 0. The largest positive number is A = (1 — 107)10°***, and any computed
number x with |x| > A causes overflow. When underflow occurs, the program will continue,
often without a significant loss of accuracy. If overflow occurs, the program will fail.

The algorithm assumes that the floating-point characteristics of the machine are de-
scribed using parameters N, s, S, y, and Y. The maximum number of entries that can be
summed with at least 7/2 digits of accuracy is given by N. This implies the algorithm will
proceed to find the norm of a vector x = (x,xz,...,x,)" only if n < N. To resolve the
underflow-overflow problem, the nonzero floating-point numbers are partitioned into three
groups:

¢ small-magnitude numbers x, those satisfying 0 < |x| < y;
¢ medium-magnitude numbers x, where y < [x| < ¥;

® Jarge-magnitude numbers x, where ¥ < |x|.

The parameters y and Y are chosen so that there will be no underflow-overflow prob-
lem in squaring and summing the medium-magnitude numbers. Squaring small-magnitude
numbers can cause underflow, so a scale factor § much greater than 1 is used with the result
that (Sx)? avoids the underflow even when x? does not. Summing and squaring numbers
having a large magnitude can cause overflow. So in this case, a positive scale factor s much
smaller than 1 is used to ensure that (sx)> does not cause overflow when calculated or
incorporated into a sum, even though x2 would.

To avoid unnecessary scaling, y and Y are chosen so that the range of medium-
magnitude numbers is as large as possible. The algorithm that follows is a modification
of one described in [Brow, W], p. 471. It incorporates a procedure for adding scaled compo-
nents of the vector that are small in magnitude until a component with medium magnitude
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is encountered. It then unscales the previous sum and continues by squaring and summing
small and medium numbers until a component with a large magnitude is encountered. Once
a component with large magnitude appears, the algorithm scales the previous sum and
proceeds to scale, square, and sum the remaining numbers.

The algorithm assumes that, in transition from small to medium numbers, unscaled
small numbers are negligible when compared to medium numbers. Similarly, in transition
from medium to large numbers, unscaled medium numbers are negligible when compared to
large numbers. Thus, the choices of the scaling parameters must be made so that numbers
are equated to O only when they are truly negligible. Typical relationships between the
machine characteristics as described by ¢, o, A, emin, emax, and the algorithm parameters
N, s, S,y,and Y are given after the algorithm.

The algorithm uses three flags to indicate the various stages in the summation process.
These flags are given initial values in Step 3 of the algorithm. FLAG 1 is 1 until a medium or
large component is encountered; then it is changed to 0. FLAG 2 is 0 while small numbers
are being summed, changes to 1 when a medium number is first encountered, and changes
back to 0 when a large number is found. FLAG 3 is initially O and changes to 1 when a
large number is first encountered. Step 3 also introduces the flag DONE, which is O until
the calculations are complete, and then changes to 1.

INPUT N,s,S,v,Y,A,n,x1,%,...,%,.
OUTPUT NORM or an appropriate error message.

Step 1 If n < 0 then OUTPUT (‘The integer n must be positive.’);
STOP.

Step 2 If n > N then OUTPUT (‘The integer n is too large.’);
STOP.

Step 3 Set SUM = 0;
FLAG1 = 1; (The small numbers are being summed.)

FLAG2 = 0;
FLAG3 = 0;
DONE = 0;

i=1.
Step 4 While (i < nand FLAG1 = 1) do Step 5.

Step 5 If |x;| < y then set SUM = SUM + (Sx;)*;
i=i+1
else set FLAG1 = 0. (A non-small number encountered.)

Step 6 1Ifi > nthen set NORM = (SUM)'/*/S;

DONE =1
else set SUM = (SUM/S)/S; (Scale for larger numbers.)
FLAG2 = 1.

Step 7 While (i <nand FLAG2 = 1) do Step 8.  (Sum the medium-sized numbers.)
Step 8 1If |x;| < Y then set SUM = SUM + x};
i=i+1
else set FLAG2 = 0. (A large number has been encountered.)
Step 9 1f DONE = 0 then
if i > n then set NORM = (SUM)'/?;

DONE =1
else set SUM = ((SUM)s)s; (Scale the large numbers.)
FLAG3 =1.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



44 CHAPTER 1 =

The first portable computer was
the Osborne I, produced in 1981,
although it was much larger and
heaver than we would currently
think of as portable.

The system FORTRAN
(FORmula TRANSslator) was the
original general-purpose

scientific programming language.

It is still in wide use in situations
that require intensive scientific
computations.

The EISPACK project was the
first large-scale numerical
software package to be made
available in the public domain
and led the way for many
packages to follow.

Mathematical Preliminaries and Error Analysis

Step 10 While (i < n and FLAG3 = 1) do Step 11.

Step 11 Set SUM = SUM +(sx;)*;
i=i+1.

Step 12 1f DONE = 0 then
if SUM'/? < \s then set NORM = (SUM)'/?/s;

DONE =1

else set SUM = A.

Step 13 If DONE = 1 then OUTPUT (‘Norm is’, NORM)
else OUTPUT (‘Norm >’, NORM, ‘overflow occurred’).

(Sum the large numbers.)

(The norm is too large.)

Step 14 STOP.

The relationships between the machine characteristics ¢, o, A, emin, emax, and the
algorithm parameters N, s, S, y, and Y were chosen in [Brow, W], p. 471, as:

N =10°", where ey = |(t —2)/2], the greatestinteger less than or equal to
(rt—12)/2;
s = 10%, where e; = |—(emax+ey)/2];
S =10°, where es=[(1 —emin)/2], the smallestinteger greater than or equal
to (1 — emin)/2;
y=10%, where e, = [(emin+1t—2)/2];
Y =10, where ey = |(emax —ey)/2].

The reliability built into this algorithm has greatly increased the complexity compared to
the algorithm given earlier in the section. In the majority of cases the special-purpose and
general-purpose algorithms give identical results. The advantage of the general-purpose
algorithm is that it provides security for its results.

Many forms of general-purpose numerical software are available commercially and in
the public domain. Most of the early software was written for mainframe computers, and
a good reference for this is Sources and Development of Mathematical Software, edited by
Wayne Cowell [Co].

Now that personal computers are sufficiently powerful, standard numerical software
is available for them. Most of this numerical software is written in FORTRAN, although
some packages are written in C, C++, and FORTRANO0.

ALGOL procedures were presented for matrix computations in 1971 in [WR]. A pack-
age of FORTRAN subroutines based mainly on the ALGOL procedures was then developed
into the EISPACK routines. These routines are documented in the manuals published by
Springer-Verlag as part of their Lecture Notes in Computer Science series [Sm,B] and [Gar].
The FORTRAN subroutines are used to compute eigenvalues and eigenvectors for a variety
of different types of matrices.

LINPACK is a package of FORTRAN subroutines for analyzing and solving systems
of linear equations and solving linear least squares problems. The documentation for this
package is contained in [DBMS]. A step-by-step introduction to LINPACK, EISPACK, and
BLAS (Basic Linear Algebra Subprograms) is given in [CV].

The LAPACK package, first available in 1992, is a library of FORTRAN subroutines
that supercedes LINPACK and EISPACK by integrating these two sets of algorithms into
a unified and updated package. The software has been restructured to achieve greater effi-
ciency on vector processors and other high-performance or shared-memory multiprocessors.
LAPACK is expanded in depth and breadth in version 3.0, which is available in FORTRAN,
FORTRANO90, C, C++, and JAVA. C, and JAVA are only available as language interfaces
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Software engineering was
established as a laboratory
discipline during the 1970s and
1980s. EISPACK was developed
at Argonne Labs and LINPACK
there shortly thereafter. By the
early 1980s, Argonne was
internationally recognized as a
world leader in symbolic and
numerical computation.

In 1970 IMSL became the first
large-scale scientific library for
mainframes. Since that time, the
libraries have been made
available for computer systems
ranging from supercomputers to
personal computers.

The Numerical Algorithms
Group (NAG) was instituted in
the UK in 1971 and developed
the first mathematical software
library. It now has over 10,000
users world-wide and contains
over 1000 mathematical and
statistical functions ranging
from statistical, symbolic,
visualisation, and numerical
simulation software, to compilers
and application development
tools.

MATLAB was originally written
to provide easy access to matrix
software developed in the
LINPACK and EISPACK
projects. The first version was
written in the late 1970s for use
in courses in matrix theory, linear
algebra, and numerical analysis.
There are currently more than
500,000 users of MATLAB in
more than 100 countries.
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or translations of the FORTRAN libraries of LAPACK. The package BLAS is not a part of
LAPACK, but the code for BLAS is distributed with LAPACK.

Other packages for solving specific types of problems are available in the public domain.
As an alternative to netlib, you can use Xnetlib to search the database and retrieve software.
More information can be found in the article Software Distribution using Netlib by Dongarra,
Roman, and Wade [DRW].

These software packages are highly efficient, accurate, and reliable. They are thor-
oughly tested, and documentation is readily available. Although the packages are portable,
it is a good idea to investigate the machine dependence and read the documentation thor-
oughly. The programs test for almost all special contingencies that might result in error and
failures. At the end of each chapter we will discuss some of the appropriate general-purpose
packages.

Commercially available packages also represent the state of the art in numerical meth-
ods. Their contents are often based on the public-domain packages but include methods in
libraries for almost every type of problem.

IMSL (International Mathematical and Statistical Libraries) consists of the libraries
MATH, STAT, and SFUN for numerical mathematics, statistics, and special functions, re-
spectively. These libraries contain more than 900 subroutines originally available in FOR-
TRAN 77 and now available in C, FORTRANO90, and JAVA. These subroutines solve the
most common numerical analysis problems. The libraries are available commercially from
Visual Numerics.

The packages are delivered in compiled form with extensive documentation. There is an
example program for each routine as well as background reference information. IMSL con-
tains methods for linear systems, eigensystem analysis, interpolation and approximation,
integration and differentiation, differential equations, transforms, nonlinear equations, opti-
mization, and basic matrix/vector operations. The library also contains extensive statistical
routines.

The Numerical Algorithms Group (NAG) has been in existence in the United Kingdom
since 1970. NAG offers more than 1000 subroutines in a FORTRAN 77 library, about 400
subroutines in a C library, more than 200 subroutines in a FORTRAN 90 library, and an
MPI FORTRAN numerical library for parallel machines and clusters of workstations or
personal computers. A useful introduction to the NAG routines is [Ph]. The NAG library
contains routines to perform most standard numerical analysis tasks in a manner similar to
those in the IMSL. It also includes some statistical routines and a set of graphic routines.

The IMSL and NAG packages are designed for the mathematician, scientist, or engineer
who wishes to call high-quality C, Java, or FORTRAN subroutines from within a program.
The documentation available with the commercial packages illustrates the typical driver
program required to use the library routines. The next three software packages are stand-
alone environments. When activated, the user enters commands to cause the package to solve
a problem. However, each package allows programming within the command language.

MATLAB is a matrix laboratory that was originally a Fortran program published by
Cleve Moler [Mo] in the 1980s. The laboratory is based mainly on the EISPACK and
LINPACK subroutines, although functions such as nonlinear systems, numerical integration,
cubic splines, curve fitting, optimization, ordinary differential equations, and graphical tools
have been incorporated. MATLAB is currently written in C and assembler, and the PC
version of this package requires a numeric coprocessor. The basic structure is to perform
matrix operations, such as finding the eigenvalues of a matrix entered from the command
line or from an external file via function calls. This is a powerful self-contained system that
is especially useful for instruction in an applied linear algebra course.

The second package is GAUSS, a mathematical and statistical system produced by Lee
E.Ediefson and Samuel D. Jones in 1985. Itis coded mainly in assembler and based primarily
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on EISPACK and LINPACK. As in the case of MATLAB, integration/differentiation, non-
linear systems, fast Fourier transforms, and graphics are available. GAUSS is oriented less
toward instruction in linear algebra and more toward statistical analysis of data. This package
also uses a numeric coprocessor if one is available.

The third package is Maple, a computer algebra system developed in 1980 by the
Symbolic Computational Group at the University of Waterloo. The design for the original
Maple system is presented in the paper by B.W. Char, K.O. Geddes, W.M. Gentlemen, and
G.H. Gonnet [CGGG].

The NAG routines are compatible Maple, which is written in C, has the ability to manipulate information in a symbolic
with Maple beginning with manner. This symbolic manipulation allows the user to obtain exact answers instead of
version 9.0. numerical values. Maple can give exact answers to mathematical problems such as integrals,

differential equations, and linear systems. It contains a programming structure and permits
text, as well as commands, to be saved in its worksheet files. These worksheets can then
be loaded into Maple and the commands executed. Because of the properties of symbolic
computation, numerical computation, and worksheets, Maple is the language of choice for
this text. Throughout the book Maple commands, particularly from the NumericalAnalysis
package, will be included in the text.

Although we have chosen Maple Numerous packages are available that can be classified as supercalculator packages for
as our standard computer algebra  the PC. These should not be confused, however, with the general-purpose software listed
system, the equally popular here. If you have an interest in one of these packages, you should read Supercalculators on

Mathematica, released in 1988, the PC by B. Simon and R. M. Wilson [SW].

can also be used for this purpose. Additional information about software and software libraries can be found in the books
by Cody and Waite [CW] and by Kockler [Ko], and in the 1995 article by Dongarra and
Walker [DW]. More information about floating-point computation can be found in the book
by Chaitini-Chatelin and Frayse [CF] and the article by Goldberg [Go].

Books that address the application of numerical techniques on parallel computers in-

clude those by Schendell [Sche], Phillips and Freeman [PF], Ortega [Or1], and Golub and
Ortega [GO].
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Solutions of Equations in One Variable

Introduction

The growth of a population can often be modeled over short periods of time by assuming that
the population grows continuously with time at a rate proportional to the number present at
that time. Suppose that N (¢) denotes the number in the population at time ¢ and A denotes the
constant birth rate of the population. Then the population satisfies the differential equation

dN (1)
dt

whose solution is N (f) = Nye*, where Ny denotes the initial population.

= AN(D),

N()\) A

3000 +
3
S
3
S 2000 4 N(\) = 10006 + %(& _1)
o
T 1564
3 1435 ¢
o
o

1000 +

1 A

Birth rate

This exponential model is valid only when the population is isolated, with no im-
migration. If immigration is permitted at a constant rate v, then the differential equation
becomes

dN(t)
dt

= AN(®) + v,

whose solution is
N() = Noe' + %(e“ — ).
47
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Suppose a certain population contains N(0) = 1,000,000 individuals initially, that
435,000 individuals immigrate into the community in the first year, and that N(1) =
1,564,000 individuals are present at the end of one year. To determine the birth rate of
this population, we need to find A in the equation

435,000

1,564,000 = 1,000,000¢" + (" —1).

Itis not possible to solve explicitly for A in this equation, but numerical methods discussed in
this chapter can be used to approximate solutions of equations of this type to an arbitrarily
high accuracy. The solution to this particular problem is considered in Exercise 24 of
Section 2.3.

2.1 The Bisection Method

In this chapter we consider one of the most basic problems of numerical approximation,
the root-finding problem. This process involves finding a root, or solution, of an equation
of the form f(x) = 0, for a given function f. A root of this equation is also called a zero
of the function f.

The problem of finding an approximation to the root of an equation can be traced back
at least to 1700 B.C.E. A cuneiform table in the Yale Babylonian Collection dating from that
period gives a sexigesimal (base-60) number equivalent to 1.414222 as an approximation to
V/2, a result that is accurate to within 10>, This approximation can be found by applying
a technique described in Exercise 19 of Section 2.2.

Bisection Technique

In computer science, the process The first technique, based on the Intermediate Value Theorem, is called the Bisection, or
of dividing a set continually in Binary-search, method.

half to search for the solution to a Suppose f is a continuous function defined on the interval [a, b], with f(a) and f ()
problem, as the bisection method  of gpposite sign. The Intermediate Value Theorem implies that a number p exists in (a, b)
does, is known as a binary search g £( p) = 0. Although the procedure will work when there is more than one root in the
interval (a, b), we assume for simplicity that the root in this interval is unique. The method
calls for a repeated halving (or bisecting) of subintervals of [a, b] and, at each step, locating
the half containing p.

To begin, set a; = a and b; = b, and let p; be the midpoint of [a, b]; that is,

procedure.

— 4 +b1—a1_a1+b1
pr=a 3 = 5

e If f(p1) =0, then p = p;, and we are done.

o If f(p1) # 0, then f(p;) has the same sign as either f(a;) or f(b)).

e If f(py) and f(a;) have the same sign, p € (p1,b1). Seta, = p; and by = b;.
e If f(py) and f(a;) have opposite signs, p € (aj,p1). Seta, = a; and b, = p;.

Then reapply the process to the interval [as, b,]. This produces the method described in
Algorithm 2.1. (See Figure 2.1.)
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Bisection

To find a solution to f (x) = 0 given the continuous function f on the interval [a, b], where
f(a) and f(b) have opposite signs:

INPUT endpoints a, b; tolerance TOL; maximum number of iterations Nj.
OUTPUT approximate solution p or message of failure.

Step 1 Seti=1;
FA = f(a).

Step 2 Whilei < Ny do Steps 3-6.

Step3 Setp=a+ (b—a)/2; (Compute p;.)
FP = f(p).
Step4 IfFP=0or (b—a)/2 < TOL then
OUTPUT (p); (Procedure completed successfully.)
STOP.

Step5 Seti=i+1.
Step 6 IfFA-FP > Othenseta =p; (Compute a;,b;.)

FA = FP
elseset b = p. (FA is unchanged.)

Step 7 OUTPUT (‘Method failed after N iterations, Ny =, Np);
(The procedure was unsuccessful.)
STOP. ]

Other stopping procedures can be applied in Step 4 of Algorithm 2.1 or in any of
the iterative techniques in this chapter. For example, we can select a tolerance ¢ > 0 and
generate py, . .., py until one of the following conditions is met:
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Py —pn-1l <&, 2.1
v =pvil 0, o 2.2)
| il
[ f(pn)] < e. (2.3)

Unfortunately, difficulties can arise using any of these stopping criteria. For example,
there are sequences { p,},2,, with the property that the differences p, — p,— converge to
zero while the sequence itself diverges. (See Exercise 17.) It is also possible for f(p,) to
be close to zero while p,, differs significantly from p. (See Exercise 16.) Without additional
knowledge about f or p, Inequality (2.2) is the best stopping criterion to apply because it
comes closest to testing relative error.

When using a computer to generate approximations, it is good practice to set an upper
bound on the number of iterations. This eliminates the possibility of entering an infinite
loop, a situation that can arise when the sequence diverges (and also when the program is
incorrectly coded). This was done in Step 2 of Algorithm 2.1 where the bound Ny was set
and the procedure terminated if i > Nj.

Note that to start the Bisection Algorithm, an interval [a, b] must be found with f(a) -
f(b) < 0. At each step the length of the interval known to contain a zero of f is reduced
by a factor of 2; hence it is advantageous to choose the initial interval [a, b] as small as
possible. For example, if f(x) = 2x* — x> + x — 1, we have both

f(=4) - f@ <0 and f(0)- f(1) <0,

so the Bisection Algorithm could be used on [—4,4] or on [0, 1]. Starting the Bisection
Algorithm on [0, 1] instead of [—4, 4] will reduce by 3 the number of iterations required to
achieve a specified accuracy.

The following example illustrates the Bisection Algorithm. The iteration in this example
is terminated when a bound for the relative error is less than 0.0001. This is ensured by
having

: |p — pal 104,

min{|ay|, |b,}
Show that f(x) = x> + 4x?> — 10 = 0 has a root in [1, 2], and use the Bisection method to
determine an approximation to the root that is accurate to at least within 1074,

Solution Because f(1) = —5and f(2) = 14 the Intermediate Value Theorem 1.11 ensures
that this continuous function has a root in [1, 2].

For the first iteration of the Bisection method we use the fact that at the midpoint of
[1,2] we have f(1.5) = 2.375 > 0. This indicates that we should select the interval [1, 1.5]
for our second iteration. Then we find that f(1.25) = —1.796875 so our new interval
becomes [1.25, 1.5], whose midpoint is 1.375. Continuing in this manner gives the values
in Table 2.1. After 13 iterations, p;3 = 1.365112305 approximates the root p with an error

|p — pisl < |bia — aial = |1.365234375 — 1.365112305| = 0.000122070.

Since |ay4] < | p|, we have

|p—pi3sl  |bia — ausl
<

<9.0x 1072,
| pl |ai4]
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n an bn pn f(p}’l)
1 1.0 2.0 1.5 2.375
2 1.0 1.5 1.25 —1.79687
3 1.25 1.5 1.375 0.16211
4 1.25 1.375 1.3125 —0.84839
5 1.3125 1.375 1.34375 —0.35098
6 1.34375 1.375 1.359375 —0.09641
7 1.359375 1.375 1.3671875 0.03236
8 1.359375 1.3671875 1.36328125 —0.03215
9 1.36328125 1.3671875 1.365234375 0.000072
10 1.36328125 1.365234375 1.364257813 —0.01605
11 1.364257813 1.365234375 1.364746094 —0.00799
12 1.364746094 1.365234375 1.364990235 —0.00396
13 1.364990235 1.365234375 1.365112305 —0.00194

so the approximation is correct to at least within 10~*. The correct value of p to nine decimal
places is p = 1.365230013. Note that pg is closer to p than is the final approximation p;3.
You might suspect this is true because | f(p9)| < |f(p13)], but we cannot be sure of this
unless the true answer is known. [ ]

The Bisection method, though conceptually clear, has significant drawbacks. It is rel-
atively slow to converge (that is, N may become quite large before | p — py| is sufficiently
small), and a good intermediate approximation might be inadvertently discarded. However,
the method has the important property that it always converges to a solution, and for that
reason it is often used as a starter for the more efficient methods we will see later in this
chapter.

Suppose that f € Cla,b] and f(a) - f(b) < 0. The Bisection method generates a sequence

{pn}i2, approximating a zero p of f with

2}1

a
|pn —pl < , when n>1. -

Proof For eachn > 1, we have

1
b, —a, = %(b —a) and p € (a,b,).
Since p, = %(an + b,) for all n > 1, it follows that
1P =0l < 2 (by — a) = 2=
n = -, —a,) = = = =
Pn—P 5 o

Because
1
lpn—pl = (- D5
the sequence {p,}>2 | converges to p with rate of convergence O (zi,,), that is,

1
n = o\=].
p=r+0(5)

It is important to realize that Theorem 2.1 gives only a bound for approximation error
and that this bound might be quite conservative. For example, this bound applied to the
problem in Example 1 ensures only that
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2-1 .
|P—P9|§T%2X10 ,

but the actual error is much smaller:

|p — pol = |1.365230013 — 1.365234375| ~ 4.4 x 1075,

Determine the number of iterations necessary to solve f(x) = x° + 4x> — 10 = 0 with
accuracy 1073 using a; = 1 and b; = 2.

Solution We we will use logarithms to find an integer N that satisfies
v —pl <27V —a) =27 <107,

Logarithms to any base would suffice, but we will use base-10 logarithms because the toler-
ance is given as a power of 10. Since 27V < 1072 implies thatlog,, 27V < log;, 107 = -3,
we have

—Nlog, ;2 <—-3 and N > ~ 9.96.

logy

Hence, ten iterations will ensure an approximation accurate to within 1073,

Table 2.1 shows that the value of pg = 1.365234375 is accurate to within 1074, Again,
it is important to keep in mind that the error analysis gives only a bound for the number of
iterations. In many cases this bound is much larger than the actual number required. [ ]

Maple has a NumericalAnalysis package that implements many of the techniques we
will discuss, and the presentation and examples in the package are closely aligned with this
text. The Bisection method in this package has a number of options, some of which we will
now consider. In what follows, Maple code is given in black italic type and Maple response
in cyan.

Load the NumericalAnalysis package with the command

with(Student[NumericalAnalysis])

which gives access to the procedures in the package. Define the function with
fi=x>+4x>-10

and use

Bisection (f,x = [1,2], tolerance = 0.005)

Maple returns

1.363281250

Note that the value that is output is the same as pg in Table 2.1.
The sequence of bisection intervals can be output with the command

Bisection (f,x = [1,2], tolerance = 0.005, output = sequence)

and Maple returns the intervals containing the solution together with the solution
[1.,2.],[1.,1.500000000], [1.250000000, 1.500000000], [1.250000000, 1.375000000],
[1.312500000, 1.375000000], [1.343750000, 1.375000000], [1.359375000, 1.375000000],
[1.359375000, 1.367187500], 1.363281250

The stopping criterion can also be based on relative error by choosing the option

Bisection (f,x = [1,2], tolerance = 0.005, stoppingcriterion = relative)
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Now Maple returns

The option output = plot given in

1.363281250

2.1 The Bisection Method 53

Bisection (f,x = [1.25, 1.5], output = plot, tolerance = 0.02)

produces the plot shown in Figure 2.2.

Figure 2.2

f(b)

4 iteration(s) of the bisection method applied to
f) =x*+4x2-10

with initial pointse =1.25and b= 1.5

f(pa)

f(a) 1

We can also set the maximum number of iterations with the option maxiterations = .

An error message will be displayed if the stated tolerance is not met within the specified

number of iterations.
The results from Bisection method can also be obtained using the command Roots. For

example,

1
Roots < f,x =1[1.0,2.0], method = bisection, tolerance = 100’ output = information)

uses the Bisection method to produce the information

n

1

2
3
4
5
6
7

An

1.0

1.0
1.250000000
1.250000000
1.312500000
1.343750000
1.359375000

by

2.0
1.500000000
1.500000000
1.375000000
1.375000000
1.375000000
1.375000000

pil
1.500000000

1.250000000
1.375000000
1.312500000
1.343750000
1.359375000
1.367187500

I pn)
2.37500000

—1.796875000

0.16210938

—0.848388672
—0.350982668
—0.096408842

0.03235578

relative error
0.3333333333
0.2000000000
0.09090909091
0.04761904762
0.02325581395
0.01149425287
0.005714285714 |
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The Latin word signum means
“token” or “sign”. So the signum
function quite naturally returns
the sign of a number (unless the
number is 0).

The bound for the number of iterations for the Bisection method assumes that the cal-
culations are performed using infinite-digit arithmetic. When implementing the method on
acomputer, we need to consider the effects of round-off error. For example, the computation
of the midpoint of the interval [a,, b, ] should be found from the equation

bn —day

n bn
Pn=a, + — instead of p, = i.

2

The first equation adds a small correction, (b, — a,,) /2, to the known value a,,. When b,, —a,
is near the maximum precision of the machine, this correction might be in error, but the
error would not significantly affect the computed value of p,,. However, when b, — a,, is near
the maximum precision of the machine, it is possible for (a, + b,)/2 to return a midpoint
that is not even in the interval [a,, b, ].

As a final remark, to determine which subinterval of [a,, b,] contains a root of f, it is
better to make use of the signum function, which is defined as

-1, ifx <O,
sgn(x) = 10, ifx=0,
1, if x > 0.

The test

sgn (f(an)) sgn (f(pn)) <0 instead of  f(an) f(pn) <O

gives the same result but avoids the possibility of overflow or underflow in the multiplication
of f(ax) and f(pn).

EXERCISE SET 21

1.

Use the Bisection method to find p3 for f(x) = /x — cosx on [0, 1].
Let f(x) =3(x+ 1)(x — %)(x — 1). Use the Bisection method on the following intervals to find p;.
a. [—2,1.5] b. [—1.25,2.5]

Use the Bisection method to find solutions accurate to within 1072 for x> — 7x> + 14x — 6 = O on
each interval.

a. [0,1] b. [1,3.2] c. [3.2,4]

Use the Bisection method to find solutions accurate to within 1072 for x* — 2x> —4x> +4x+4 =0
on each interval.

a. [-2,—-1] b. [0,2] c. [2,3] d. [-1,0]

Use the Bisection method to find solutions accurate to within 10~ for the following problems.
a. x—27=0 for0<x<l1

b ¢&—x>+3x—2=0 for0<x<1

c. 2xcos(2x)—(x+1)?*=0 for-3<x<-2 and —-1<x<0

d. xcosx—2x>+3x—1=0 for02<x<03 and 12<x<13

Use the Bisection method to find solutions, accurate to within 10~ for the following problems.
a. 3x—e =0forl <x<2

b. 2x+3cosx—e*=0 for0<x<1

c. x*—4x+4—Inx=0 forl<x<2 and 2<x<4

d. x+1—-2sinmrx=0 for0<x<05 and 05<x<1
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10.

11.

12.

13.
14.

15.

16.

17.

18.

19.

20.

2.1 The Bisection Method 55

a.  Sketch the graphs of y = x and y = 2 sinx.

b.  Use the Bisection method to find an approximation to within 107 to the first positive value of
x with x = 2sinx.

a.  Sketch the graphs of y = x and y = tanx.

b.  Use the Bisection method to find an approximation to within 107 to the first positive value of
x with x = tanx.

a.  Sketch the graphs of y = ¢* — 2 and y = cos(e® — 2).

b.  Use the Bisection method to find an approximation to within 1073 to a value in [0.5, 1.5] with
e — 2 = cos(e* —2).

Let f(x) = (x +2)(x + 1)%x(x — 1)*(x — 2). To which zero of f does the Bisection method converge

when applied on the following intervals?

a. [—1.5,2.5] b. [-0.5,2.4] c. [-05,3] d. [-3,-0.5]

Let f(x) = (x +2)(x + Dx(x — 1)*(x — 2). To which zero of f does the Bisection method converge

when applied on the following intervals?

a. [-3,2.5] b. [-25,3] c. [—1.751.5] d. [-1.5,1.75]

Find an approximation to /3 correct to within 10~* using the Bisection Algorithm. [Hint: Consider

fx)=x*-3]

Find an approximation to ~/25 correct to within 10~* using the Bisection Algorithm.

Use Theorem 2.1 to find a bound for the number of iterations needed to achieve an approximation

with accuracy 1073 to the solution of x> +x —4 = 0 lying in the interval [1, 4]. Find an approximation

to the root with this degree of accuracy.

Use Theorem 2.1 to find a bound for the number of iterations needed to achieve an approximation

with accuracy 10~ to the solution of x> —x — 1 = 0 lying in the interval [1, 2]. Find an approximation

to the root with this degree of accuracy.

Let f(x) = (x — 1'%, p=1,and p, = 1 + 1/n. Show that | f(p,)| < 1073 whenever n > 1 but that

|p — pal < 1073 requires that n > 1000.

Let { p,} be the sequence defined by p, = >";_; 1. Show that { p,} diverges even though lim,,_, o (p, —
Pu-1) = 0.

The function defined by f(x) = sin wx has zeros at every integer. Show that when —1 < a < 0 and
2 < b < 3, the Bisection method converges to

a. 0, if a+b<2 b. 2, if a+b>2 c. 1, if a+b=2

A trough of length L has a cross section in the shape of a semicircle with radius r. (See the accom-
panying figure.) When filled with water to within a distance & of the top, the volume V of water is

V =L[0.57+* — r*arcsin(h/r) — h(* — h*)'*].

Sy U AT
4\w/

Suppose L =10ft, r =1 ft, and V = 12.4 ft*. Find the depth of water in the trough to within 0.01 ft.

A particle starts at rest on a smooth inclined plane whose angle 6 is changing at a constant rate

E=w<0.
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Solutions of Equations in One Variable

At the end of ¢ seconds, the position of the object is given by

o g oWl — gt ) .
x(t) =—=—"-| —— —sinwt .
2w? 2

Suppose the particle has moved 1.7 ft in 1 s. Find, to within 107>, the rate @ at which 6 changes.

Assume that g = 32.17 ft/s%.
’\)&

0(2)

22

Definition 2.2

Fixed-point results occur in many
areas of mathematics, and are a
major tool of economists for
proving results concerning
equilibria. Although the idea
behind the technique is old, the
terminology was first used by the
Dutch mathematician

L. E. J. Brouwer (1882-1962) in
the early 1900s.

Example 1

Fixed-Point Iteration

A fixed point for a function is a number at which the value of the function does not change
when the function is applied.

The number p is a fixed point for a given function g if g(p) = p. [ ]

In this section we consider the problem of finding solutions to fixed-point problems
and the connection between the fixed-point problems and the root-finding problems we
wish to solve. Root-finding problems and fixed-point problems are equivalent classes in the
following sense:

e Given a root-finding problem f(p) = 0, we can define functions g with a fixed point at
p in a number of ways, for example, as

gx) =x— f(x) oras g(x)=x+3f(x).
e Conversely, if the function g has a fixed point at p, then the function defined by
f&x) =x—g)
has a zero at p.

Although the problems we wish to solve are in the root-finding form, the fixed-point
form is easier to analyze, and certain fixed-point choices lead to very powerful root-finding
techniques.

We first need to become comfortable with this new type of problem, and to decide
when a function has a fixed point and how the fixed points can be approximated to within
a specified accuracy.

Determine any fixed points of the function g(x) = x* — 2.
Solution A fixed point p for g has the property that
p=g(p)=p*—2 whichimpliesthat 0=p* —p—2=(p+ (p—2).

A fixed point for g occurs precisely when the graph of y = g(x) intersects the graph of
y = x, so g has two fixed points, one at p = —1 and the other at p = 2. These are shown in
Figure 2.3. [ ]
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2.2 Fixed-Point Iteration 57

Figure 2.3
The following theorem gives sufficient conditions for the existence and uniqueness of
a fixed point.
Theorem 2.3 (i) Ifg € Cla,b] and g(x) € [a,b] for all x € [a, b], then g has at least one fixed
point in [a, b].
(i) If, in addition, g’(x) exists on (a, b) and a positive constant k < 1 exists with
g x)| <k, forallx e (a,b),
then there is exactly one fixed point in [a, b]. (See Figure 2.4.) [
Figure 2.4
YA
y=x
L ,
! I
|
! l
r=gp) Tt ! !
|
|
: m Y= gk)
al i
a D b X

Proof

(i) If g(a) = a or g(b) = b, then g has a fixed point at an endpoint. If not, then
g(a) > aand g(b) < b. The function h(x) = g(x) —x is continuous on [a, b], with

h(a) =g(a)—a>0 and hb) =gb)—>b<0.
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Example 2

Solutions of Equations in One Variable

The Intermediate Value Theorem implies that there exists p € (a, b) for which
h(p) = 0. This number p is a fixed point for g because

0=h(p) =g(p) —p implies that g(p) =p.

(ii) Suppose, in addition, that |g’(x)| < k < 1 and that p and ¢ are both fixed points
in [a, b]. If p # g, then the Mean Value Theorem implies that a number & exists
between p and ¢, and hence in [a, b], with

g(p) —g@) — (&),
P—q

Thus

Ip—ql=1g(p) —g@I=1gEIlp—ql <klp—ql <|p—ql,

which is a contradiction. This contradiction must come from the only supposition,
p # q. Hence, p = g and the fixed point in [a, b] is unique. = = ow

Show that g(x) = x> -1 /3 has a unique fixed point on the interval [—1, 1].

Solution The maximum and minimum values of g(x) for x in [—1, 1] must occur either
when x is an endpoint of the interval or when the derivative is 0. Since g’(x) = 2x/3, the
function g is continuous and g’(x) exists on [—1, 1]. The maximum and minimum values
of g(x) occuratx = —1,x = 0,orx = 1. But g(—1) = 0, g(1) = 0, and g(0) = —1/3,

so an absolute maximum for g(x) on [—1, 1] occurs at x = —1 and x = 1, and an absolute
minimum at x = 0.
Moreover
, 2x 2
lg' ()] = e forallx € (—1,1).

So g satisfies all the hypotheses of Theorem 2.3 and has a unique fixed pointin [—1,1]. m

For the function in Example 2, the unique fixed point p in the interval [—1, 1] can be
determined algebraically. If

2
p—1 2
p=g(p) = 7 then p~—3p—1=0,

which, by the quadratic formula, implies, as shown on the left graph in Figure 2.4, that
1
p= 5(3 —+/13).

Note that g also has a unique fixed point p = %(3 + +/13) for the interval [3,4].
However, g(4) = 5and ¢g'(4) = % > 1, so g does not satisfy the hypotheses of Theorem 2.3
on [3,4]. This demonstrates that the hypotheses of Theorem 2.3 are sufficient to guarantee

a unique fixed point but are not necessary. (See the graph on the right in Figure 2.5.)
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Figure 2.5
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Example 3 Show that Theorem 2.3 does not ensure a unique fixed point of g(x) = 37 on the interval
[0, 1], even though a unique fixed point on this interval does exist.

Solution g'(x) = —37*1In3 < 0 on [0, 1], the function g is strictly decreasing on [0, 1]. So
1
g(l) = 3 <gx)<1=g0), for 0=<x=<1.

Thus, for x € [0, 1], we have g(x) € [0, 1]. The first part of Theorem 2.3 ensures that there
is at least one fixed point in [0, 1].
However,

¢'(0) = —1In3 = —1.098612289,

s0 |g'(x)] £ 1 on (0, 1), and Theorem 2.3 cannot be used to determine uniqueness. But g is
always decreasing, and it is clear from Figure 2.6 that the fixed point must be unique. =

Figure 2.6

=
~Y
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Figure 2.7

Fixed-Point Iteration

We cannot explicitly determine the fixed point in Example 3 because we have no way to
solve for p in the equation p = g(p) = 37P. We can, however, determine approximations
to this fixed point to any specified degree of accuracy. We will now consider how this can
be done.

To approximate the fixed point of a function g, we choose an initial approximation p
and generate the sequence { p,}.2, by letting p, = g(p,—1), for each n > 1. If the sequence
converges to p and g is continuous, then

p=lim p, = lim g(p,—1) =g ( lim pn—1> =g(p),
n—oo n—>o0 n—o0

and a solution to x = g(x) is obtained. This technique is called fixed-point, or functional
iteration. The procedure is illustrated in Figure 2.7 and detailed in Algorithm 2.2.

(Plypz) P3 = g(pZ)

VA y=x

(2 P3) y =gl

(p2r P2) P2 = 8(p1) (P2, P2)

P2 = g(py)

3= &(p2)

(p1, p1)

p1=g(po) bopy (1 1)

1= g(po)

(Po, 1)

v =gx)

P1 P3 P2 Po

(a) (b)

ER

Po P P2

=Y

Fixed-Point Iteration

To find a solution to p = g(p) given an initial approximation py:

INPUT initial approximation py; tolerance TOL; maximum number of iterations Nj.
OUTPUT  approximate solution p or message of failure.
Step 1 Seti=1.
Step 2 While i < Ny do Steps 3-6.
Step 3 Setp = g(po). (Compute p;.)

Step 4 1f |p — po| < TOL then
OUTPUT (p); (The procedure was successful.)
STOP.

Step5 Seti=i+1.
Step 6 Setpy=p. (Update py.)
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3 Step 7 OUTPUT (‘The method failed after N iterations, Ny =, Ny);
3 (The procedure was unsuccessful.)
: STOP. [

The following illustrates some features of functional iteration.

lllustration  The equation x> +4x? — 10 = 0 has a unique root in [1, 2]. There are many ways to change
the equation to the fixed-point form x = g(x) using simple algebraic manipulation. For
example, to obtain the function g described in part (c), we can manipulate the equation
x* +4x? — 10 = 0 as follows:

1 1
4> =10 —x3, so x2=Z(10—x3), and x::tz(IO—x3)'/2.

To obtain a positive solution, g3(x) is chosen. It is not important for you to derive the
functions shown here, but you should verify that the fixed point of each is actually a solution
to the original equation, x> + 4x> — 10 = 0.

_ W3 442 1/2
@ x=g@)=x—x>—4x*+10 (b x=g2(x)=<1x—0—4x>

1 172
© x=gi@) =-(10—x}"2 _ :( 10)
0 x=g®=5(10-x @ x=50=(177

X} +4x* - 10

© x=g5()=x— o

With py = 1.5, Table 2.2 lists the results of the fixed-point iteration for all five choices of g.

Table22 (@) ) © ) (0)

0 1.5 1.5 1.5 1.5 1.5
1 —0.875 0.8165 1.286953768 1.348399725 1.373333333
2 6.732 2.9969 1.402540804 1.367376372 1.365262015
3 —469.7 (—8.65)]/2 1.345458374 1.364957015 1.365230014
4 1.03 x 108 1.375170253 1.365264748 1.365230013
5 1.360094193 1.365225594
6 1.367846968 1.365230576
7 1.363887004 1.365229942
8 1.365916734 1.365230022
9 1.364878217 1.365230012

10 1.365410062 1.365230014

15 1.365223680 1.365230013

20 1.365230236

25 1.365230006

30 1.365230013

The actual root is 1.365230013, as was noted in Example 1 of Section 2.1. Comparing the
results to the Bisection Algorithm given in that example, it can be seen that excellent results
have been obtained for choices (c), (d), and (e) (the Bisection method requires 27 iterations
for this accuracy). It is interesting to note that choice (a) was divergent and that (b) became
undefined because it involved the square root of a negative number. U
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Although the various functions we have given are fixed-point problems for the same
root-finding problem, they differ vastly as techniques for approximating the solution to the
root-finding problem. Their purpose is to illustrate what needs to be answered:

® Question: How can we find a fixed-point problem that produces a sequence that reliably
and rapidly converges to a solution to a given root-finding problem?

The following theorem and its corollary give us some clues concerning the paths we
should pursue and, perhaps more importantly, some we should reject.

Theorem 2.4 (Fixed-Point Theorem)

Let g € Cl[a,b] be such that g(x) € [a,b], for all x in [a, b]. Suppose, in addition, that
¢’ exists on (a, b) and that a constant 0 < k < 1 exists with

|g'(x)| <k, forallx € (a,b).
Then for any number py in [a, b], the sequence defined by
Ppn=8(pn-1), n=1,

converges to the unique fixed point p in [a, b]. [ ]

Proof Theorem 2.3 implies that a unique point p exists in [a, b] with g(p) = p. Since g
maps [a, b] into itself, the sequence { p,};2, is defined for all n > 0, and p,, € [a, b] for all

n. Using the fact that |g’(x)| < k and the Mean Value Theorem 1.8, we have, for each n,
[Pn =Pl = 18(Pa-1) — (P = 1§ EDll Pu—1 — Pl < k| pu_y — pl,
where &, € (a, b). Applying this inequality inductively gives
|Pw = pl < kIpa-t = pl < K| paa —pl < -+ < K"|po = pl. (2.4)

Since 0 < k < 1, we have lim,,_, o k" = 0 and

lim |p, —p| < lim k"|py — p| = 0.

n— 00 n— o0
Hence { p,};2, converges to p. = = ow

Corollary 2.5 1f g satisfies the hypotheses of Theorem 2.4, then bounds for the error involved in using p,
to approximate p are given by

| pn — p| < K" max{py — a,b — po} (2.5)

and
[pn —pl < l_klpl—pol, forall n=>1. (2.6)
| |

Proof Because p € [a, b], the first bound follows from Inequality (2.4):
|pn —pl < k" po — pl < K" max{po — a,b — po}.
For n > 1, the procedure used in the proof of Theorem 2.4 implies that

[ Pnt1 — Pnl = 18(pn) — 8(Pu=D| < klpn — pp—1l < -+ < k" p1 — pol.
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Thus form >n > 1,
| P — Pnl = | Pm — Pm—1 + Pm—1 — ==+ + Pnt1 — Pal
< |pm = Pm=tl + [ Pm—t = Pm—2| + -+ | Pnt1 — Pal
< k" ' p1—pol + k"2 p1 — pol + -+ + K" p1 — pol
=K'|p1 —pol (1 +k+ K+ + k"),

By Theorem 2.3, lim,,—, 00 P = P, SO

m—n—1 00
|p=pal = lim_[py —pal < lim K"[pyr—pol ) K <K'[p1—pol ) K.
i=0 i=0

But )2, k' is a geometric series with ratio k and 0 < k < 1. This sequence converges to
1/(1 — k), which gives the second bound:

n

1 -k

|p—pul < | p1 — pol. " = o=

Both inequalities in the corollary relate the rate at which { p,}° , converges to the bound
k on the first derivative. The rate of convergence depends on the factor k”. The smaller the
value of k, the faster the convergence, which may be very slow if k is close to 1.

lllustration  Let us reconsider the various fixed-point schemes described in the preceding illustration in
light of the Fixed-point Theorem 2.4 and its Corollary 2.5.

(a) For g(x) = x — x> — 4x? + 10, we have g,(1) = 6 and g;(2) = —12, so g; does
not map [1,2] into itself. Moreover, gj(x) = 1 — 3x* — 8x, so |g| (x)| > 1 for all x
in [1,2]. Although Theorem 2.4 does not guarantee that the method must fail for this
choice of g, there is no reason to expect convergence.

(b) With g>(x) = [(10/x) — 4x]'/2, we can see that g» does not map [1, 2] into [1, 2], and
the sequence { p,};2, is not defined when py = 1.5. Moreover, there is no interval
containing p ~ 1.365 such that |g} (x)| < 1, because |g5(p)| = 3.4. There is no reason
to expect that this method will converge.

(¢) For the function g3(x) = (10 — x*)'/2, we have
3
gi(x) = —sz(lO —x)72 <0 on[l,2],

so g3 is strictly decreasing on [1,2]. However, |g5(2)] =~ 2.12, so the condition
|g5(x)| <k < 1 fails on [1,2]. A closer examination of the sequence { p,}°°, starting
with py = 1.5 shows that it suffices to consider the interval [1, 1.5] instead of [1, 2]. On

this interval it is still true that g/3 (x) < 0 and gj is strictly decreasing, but, additionally,

1< 128~ g5(15) < ga() < ga(1) = 1.5,

for all x € [1, 1.5]. This shows that g3 maps the interval [1, 1.5] into itself. It is also
true that |g5(x)| < [g5(1.5)] ~ 0.66 on this interval, so Theorem 2.4 confirms the
convergence of which we were already aware.

(d) For g4(x) = (10/(4 + x))"/?, we have

< 0.15, forall xe][l,2].

/ — _5 5
8401 = ‘m(4+x)3/2 = V1067
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The bound on the magnitude of g (x) is much smaller than the bound (found in (c))
on the magnitude of g5 (x), which explains the more rapid convergence using gi.
(e) The sequence defined by
) x4+ 4x2—10
X)=Xx— ——F"7—
&5 3x% + 8x

converges much more rapidly than our other choices. In the next sections we will see
where this choice came from and why it is so effective. (]

From what we have seen,

® Question: How can we find a fixed-point problem that produces a sequence that reliably
and rapidly converges to a solution to a given root-finding problem?

might have

e Answer: Manipulate the root-finding problem into a fixed point problem that satisfies the
conditions of Fixed-Point Theorem 2.4 and has a derivative that is as small as possible
near the fixed point.

In the next sections we will examine this in more detail.

Maple has the fixed-point algorithm implemented in its NumericalAnalysis package.
The options for the Bisection method are also available for fixed-point iteration. We will
show only one option. After accessing the package using with(Student[ NumericalAnalysis)):
we enter the function

@3 4+ 4x% — 10)

g=7 3x2 + 8x

and Maple returns
X +4x2— 10
3x2 + 8x
Enter the command

FixedPointIteration(fixedpointiterator = g, x = 1.5, tolerance = 1078, output = sequence,
maxiterations = 20)

and Maple returns

1.5,1.373333333, 1.365262015, 1.365230014, 1.365230013

EXERCISE SET 22

Use algebraic manipulation to show that each of the following functions has a fixed point at p precisely
when f(p) =0, where f(x) =x* +2x> —x — 3.
x+3—x > 1/2

a g =0C+x-— 2x2)1/4 b. gkx) = ( )
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11.

12.

13.

2.2 Fixed-Point Iteration 65

x+3\"? 3xt+2x2 +3
¢ gw=(5- I P |

a.  Perform four iterations, if possible, on each of the functions g defined in Exercise 1. Let py = 1
and p,;; = g(py), forn =0,1,2,3.

b.  Which function do you think gives the best approximation to the solution?

The following four methods are proposed to compute 21'/3. Rank them in order, based on their
apparent speed of convergence, assuming po = 1.

a _ 20p,-1 + 21/p%_, b . B p =21
o Pn 21 . Pn Pn—1 3]7%71
_ Pr_y —21puy 21\ 2
C. DPn=DPn-1— 172|7—21 d. p,= p—l
n— n—

The following four methods are proposed to compute 7'/3

speed of convergence, assuming py = 1.

. Rank them in order, based on their apparent

T\’ Pha =7
a. Py =pa_i <1 + #) b. p.=p.1— 271
n—1 n—
S 5
P =7 P -7
¢ Pu=pag — oL d p,=p, P!
Pn Pn—1 5pi_, Pn Pn—1 12

Use a fixed-point iteration method to determine a solution accurate to within 1072 for x* —3x>—3 = 0
on [1,2]. Use py = 1.

Use a fixed-point iteration method to determine a solution accurate to within 1072 forx> —x—1 =0
on [1,2]. Use py = 1.

Use Theorem 2.3 to show that g(x) = m + 0.5sin(x/2) has a unique fixed point on [0, 27]. Use
fixed-point iteration to find an approximation to the fixed point that is accurate to within 1072, Use
Corollary 2.5 to estimate the number of iterations required to achieve 102 accuracy, and compare
this theoretical estimate to the number actually needed.

Use Theorem 2.3 to show that g(x) = 27 has a unique fixed point on [%, 1]. Use fixed-point iteration
to find an approximation to the fixed point accurate to within 10~*. Use Corollary 2.5 to estimate the
number of iterations required to achieve 10~ accuracy, and compare this theoretical estimate to the
number actually needed.

Use a fixed-point iteration method to find an approximation to +/3 that is accurate to within 10,
Compare your result and the number of iterations required with the answer obtained in Exercise 12
of Section 2.1.

Use a fixed-point iteration method to find an approximation to ~/25 that is accurate to within 107,
Compare your result and the number of iterations required with the answer obtained in Exercise 13
of Section 2.1.

For each of the following equations, determine an interval [a, b] on which fixed-point iteration will
converge. Estimate the number of iterations necessary to obtain approximations accurate to within
1073, and perform the calculations.

2—e +x* 5
= b. = — 2
a x 3 =0 +
¢ x=(e/3)"? d x=5*
e. x=6"" f. x=0.5(sinx + cosx)

For each of the following equations, use the given interval or determine an interval [a, b] on which
fixed-point iteration will converge. Estimate the number of iterations necessary to obtain approxima-
tions accurate to within 107>, and perform the calculations.

a. 24sinx—x=0 use[2,3] b. x*—-2x—5=0 use[2,3]

c. 3?—e"=0 d. x—cosx=0

Find all the zeros of f(x) = x>+ 10 cos x by using the fixed-point iteration method for an appropriate
iteration function g. Find the zeros accurate to within 1074,
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14.

15.

16.

17.

18.

19.

20.

21.

22,

23.

24.

Solutions of Equations in One Variable

Use a fixed-point iteration method to determine a solution accurate to within 10~* for x = tanx, for
xin [4,5].

Use a fixed-point iteration method to determine a solution accurate to within 1072 for 2 sin 7x+x = 0
on [1,2]. Use pg = 1.

Let A be a given positive constant and g(x) = 2x — Ax?.

a.  Show that if fixed-point iteration converges to a nonzero limit, then the limit is p = 1/A, so the
inverse of a number can be found using only multiplications and subtractions.

b. Find an interval about 1/A for which fixed-point iteration converges, provided p, is in that
interval.

Find a function g defined on [0, 1] that satisfies none of the hypotheses of Theorem 2.3 but still has a

unique fixed point on [0, 1].

a.  Show that Theorem 2.2 is true if the inequality |g'(x)| < k is replaced by g'(x) < k, for all
x € (a, b). [Hint: Only uniqueness is in question.]

b.  Show that Theorem 2.3 may not hold if inequality |g'(x)| < k is replaced by g'(x) < k. [Hint:
Show that g(x) = 1 — x2, for x in [0, 1], provides a counterexample.]

a. Use Theorem 2.4 to show that the sequence defined by
1

Xp = ZXp—1 T , forn>1,
2 Xn—1

converges to /2 whenever xy > /2.
b.  Use the factthat 0 < (xo —+/2)? whenever x, * /2 to show that if 0 < xo < /2, thenx; > +/2.

Use the results of parts (a) and (b) to show that the sequence in (a) converges to /2 whenever
xo > 0.

a.  Show that if A is any positive number, then the sequence defined by
1

Xp = ZXp—1 +
2 2)6,1,1

, form>1,

converges to /A whenever xo > 0.
b.  What happens if xyp < 0?

Replace the assumption in Theorem 2.4 that “a positive number k£ < 1 exists with |g'(x)| < k” with
“g satisfies a Lipschitz condition on the interval [a, b] with Lipschitz constant L < 1.” (See Exercise
27, Section 1.1.) Show that the conclusions of this theorem are still valid.

Suppose that g is continuously differentiable on some interval (c,d) that contains the fixed point
p of g. Show that if |g’(p)| < 1, then there exists a § > 0 such that if |py — p| < §, then the
fixed-point iteration converges.

An object falling vertically through the air is subjected to viscous resistance as well as to the force
of gravity. Assume that an object with mass m is dropped from a height sy and that the height of the
object after ¢ seconds is

mg

m’g ki
—kt/m
PRREVERLE

s(t) = s9 —

where g = 32.17 ft/s? and k represents the coefficient of air resistance in Ib-s/ft. Suppose sy = 300 ft,
m=0.251b, and k = 0.1 Ib-s/ft. Find, to within 0.01 s, the time it takes this quarter-pounder to hit the
ground.

Let g € C'[a,b] and p be in (a, b) with g(p) = p and |g'(p)| > 1. Show that there exists a § > 0 such
thatif O < |py — p| < §,then |py — p| < |p1 — pl| . Thus, no matter how close the initial approximation
Do s to p, the next iterate p, is farther away, so the fixed-point iteration does not converge if py # p.
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23

Isaac Newton (1641-1727) was
one of the most brilliant scientists
of all time. The late 17th century
was a vibrant period for science
and mathematics and Newton’s
work touched nearly every aspect
of mathematics. His method for
solving was introduced to find
aroot of the equation

y? — 2y — 5 = 0. Although he
demonstrated the method only for
polynomials, it is clear that he
realized its broader applications.

Joseph Raphson (1648-1715)
gave a description of the method
attributed to Isaac Newton in
1690, acknowledging Newton as
the source of the discovery.
Neither Newton nor Raphson
explicitly used the derivative in
their description since both
considered only polynomials.
Other mathematicians,
particularly James Gregory
(1636-1675), were aware of the
underlying process at or before
this time.

Newton's Method and Its Extensions

Newton’s (or the Newton-Raphson) method is one of the most powerful and well-known
numerical methods for solving a root-finding problem. There are many ways of introducing
Newton’s method.

Newton’s Method

If we only want an algorithm, we can consider the technique graphically, as is often done in
calculus. Another possibility is to derive Newton’s method as a technique to obtain faster
convergence than offered by other types of functional iteration, as is done in Section 2.4. A
third means of introducing Newton’s method, which is discussed next, is based on Taylor
polynomials. We will see there that this particular derivation produces not only the method,
but also a bound for the error of the approximation.

Suppose that f € C?[a, b]. Letpy € [a, b] be an approximation to p such that f'( py) #
0 and | p — po| is “small.” Consider the first Taylor polynomial for f(x) expanded about p,
and evaluated at x = p.

(p— po)?

f(p)= f(po)+ (p—po) f'(po) + Tf”(é(p)),

where £(p) lies between p and py. Since f(p) = 0, this equation gives

(p —po)?

0= f(po) + (P —po) f'(po) + Tf”(é*(p))-

Newton’s method is derived by assuming that since | p — po| is small, the term involving
(p — po)? is much smaller, so

0~ f(po)+ (p—po)f (po)-

Solving for p gives

f(po)
S (po)

p = po—

This sets the stage for Newton’s method, which starts with an initial approximation pg
and generates the sequence { p,}., by

f(pn—l)

- , forn>1.
f(pn—l)

Pn = Pn-1 — 2.7

Figure 2.8 on page 68 illustrates how the approximations are obtained using successive
tangents. (Also see Exercise 15.) Starting with the initial approximation py, the approx-
imation p; is the x-intercept of the tangent line to the graph of f at (po, f(po)). The
approximation p; is the x-intercept of the tangent line to the graph of f at (py, f(p;)) and
so on. Algorithm 2.3 follows this procedure.
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Figure 2.8
YA

Slope f"(p1) y =1

(P1.f(py)

Slope f”(po)

X

(Po S (Po))

Newton'’s

To find a solution to f(x) = 0 given an initial approximation py:

INPUT initial approximation py; tolerance TOL; maximum number of iterations Np.
OUTPUT  approximate solution p or message of failure.
Step 1 Seti=1.
Step 2 While i < Ny do Steps 3-6.
Step 3 Setp =po — f(po)/f'(po). (Compute p;.)

Step4 1If |p — py| < TOL then
OUTPUT (p); (The procedure was successful.)
STOP.

Step5 Seti=i+1.
Step 6 Setpy=p. (Update py.)

Step 7 OUTPUT (‘The method failed after Ny iterations, Ny =’, Ny);
(The procedure was unsuccessful.)
STOP. -

The stopping-technique inequalities given with the Bisection method are applicable to
Newton’s method. That is, select a tolerance ¢ > 0, and construct py, . .. py until

Ipv — py-1] <&, (2.8)
M < e, DN ;é 0, (29)
[Py
or
[f(pw)] < e. (2.10)
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Example 1

Figure 2.9

Note that the variable in the
trigonometric function is in
radian measure, not degrees. This
will always be the case unless
specified otherwise.

Table 2.3
n Pn
0 0.7853981635
1 0.7071067810
2 0.7602445972
3 0.7246674808
4 0.7487198858
5 0.7325608446
6 0.7434642113
7 0.7361282565
Table 2.4

Newton’s Method
n Pn
0 0.7853981635
1 0.7395361337
2 0.7390851781
3 0.7390851332
4 0.7390851332

2.3 Newton’s Method and Its Extensions 69

A form of Inequality (2.8) is used in Step 4 of Algorithm 2.3. Note that none of the inequal-
ities (2.8), (2.9), or (2.10) give precise information about the actual error | py — p|. (See
Exercises 16 and 17 in Section 2.1.)

Newton’s method is a functional iteration technique with p,, = g(p,—;), for which

f(pnfl)
f/(pn—l)

In fact, this is the functional iteration technique that was used to give the rapid convergence
we saw in column (e) of Table 2.2 in Section 2.2.

It is clear from Equation (2.7) that Newton’s method cannot be continued if f/(p,_;) =
0 for some 7. In fact, we will see that the method is most effective when f” is bounded away
from zero near p.

8(pn-1) = Ppn-1— , for n>1. (2.11)

Consider the function f (x) = cosx—x = 0. Approximate aroot of f using (a) a fixed-point
method, and (b) Newton’s Method

Solution (a) A solution to this root-finding problem is also a solution to the fixed-point
problem x = cosx, and the graph in Figure 2.9 implies that a single fixed-point p lies in
[0, /2]

¥ = CoSx

[N
SIEE
<Y

Table 2.3 shows the results of fixed-point iteration with py = 7 /4. The best we could
conclude from these results is that p ~ 0.74.

(b) To apply Newton’s method to this problem we need f’(x) = — sinx — 1. Starting
again with py = /4, we generate the sequence defined, for n > 1, by

f(pn—l) _ COSPp—1 — Pn—1

Pn =Dn-1 — = Pn-1 - .
" " f(p;fl) " —SmMpy—1 — 1

This gives the approximations in Table 2.4. An excellent approximation is obtained with
n = 3. Because of the agreement of p; and ps we could reasonably expect this result to be
accurate to the places listed. [ ]

Convergence using Newton’s Method

Example 1 shows that Newton’s method can provide extremely accurate approximations
with very few iterations. For that example, only one iteration of Newton’s method was
needed to give better accuracy than 7 iterations of the fixed-point method. It is now time to
examine Newton’s method more carefully to discover why it is so effective.
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The Taylor series derivation of Newton’s method at the beginning of the section points
out the importance of an accurate initial approximation. The crucial assumption is that the
term involving (p — po)? is, by comparison with | p — po|, so small that it can be deleted.
This will clearly be false unless py is a good approximation to p. If py is not sufficiently
close to the actual root, there is little reason to suspect that Newton’s method will converge
to the root. However, in some instances, even poor initial approximations will produce
convergence. (Exercises 20 and 21 illustrate some of these possibilities.)

The following convergence theorem for Newton’s method illustrates the theoretical
importance of the choice of py.

Let f € C?[a,b]. If p € (a,b) is such that f(p) = 0 and f'(p) # O, then there exists a
8 > 0 such that Newton’s method generates a sequence {p,}>2, converging to p for any

initial approximation pg € [p — §,p + 8]. [ ]

Proof The proofis based on analyzing Newton’s method as the functional iteration scheme
Pn = &(pn—1), for n > 1, with

&)
')
Letk be in (0, 1). We first find an interval [p — §, p 4 §] that g maps into itself and for which
lg'(x)| <k, forallx € (p—8,p+9).
Since f’is continuous and f'(p) # 0, part (a) of Exercise 29 in Section 1.1 implies

that there exists a §; > 0, such that f/(x) # 0 forx € [p — 81,p + 1] C [a,b]. Thus g is
defined and continuous on [p — 81, p + ;]. Also

SO0 - O f0)f®)
[f'(x)]? [P’

forx € [p — 81,p + 811, and, since f € C?[a, b, we have g € Cl[p —81,p+ 61l
By assumption, f(p) =0, so

gx) =x —

g =1-

, f(»f"(p)
=—— "~ =0
$P) =" or

Since g’ is continuous and 0 < k < 1, part (b) of Exercise 29 in Section 1.1 implies that
there exists a §, with 0 < § < §;, and

g @) <k, forall xel[p—38p-+3]

It remains to show that g maps [p — 8,p + 8] into [p — 8, p+8]. Ifx € [p — §,p + 61,
the Mean Value Theorem implies that for some number £ between x and p, |g(x) — g(p)| =
lg'&)lx — pl. So

lg(x) — pl = Ig&x) — g(p)| = 1g'E)llx — p| < klx —p| < |x —pl.

Since x € [p — §, p + 4], it follows that |[x — p| < § and that |g(x) — p| < §. Hence, g maps
[p—38,p+d8]linto[p —&,p +§].

All the hypotheses of the Fixed-Point Theorem 2.4 are now satisfied, so the sequence
{Pn}32,, defined by

f(pnfl)
f/(pn—l) ’

converges to p for any pg € [p — §,p + 5]. = = om

Pn=8&(Pn-1) =Pn-1 — forn > 1,
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The word secant is derived from
the Latin word secan, which
means to cut. The secant method
uses a secant line, a line joining
two points that cut the curve, to
approximate a root.

Figure 2.10

2.3 Newton’s Method and Its Extensions n

Theorem 2.6 states that, under reasonable assumptions, Newton’s method converges
provided a sufficiently accurate initial approximation is chosen. It also implies that the con-
stant k that bounds the derivative of g, and, consequently, indicates the speed of convergence
of the method, decreases to O as the procedure continues. This result is important for the
theory of Newton’s method, but it is seldom applied in practice because it does not tell us
how to determine §.

In a practical application, an initial approximation is selected and successive approx-
imations are generated by Newton’s method. These will generally either converge quickly
to the root, or it will be clear that convergence is unlikely.

The Secant Method

Newton’s method is an extremely powerful technique, but it has a major weakness: the need
to know the value of the derivative of f at each approximation. Frequently, f”(x) is far more
difficult and needs more arithmetic operations to calculate than f (x).

To circumvent the problem of the derivative evaluation in Newton’s method, we intro-
duce a slight variation. By definition,

/ . f(X) - f(pn— )
f(pp—1) = lim AR =ty
X=pp_1 X — Pu_1
If p,_, is close to p,,_1, then

FPn—2) = f(Pu-1) _ f(Pu-t) = f(Pn2)
Pn—2 — Pn—1 Pn—1 — Pn-2 ’

f/(pnfl) ~

Using this approximation for f'(p,—;) in Newton’s formula gives

f(pn—l)(pn—] _pn—Z)
f(pnfl) - f(pan) ’

This technique is called the Secant method and is presented in Algorithm 2.4. (See
Figure 2.10.) Starting with the two initial approximations p and p;, the approximation p, is
the x-intercept of the line joining (po, f (po)) and (p1, f(p1)). The approximation ps is the
x-intercept of the line joining (pi, f(p1)) and (p2, f(p2)), and so on. Note that only one
function evaluation is needed per step for the Secant method after p, has been determined.
In contrast, each step of Newton’s method requires an evaluation of both the function and
its derivative.

Pn = Pn-1 — (212)

y =/ y

Po P2 P,

<Y

Pa P1

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



72

CHAPTER 2

Example 2

Table 2.5
Secant
n Pn
0 0.5
1 0.7853981635
2 0.7363841388
3 0.7390581392
4 0.7390851493
5 0.7390851332
Newton
n Pn
0 0.7853981635
1 0.7395361337
2 0.7390851781
3 0.7390851332
4 0.7390851332

Solutions of Equations in One Variable

Secant

To find a solution to f(x) = 0 given initial approximations py and p;:

INPUT initial approximations py, p;; tolerance TOL; maximum number of iterations Ny.
OUTPUT  approximate solution p or message of failure.

Step 1 Seti =2,
g0 = f(po);
a1 = f(p1).

Step 2 While i < Ny do Steps 3-6.
Step 3 Setp =pi1 —qi(p1 —po)/(q1 — qo). (Compute p;.)

Step4 1If |p — pi| < TOL then
OUTPUT (p); (The procedure was successful.)
STOP.

Step5 Seti=i+1.
Step 6 Setpy=p; (Update po,qo,pi-qi1.)

qo = 415
pPr=Dp;
q1 = f(p).

Step 7 OUTPUT (‘The method failed after Ny iterations, Ny =, Ny);
(The procedure was unsuccessful.)
STOP. -

The next example involves a problem considered in Example 1, where we used New-
ton’s method with py = 7 /4.

Use the Secant method to find a solution to x = cosx, and compare the approximations
with those given in Example 1 which applied Newton’s method.

Solution In Example 1 we compared fixed-point iteration and Newton’s method starting
with the initial approximation py = 7 /4. For the Secant method we need two initial ap-
proximations. Suppose we use py = 0.5 and p; = 7 /4. Succeeding approximations are
generated by the formula

(pn—l —Pn—z)(COSPn—l - pn—l)

, forn>2.
(COSPn—l _pnfl) - (COSPn—z _pn72)

Pn = Pn—1 —
These give the results in Table 2.5. [ ]

Comparing the results in Table 2.5 from the Secant method and Newton’s method, we
see that the Secant method approximation ps is accurate to the tenth decimal place, whereas
Newton’s method obtained this accuracy by ps. For this example, the convergence of the
Secant method is much faster than functional iteration but slightly slower than Newton’s
method. This is generally the case. (See Exercise 14 of Section 2.4.)

Newton’s method or the Secant method is often used to refine an answer obtained by
another technique, such as the Bisection method, since these methods require good first
approximations but generally give rapid convergence.
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The term Regula Falsi, literally a
false rule or false position, refers
to a technique that uses results
that are known to be false, but in
some specific manner, to obtain
convergence to a true result. False
position problems can be found
on the Rhind papyrus, which
dates from about 1650 B.C.E.

Figure 2.11

2.3 Newton’s Method and Its Extensions 73

The Method of False Position

Each successive pair of approximations in the Bisection method brackets a root p of the
equation; that is, for each positive integer 7, a root lies between a, and b,,. This implies that,
for each n, the Bisection method iterations satisfy

1
n <z n_bn’
|pn — pl 2Ia |

which provides an easily calculated error bound for the approximations.

Root bracketing is not guaranteed for either Newton’s method or the Secant method.
In Example 1, Newton’s method was applied to f(x) = cosx — x, and an approximate root
was found to be 0.7390851332. Table 2.5 shows that this root is not bracketed by either pg
and p; or p; and p,. The Secant method approximations for this problem are also given in
Table 2.5. In this case the initial approximations p, and p; bracket the root, but the pair of
approximations p3 and p4 fail to do so.

The method of False Position (also called Regula Falsi) generates approximations
in the same manner as the Secant method, but it includes a test to ensure that the root is
always bracketed between successive iterations. Although it is not a method we generally
recommend, it illustrates how bracketing can be incorporated.

First choose initial approximations py and p; with f(po) - f(p1) < 0. The approxi-
mation p; is chosen in the same manner as in the Secant method, as the x-intercept of the
line joining ( po, f(po)) and (p1, f(p1)). To decide which secant line to use to compute p3,
consider f(p2) - f(p1), or more correctly sgn f(ps) - sgn f(p1).

e If sgn f(p2)-sgn f(p1) < 0, then p; and p, bracket a root. Choose p3 as the x-intercept
of the line joining (p;, f(p1)) and (p2, f(p2)).

e If not, choose pj3 as the x-intercept of the line joining (pg, f(po)) and (p2, f(p2)), and
then interchange the indices on py and p;.

In a similar manner, once pj is found, the sign of f(ps3) - f(p>) determines whether we
use p, and p3 or p3 and p; to compute p4. In the latter case a relabeling of p, and p; is
performed. The relabeling ensures that the root is bracketed between successive iterations.
The process is described in Algorithm 2.5, and Figure 2.11 shows how the iterations can
differ from those of the Secant method. In this illustration, the first three approximations
are the same, but the fourth approximations differ.

Secant Method Method of False Position

y =/ y=7
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False Position

To find a solution to f(x) = 0 given the continuous function f on the interval [ pg, p1]
where f(po) and f(p;) have opposite signs:

INPUT initial approximations py, p;; tolerance TOL; maximum number of iterations Ny.
OUTPUT approximate solution p or message of failure.
Step 1 Seti =2,
g0 = f(po);
q1 = f(p).
Step 2 While i < Ny do Steps 3-7.
Step 3 Setp =p1 — qi1(p1 —po)/(q1 — qo). (Compute p;.)
Step4 1If |p — pi| < TOL then
OUTPUT (p); (The procedure was successful.)
STOP.
Step5 Seti=i+1;
q=f(p).
Step 6 1Ifg-q; < 0thensetpy=p;
q0 = 41-
Step 7 Setp, =p;
q1 =4q-

Step 8 OUTPUT (‘Method failed after N, iterations, Ny =", Np);
(The procedure unsuccessful.)
STOP. [ ]

Example 3  Use the method of False Position to find a solution to x = cos x, and compare the approx-
imations with those given in Example 1 which applied fixed-point iteration and Newton’s
method, and to those found in Example 2 which applied the Secant method.

Solution To make a reasonable comparison we will use the same initial approximations as

in the Secant method, that is, po = 0.5 and p; = /4. Table 2.6 shows the results of the

method of False Position applied to f (x) = cosx —x together with those we obtained using

the Secant and Newton’s methods. Notice that the False Position and Secant approximations

agree through p3 and that the method of False Position requires an additional iteration to

obtain the same accuracy as the Secant method. [ ]
Table 2.6 False Position Secant Newton

n P P P

0 0.5 0.5 0.7853981635

1 0.7853981635 0.7853981635 0.7395361337

2 0.7363841388 0.7363841388 0.7390851781

3 0.7390581392 0.7390581392 0.7390851332

4 0.7390848638 0.7390851493 0.7390851332

5 0.7390851305 0.7390851332

6 0.7390851332
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The added insurance of the method of False Position commonly requires more calcula-
tion than the Secant method, just as the simplification that the Secant method provides over
Newton’s method usually comes at the expense of additional iterations. Further examples
of the positive and negative features of these methods can be seen by working Exercises 17
and 18.

Maple has Newton’s method, the Secant method, and the method of False Position
implemented in its NumericalAnalysis package. The options that were available for the
Bisection method are also available for these techniques. For example, to generate the
results in Tables 2.4, 2.5, and 2.6 we could use the commands

with(Student| NumericalAnalysis])

f :=cos(x) —x

b4
Newton ( f.x= 10 tolerance = 10_8, output = sequence, maxiterations = 20)

T
Secant (f,x = [0.5, m] , tolerance = 10_8, output = sequence, maxiterations = 20)
and

b4
FalsePosition ( f.x= [0.5, m] ,tolerance = 1078, output =sequence, maxiterations:ZO)

EXERCISE SET 23

1.

10.
11.

Let f(x) = x> — 6 and py = 1. Use Newton’s method to find p,.

Let f(x) = —x* — cosx and py = —1. Use Newton’s method to find p,. Could py = 0 be used?
Let f(x) = x> — 6. With py = 3 and p; = 2, find ps.

a. Use the Secant method.

b.  Use the method of False Position.

¢.  Which of a. or b. is closer to v/6?

Let f(x) = —x* — cosx. With py = —1 and p; = 0, find ps.

a. Use the Secant method. b.  Use the method of False Position.
Use Newton’s method to find solutions accurate to within 10~* for the following problems.
a. xX*—-2x2-5=0, [L4] b. xX*+3x>—-1=0, [-3,-2]

¢c. x—cosx=0, [0,7/2] d. x—08-02sinx=0, [0,7/2]

Use Newton’s method to find solutions accurate to within 10~ for the following problems.
& +2 +2cosx—6=0 forl <x<?2

In(x—1)4+cos(x—1)=0 forl3<x<2

2xcos2x —(x —2)2=0 for2<x<3and3<x<4

x—22—-Ilnx=0 forl<x<2ande<x<4

& —3x*=0 forO<x<land3<x<5

sinx —e* =0 forO0<x<13<x<4and6=<x<7

- p &0 T

Repeat Exercise 5 using the Secant method.

Repeat Exercise 6 using the Secant method.

Repeat Exercise 5 using the method of False Position.

Repeat Exercise 6 using the method of False Position.

Use all three methods in this Section to find solutions to within 1073 for the following problems.
a. 3xef=0 forl<x<?2

b. 2x+3cosx—e*=0 for0<x<1
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12.

13.

14.

15.

16.

17.

18.

19.

20.

21.

Solutions of Equations in One Variable

Use all three methods in this Section to find solutions to within 10~ for the following problems.

a. x*—4x+4—Inx=0 forl <x<2andfor2<x<4

b. x+1—-2sinzx=0 forO<x<1/2andforl/2 <x<1

Use Newton’s method to approximate, to within 10~*, the value of x that produces the point on the

graph of y = x? that is closest to (1, 0). [Hint: Minimize [d(x)]?, where d(x) represents the distance
from (x, x?) to (1, 0).]

Use Newton’s method to approximate, to within 107, the value of x that produces the point on the
graph of y = 1/x that is closest to (2, 1).

The following describes Newton’s method graphically: Suppose that f(x) exists on [a, b] and that
f'(x) # Oon [a, b]. Further, suppose there exists one p € [a, b] suchthat f(p) = 0, andletp, € [a, b]
be arbitrary. Let p; be the point at which the tangent line to f at (po, f(po)) crosses the x-axis. For
each n > 1, let p, be the x-intercept of the line tangent to f at (p,—1, f(pn—1)). Derive the formula
describing this method.

Use Newton’s method to solve the equation

0= ! + Lo i ! 2 ith py =
= -+ —x" —xsinx — —~cos2x, Wi =_.
5 T g% —xsinx— X Po=3

Iterate using Newton’s method until an accuracy of 107 is obtained. Explain why the result seems
unusual for Newton’s method. Also, solve the equation with py = 57 and py = 107.

The fourth-degree polynomial
fx) =230x" + 18x +9x* —221x — 9

has two real zeros, one in [—1, 0] and the other in [0, 1]. Attempt to approximate these zeros to within
10~° using the

a. Method of False Position

b.  Secant method

c. Newton’s method

Use the endpoints of each interval as the initial approximations in (a) and (b) and the midpoints as
the initial approximation in (c).

The function f(x) = tanzwx — 6 has a zero at (1/m)arctan6 =~ 0.447431543. Let py = 0 and
p1 = 0.48, and use ten iterations of each of the following methods to approximate this root. Which
method is most successful and why?

a. Bisection method
b. Method of False Position
c. Secant method

The iteration equation for the Secant method can be written in the simpler form

— f(pnfl)pn72 - f(Pan)pnfl
' FPu) = f(pa2)

Explain why, in general, this iteration equation is likely to be less accurate than the one given in
Algorithm 2.4.

The equation x*> — 10 cos x = 0 has two solutions, +1.3793646. Use Newton’s method to approximate
the solutions to within 10~> with the following values of p.

a. po=—100 b. po=—50 ¢ po=-25
d. p,=25 e. po=50 £ po =100

The equation 4x* — & — ¢™* = 0 has two positive solutions x; and x,. Use Newton’s method to
approximate the solution to within 10~3 with the following values of p.
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22.

23.

24.

25.

26.

27.

28.

29.

2.3 Newton’s Method and Its Extensions 77

a. po= —10 b. Po = =5 C. po= -3
d. p():—l €. p():O f. ])0:1
g po= 3 h. Po = 5 i. Po = 10

Use Maple to determine how many iterations of Newton’s method with py = 7 /4 are needed to find

aroot of f(x) = cosx — x to within 1071,

The function described by f(x) = In(x* 4+ 1) — ¢%* cos 7 x has an infinite number of zeros.

a. Determine, within 107, the only negative zero.

b. Determine, within 107, the four smallest positive zeros.

c¢. Determine a reasonable initial approximation to find the nth smallest positive zero of f. [Hint:
Sketch an approximate graph of f.]

d.  Use part (c) to determine, within 1075, the 25th smallest positive zero of f.

Find an approximation for A, accurate to within 10~*, for the population equation

435,000
1,564,000 = 1,000,000¢* + ———— (&*

- D,

discussed in the introduction to this chapter. Use this value to predict the population at the end of the
second year, assuming that the immigration rate during this year remains at 435,000 individuals per
year.

The sum of two numbers is 20. If each number is added to its square root, the product of the two sums
is 155.55. Determine the two numbers to within 1074,

The accumulated value of a savings account based on regular periodic payments can be determined
from the annuity due equation,

p .
A= 7[(1 + )" —1].

In this equation, A is the amount in the account, P is the amount regularly deposited, and i is the rate
of interest per period for the n deposit periods. An engineer would like to have a savings account
valued at $750,000 upon retirement in 20 years and can afford to put $1500 per month toward this
goal. What is the minimal interest rate at which this amount can be invested, assuming that the interest
is compounded monthly?

Problems involving the amount of money required to pay off a mortgage over a fixed period of time
involve the formula

p -
A=—l=(0+D ",

known as an ordinary annuity equation. In this equation, A is the amount of the mortgage, P is the

amount of each payment, and i is the interest rate per period for the n payment periods. Suppose that a

30-year home mortgage in the amount of $135,000 is needed and that the borrower can afford house

payments of at most $1000 per month. What is the maximal interest rate the borrower can afford to

pay?

A drug administered to a patient produces a concentration in the blood stream given by c(t) = Ate™'/3

milligrams per milliliter, ¢ hours after A units have been injected. The maximum safe concentration

is 1 mg/mL.

a.  What amount should be injected to reach this maximum safe concentration, and when does this
maximum occur?

b.  Anadditional amount of this drug is to be administered to the patient after the concentration falls
to 0.25 mg/mL. Determine, to the nearest minute, when this second injection should be given.

c. Assume that the concentration from consecutive injections is additive and that 75% of the amount
originally injected is administered in the second injection. When is it time for the third injection?

Let f(x) = 3%+ —7.5%,
a. Use the Maple commands solve and fsolve to try to find all roots of f.
b. Plot f(x) to find initial approximations to roots of f.
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30.
31.

32.

33.

34.

Solutions of Equations in One Variable

c. Use Newton’s method to find roots of f to within 10'°,

d. Find the exact solutions of f(x) = 0 without using Maple.

Repeat Exercise 29 using f(x) = 2% — 3. 7541,

The logistic population growth model is described by an equation of the form

Py = 1"
T 1 —ce M’

where Py, c, and k > 0 are constants, and P(¢) is the population at time ¢. P, represents the limiting
value of the population since lim,_,, P(#) = P,. Use the census data for the years 1950, 1960, and
1970 listed in the table on page 105 to determine the constants Py, ¢, and & for a logistic growth model.
Use the logistic model to predict the population of the United States in 1980 and in 2010, assuming
t = 0 at 1950. Compare the 1980 prediction to the actual value.

The Gompertz population growth model is described by

—kt

P(t) = Pe™

where Py, c, and k > 0 are constants, and P(¢) is the population at time . Repeat Exercise 31 using
the Gompertz growth model in place of the logistic model.

Player A will shut out (win by a score of 21-0) player B in a game of racquetball with probability

p_ltr( _p Y
T2 1—p+p?) ~°

where p denotes the probability A will win any specific rally (independent of the server). (See
[Keller, J], p. 267.) Determine, to within 1073, the minimal value of p that will ensure that A will shut
out B in at least half the matches they play.
In the design of all-terrain vehicles, it is necessary to consider the failure of the vehicle when attempting
to negotiate two types of obstacles. One type of failure is called hang-up failure and occurs when the
vehicle attempts to cross an obstacle that causes the bottom of the vehicle to touch the ground. The
other type of failure is called nose-in failure and occurs when the vehicle descends into a ditch and
its nose touches the ground.

The accompanying figure, adapted from [Bek], shows the components associated with the nose-
in failure of a vehicle. In that reference it is shown that the maximum angle « that can be negotiated by
a vehicle when 8 is the maximum angle at which hang-up failure does not occur satisfies the equation

Asinacosa + Bsin>a — Ccosa — Esina = 0,
where
A=lsinf, B= lcosf;, C= (h+0.5D)sinp; —0.5Dtan g,
and E = (h+ 0.5D)cos B — 0.5D.

a. Itis stated that when / = 89 in., h =49 in., D = 55 in., and B, = 11.5°, angle « is approximately
33°. Verify this result.

b. Find « for the situation when /, , and B, are the same as in part (a) but D = 30 in.

DI2

</

~—_ ~— \Bi
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2.4 Error Analysis for Iterative Methods

In this section we investigate the order of convergence of functional iteration schemes and,
as a means of obtaining rapid convergence, rediscover Newton’s method. We also consider
ways of accelerating the convergence of Newton’s method in special circumstances. First,
however, we need a new procedure for measuring how rapidly a sequence converges.

Order of Convergence

Definition 2.7  Suppose { p,}°, is a sequence that converges to p, with p, # p for all n. If positive constants
A and o exist with

lim | Pnv1 — Pl _
n—~o0 | p, — pl*

then { p,}>°, converges to p of order «, with asymptotic error constant A. [

An iterative technique of the form p,, = g(p,—1) is said to be of order « if the sequence
{pn}i2, converges to the solution p = g(p) of order .

In general, a sequence with a high order of convergence converges more rapidly than a
sequence with a lower order. The asymptotic constant affects the speed of convergence but
not to the extent of the order. Two cases of order are given special attention.

(i) Ifa =1 (and A < 1), the sequence is linearly convergent.
(ii) If @ = 2, the sequence is quadratically convergent.

The next illustration compares a linearly convergent sequence to one that is quadrati-
cally convergent. It shows why we try to find methods that produce higher-order convergent
sequences.

lllustration  Suppose that { p, }2, is linearly convergent to 0 with

lim |pn+1| —05

n—oo | Pn |

and that { p,}7°, is quadratically convergent to 0 with the same asymptotic error constant,

fim Pl s,

n—0oo |l~7n|2

For simplicity we assume that for each n we have

Pl o5 ana el g5
| Pal Pl

For the linearly convergent scheme, this means that
|Pn = Ol = | pul & 0.5 pui] & (0.5)%| pual = -+ = (0.5)"| pol,
whereas the quadratically convergent procedure has
1Pn = Ol = [Pal ~ 0551 > & (0.5)[0.5|Pu—2*1 = (0.5)* [Pyl
~ (0.5°10.5) P31 = (0.5) 1pu-3]°
R (0.5 ol
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Table 2.7

Theorem 2.8

Solutions of Equations in One Variable

Table 2.7 illustrates the relative speed of convergence of the sequences to O if | py| = |po| = 1.

Linear Convergence Quadratic Convergence
Sequence { p,}32, Sequence { p,}o2,

n 0.5)" 0.5)"!

1 5.0000 x 107! 5.0000 x 107!
2 2.5000 x 107! 1.2500 x 107!
3 1.2500 x 107! 7.8125 x 1073
4 6.2500 x 1072 3.0518 x 1073
5 3.1250 x 1072 4.6566 x 10710
6 1.5625 x 1072 1.0842 x 107"
7 7.8125 x 1073 5.8775 x 107%°

The quadratically convergent sequence is within 1073® of 0 by the seventh term. At least

126 terms are needed to ensure this accuracy for the linearly convergent sequence. U

Quadratically convergent sequences are expected to converge much quicker than those
that converge only linearly, but the next result implies that an arbitrary technique that
generates a convergent sequences does so only linearly.

Let g € Cla, b] be such that g(x) € [a, b], for all x € [a, b]. Suppose, in addition, that g’ is
continuous on (a, b) and a positive constant k < 1 exists with

g x)| <k, forallx e (a,b).
If g'(p) # 0, then for any number py # p in [a, b], the sequence
pn=8(pp-1), forn=>1,
converges only linearly to the unique fixed point p in [a, b]. [ ]
Proof We know from the Fixed-Point Theorem 2.4 in Section 2.2 that the sequence con-

verges to p. Since g’ exists on (a, b), we can apply the Mean Value Theorem to g to show
that for any n,

Prtt —P = &(pn) — 8(p) = &' (&) (pn — P)s

where &, is between p, and p. Since { p,}7 , converges to p, we also have {§,}7> ) converging
to p. Since g’ is continuous on (a, b), we have

lim ¢'(&,) = ¢'(p).
n—0o0

Thus

Pn+1 —

lim P~ tim ¢'6) = ¢'(p) and

n—00 p, —p n—00 n—00 |pn —p|

lim |pn+1 _p| — |g/(p)|'

Hence, if g’(p) # 0, fixed-point iteration exhibits linear convergence with asymptotic error
constant |g'(p)|. .
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Theorem 2.8 implies that higher-order convergence for fixed-point methods of the form
g(p) = p can occur only when g’(p) = 0. The next result describes additional conditions
that ensure the quadratic convergence we seek.

Thearem 2.9 Let p be a solution of the equation x = g(x). Suppose that ¢’(p) = 0 and g” is continuous
with |g”(x)| < M on an open interval I containing p. Then there exists a § > 0 such that,
for pg € [p — 8,p + 6], the sequence defined by p, = g(p,—1), when n > 1, converges at
least quadratically to p. Moreover, for sufficiently large values of n,

M 2
[Pni1 — Pl < Elpn -pl~ u

Proof Choose kin (0, 1) and § > O such that on the interval [p—§, p+§], contained in I, we
have |g'(x)| < k and g” continuous. Since |g’(x)| < k < 1, the argument used in the proof
of Theorem 2.6 in Section 2.3 shows that the terms of the sequence {p,}>, are contained

in [p — 8, p + 6]. Expanding g(x) in a linear Taylor polynomial for x € [p — §, p + &] gives

g’ (&)
2

gx) =g(p) + g (p)(x—p) + (x —p)?,

where £ lies between x and p. The hypotheses g(p) = p and g’(p) = 0 imply that

g"'(&)
g0 =p+ = -p)>.
In particular, when x = p,,,
g" (&)
Pt = 8(pa) = p+ === (px -p)
with &, between p,, and p. Thus,
g" (&)
Pni1t —p = (pn — D).

2

Since |g'(x)] <k < lon[p—§,p+ 8] and g maps [p — 8, p + §] into itself, it follows from
the Fixed-Point Theorem that { p,}22 ) converges to p. But &, is between p and p,, for each
n, so {£,}°2, also converges to p, and

i [P — 0l 18" (P
m 5 = .
n—oc | py — pl 2

This result implies that the sequence { p,}22, is quadratically convergent if g”(p) # 0 and
of higher-order convergence if g”’(p) = 0.

Because g” is continuous and strictly bounded by M on the interval [p — 8, p + §], this
also implies that, for sufficiently large values of n,

M 2
Ipn+1—p|<3|pn—p|- .

Theorems 2.8 and 2.9 tell us that our search for quadratically convergent fixed-point
methods should point in the direction of functions whose derivatives are zero at the fixed
point. That is:

e For a fixed point method to converge quadratically we need to have both g(p) = p, and
g(p)=0.
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The easiest way to construct a fixed-point problem associated with a root-finding prob-
lem f(x) = 0 1is to add or subtract a multiple of f(x) from x. Consider the sequence

Pn = 8&(pu—1), forn=>1,

for g in the form

gx) =x—d(x)f(x),

where ¢ is a differentiable function that will be chosen later.
For the iterative procedure derived from g to be quadratically convergent, we need to
have ¢’(p) = 0 when f(p) = 0. Because

g =1-¢'Wfx) — f()px),
and f(p) =0, we have

gp=1=¢'"(pf(p)—f(Pe(p)=1—-9¢"(p)-0— f'(Ped(p)=1— f(po(p),

and g’(p) = 0ifand only if ¢ (p) = 1/ (p).
If we let ¢ (x) = 1/f'(x), then we will ensure that ¢(p) = 1/f’(p) and produce the
quadratically convergent procedure
p —g(p )_p f(pn—l)
n — n—1) — Pn—1 — 7 -
f,(pnfl)
This, of course, is simply Newton’s method. Hence

e If f(p) = 0and f'(p) # 0, then for starting values sufficiently close to p, Newton’s
method will converge at least quadratically.

Multiple Roots

In the preceding discussion, the restriction was made that f'( p) # 0, where p is the solution
to f(x) = 0. In particular, Newton’s method and the Secant method will generally give
problems if f'(p) = 0 when f(p) = 0. To examine these difficulties in more detail, we
make the following definition.

Definition 2.10 A solution p of f(x) = 0 is a zero of multiplicity m of f if for x # p, we can write

f(x) = (x — p)"q(x), where lim,_, , g(x) # 0. n

:?;ﬁ:ly;?iilyd’; Zflsfdl fZ o In essence, g(x) represents that portion of f(x) that does not contribute to the zero of

F() = (= p)g (1), where f. The following result gives a means to easily identify simple zeros of a function, those
q(p) #0. that have multiplicity one.

Theorem 2.11 The function f € C'[a,b] has a simple zero at p in (a,b) if and only if f(p) = 0, but
f'(p) #0. u

Proof If f has a simple zero at p, then f(p) = 0 and f(x) = (x — p)g(x), where
lim,_,, g(x) # 0. Since f € C'[a,b],

f'(p)= ll_l}}l) f'&) = )lci_)H;[q(X) + (@ —p)g W] = )1(1_13, q(x) #0.

Conversely, if f(p) = 0, but f'(p) # 0, expand f in a zeroth Taylor polynomial about p.
Then

f@) = f(p)+ f[E@M)x—p) =&—pfEX),
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Theorem 2.12

Example 1

Table 2.8
n Pn

0 1.0

1 0.58198

2 0.31906

3 0.16800

4 0.08635

5 0.04380

6 0.02206

7 0.01107

8 0.005545

9 2.7750 x 1073
10 1.3881 x 1073
11 6.9411 x 10~
12 3.4703 x 107*
13 1.7416 x 10~
14 8.8041 x 1073
15 4.2610 x 1073
16 1.9142 x 107°

Figure 2.12

2.4 Error Analysis for Iterative Methods 83

where £ (x) is between x and p. Since f € C'[a, b],

lim f¢@) = £/ limé)) = £'(p) £0,

x—p X—p
Letting g = f' o & gives f(x) = (x — p)g(x), where lim,_, , g(x) # 0. Thus f has a simple
zero at p- = = =

The following generalization of Theorem 2.11 is considered in Exercise 12.

The function f € C™[a, b] has a zero of multiplicity m at p in (a, b) if and only if
O=f(p=rP=rf"(p=--=f""p, bu ") #0. n

The result in Theorem 2.12 implies that an interval about p exists where Newton’s
method converges quadratically to p for any initial approximation py = p, provided that p
is a simple zero. The following example shows that quadratic convergence might not occur
if the zero is not simple.

Let f(x) = ¢* —x — 1. (a) Show that f has a zero of multiplicity 2 at x = 0. (b) Show that
Newton’s method with py = 1 converges to this zero but not quadratically.

Solution (a) We have

fx)=e¢ —x-1, fl)y=e"—1 and f"(x) =¢",
o)

fO)=e"—0—-1=0, Fl0)y=e"—1=0 and f7(0)=¢"=1.
Theorem 2.12 implies that f has a zero of multiplicity 2 at x = 0.

(b) The first two terms generated by Newton’s method applied to f with py = 1 are
o) _ | _e—2

= po — - ~ 058198,
pr=ro f'(po) e—1
and
0.20760
oy =pr— LY 58108 — ~ 0.31906.
f(p1) 0.78957

The first sixteen terms of the sequence generated by Newton’s method are shown in Table
2.8. The sequence is clearly converging to 0, but not quadratically. The graph of f is shown
in Figure 2.12. [ ]

S() 4

1,e—2)
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CHAPTER 2 =

Example 2

Table 2.9

n

Dn

N O R S

—2.3421061 x 107!
—8.4582788 x 1073
—1.1889524 x 1073
—6.8638230 x 1075
—2.8085217 x 1077

Illustration

Solutions of Equations in One Variable

One method of handling the problem of multiple roots of a function f is to define

J )
p(x) o)
If p is a zero of f of multiplicity m with f(x) = (x — p)"¢(x), then
) — @ — p)"q(x)
m(x —p)"~'g(x) + (x — p)"q' (x)
— (x—p) a0

mq(x) + (x — p)q'(x)

also has a zero at p. However, g(p) # 0, so

a(p) _ 1!
mq(p) + (p—p)q'(p) m

#0,

and p is a simple zero of (x). Newton’s method can then be applied to w(x) to give

pE J®)/f'®)
W' (x) L/ = [f I OB/ 01

gx) =x—

which simplifies to

0w
[f'@P? = f)fx)

If g has the required continuity conditions, functional iteration applied to g will be
quadratically convergent regardless of the multiplicity of the zero of f. Theoretically, the
only drawback to this method is the additional calculation of f”(x) and the more laborious
procedure of calculating the iterates. In practice, however, multiple roots can cause serious
round-off problems because the denominator of (2.13) consists of the difference of two
numbers that are both close to 0.

glx) =

(2.13)

In Example 1 it was shown that f(x) = e¢* —x — 1 has a zero of multiplicity 2 at x = 0 and
that Newton’s method with pg = 1 converges to this zero but not quadratically. Show that the
modification of Newton’s method as given in Eq. (2.13) improves the rate of convergence.

Solution Modified Newton’s method gives

J(po) S (po) ___(e=2-1D
I'(po)* = f(po) £ (po) (e—1)?—le—2)e

This is considerably closer to O than the first term using Newton’s method, which was
0.58918. Table 2.9 lists the first five approximations to the double zero at x = 0. The results
were obtained using a system with ten digits of precision. The relative lack of improvement
in the last two entries is due to the fact that using this system both the numerator and the
denominator approach 0. Consequently there is a loss of significant digits of accuracy as
the approximations approach 0. [ ]

~ —2.3421061 x 107",

P1=po —

The following illustrates that the modified Newton’s method converges quadratically
even when in the case of a simple zero.

In Section 2.2 we found that a zero of f(x) = x> + 4x> — 10 = 0 is p = 1.36523001.
Here we will compare convergence for a simple zero using both Newton’s method and the
modified Newton’s method listed in Eq. (2.13). Let
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Py +4pa_, — 10

5 ,  from Newton’s method
3pn_] + Spn—l

0 pp=pp1—

and, from the Modified Newton’s method given by Eq. (2.13),

(P2 +4p2_, —1003p2_, + 8pu_1)
Gp2_ + 82— (P2, +4p2_ — 10)(6p,—1 +8)

(iii) Pn = Pn-1 —

With pg = 1.5, we have

Newton’s method

p1 = 1.37333333, p, =1.36526201, and p3 = 1.36523001.
Modified Newton’s method

p1 = 1.35689898, p, = 1.36519585, and p3 = 1.36523001.

Both methods are rapidly convergent to the actual zero, which is given by both methods as
p3. Note, however, that in the case of a simple zero the original Newton’s method requires
substantially less computation. 0

Maple contains Modified Newton’s method as described in Eq. (2.13) in its Numerical-
Analysis package. The options for this command are the same as those for the Bisection
method. To obtain results similar to those in Table 2.9 we can use

with(Student[NumericalAnalysis])
fi=e—x—1
ModifiedNewton ( f,x = 1.0, tolerance = 10_10, output = sequence, maxiterations = 20)

Remember that there is sensitivity to round-off error in these calculations, so you might
need to reset Digits in Maple to get the exact values in Table 2.9.

EXERCISE SET 24

1. Use Newton’s method to find solutions accurate to within 1073 to the following problems.
a. xX*—2xe*+e =0, forO0<x<1
b. cos(x++2) +x(x/2++2) =0, for—2<x<-—1
e X-=32Q %) +3x@4 )-8 =0, forO0<x<l1
d. ¥ +3(n2)%e* — (In8)e* — (In2)> =0, for—1<x<0

2. Use Newton’s method to find solutions accurate to within 10> to the following problems.
a. 1 —4xcosx+2x2+cos2x=0, for0<x<1
b. X24+6x°+%*—2x—6x2+1=0, for-3<x<-2
c. sin3x+3e Fsinx —3e Fsin2x—e ¥ =0, for3<x<4
d. & —27x° +27x*" — 2 =0, for3<x<5

3. Repeat Exercise 1 using the modified Newton’s method described in Eq. (2.13). Is there an improve-
ment in speed or accuracy over Exercise 1?7
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10.

11.

12.

13.

14.

Solutions of Equations in One Variable

Repeat Exercise 2 using the modified Newton’s method described in Eq. (2.13). Is there an improve-
ment in speed or accuracy over Exercise 27

Use Newton’s method and the modified Newton’s method described in Eq. (2.13) to find a solution
accurate to within 107 to the problem

e 4+ 1.441€* — 2.079¢* —0.3330 =0, for —1 <x <O.

This is the same problem as 1(d) with the coefficients replaced by their four-digit approximations.
Compare the solutions to the results in 1(d) and 2(d).

Show that the following sequences converge linearly to p = 0. How large must n be before |p, — p| <

5x 10722
1 1
a p,=-, n>1 b. Pn= n>1
n n
a.  Show that for any positive integer k, the sequence defined by p, = 1/n* converges linearly to
p=0.

b.  For each pair of integers k and m, determine a number N for which 1/N* < 107",
Show that the sequence p, = 102" converges quadratically to 0.

Show that the sequence p,, = 10~" does not converge to 0 quadratically, regardless of the size
of the exponent k > 1.

a. Construct a sequence that converges to 0 of order 3.
b.  Suppose o > 1. Construct a sequence that converges to 0 zero of order .

Suppose p is a zero of multiplicity m of f, where f® is continuous on an open interval containing
p- Show that the following fixed-point method has g’(p) = 0:
_mf)

S
Show that the Bisection Algorithm 2.1 gives a sequence with an error bound that converges linearly
to 0.

gx) =x

Suppose that f has m continuous derivatives. Modify the proof of Theorem 2.11 to show that f has
a zero of multiplicity m at p if and only if

0=f(p)=f(p)=-=f""(p), but f"(p) #0.

The iterative method to solve f(x) = 0, given by the fixed-point method g(x) = x, where

_ _ Fou-1) " (put) [ f(Pu-1)
Pn = g(pn—l) =DPn-1—

F (o) 2 (Pat) L' (Pa)

has g'(p) = g”(p) = 0. This will generally yield cubic (¢ = 3) convergence. Expand the analysis of
Example 1 to compare quadratic and cubic convergence.

2
] , forn=1,2,3,...,

It can be shown (see, for example, [DaB], pp. 228-229) that if {p,}:°, are convergent Secant
method approximations to p, the solution to f(x) = 0, then a constant C exists with |p,+; — p| =
C |p» — pl |pa—1 — p| for sufficiently large values of n. Assume {p,} converges to p of order «, and
show that & = (1 + +/3) /2. (Note: This implies that the order of convergence of the Secant method
is approximately 1.62).

25

Accelerating Convergence

Theorem 2.8 indicates that it is rare to have the luxury of quadratic convergence. We now
consider a technique called Aitken’s A% method that can be used to accelerate the conver-
gence of a sequence that is linearly convergent, regardless of its origin or application.
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Alexander Aitken (1895-1967)
used this technique in 1926 to
accelerate the rate of convergence
of a series in a paper on algebraic
equations [Ai]. This process is
similar to one used much earlier
by the Japanese mathematician
Takakazu Seki Kowa

(1642-1708).

Table 2.10

n Pu Pn

1 054030 0.96178
2 0.87758 0.98213
3 094496 0.98979
4 096891 0.99342
5 098007 0.99541
6 098614

7 0.98981

Example 1

25 Accelerating Convergence 87

Aitken’s A2 Method

Suppose { p,}o2, is a linearly convergent sequence with limit p. To motivate the construction
of a sequence {p,}°2, that converges more rapidly to p than does { p,}°°,,, let us first assume
that the signs of p,, — p, pu+1 — P, and p,1» — p agree and that n is sufficiently large that

Pn+1 — P ~ Pn+2 — P
Pn—D Pny1 —PD

Then
(Pus1 = P)> X (Pus2 — P)(Pu — ).
SO
Pt — 2Pui1D + P> X PusaPn — (Pu + Pui2)p + P
and

(Pnt2 + Pn = 2Pns )P X PuiaPn — D1

Solving for p gives

Pn+2Pn — pﬁ.t,-]
Pn+2 — 2Pn+l +pn

Adding and subtracting the terms p? and 2p,p,.; in the numerator and grouping terms
appropriately gives

p ~ PnPn+2 — 2pnpn+l +Pi _pi_;,_] + anpn-H _p%
Pn+2 — 2pn+1 +pn

_ Pu(Pusa = 2puyt +P0) — (Do) — 2PaPus1 + 1)
Pny2 — 2pn+1 +pn

_ (pn+1 - pn)2
Pn+2 — 2pn+1 +pn

= Pn
Aitken’s A2 method is based on the assumption that the sequence { DPn},, defined by

(Pn+1 _pn)2
Pni2 — 2pn+1 + D '

lan =Pn— (2.14)

converges more rapidly to p than does the original sequence {p,}52.

The sequence {p,}> |, where p, = cos(1/n), converges linearly to p = 1. Determine the

first five terms of the sequence given by Aitken’s A? method.

Solution In order to determine a term p, of the Aitken’s A% method sequence we need to
have the terms p,, p,+1, and p,4, of the original sequence. So to determine ps we need
the first 7 terms of {p,}. These are given in Table 2.10. It certainly appears that {p,}52,
converges more rapidly to p = 1 than does {p,};2,. [ ]

The A notation associated with this technique has its origin in the following definition.
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Definition 2.13  For a given sequence { p,}°, the forward difference Ap, (read “delta p,”) is defined by
Apn = Pn+1 — Pn> for n > 0.
Higher powers of the operator A are defined recursively by

Afp, = A(A*'p,),  fork > 2. -

The definition implies that

A*py = A(Put1 = Pn) = APust — AP = (Put2 — Put1) — (Put1 — Pn)-

So Azpn = pns2 — 2Pns1 + Pn, and the formula for p,, given in Eq. (2.14) can be written as

(Apy)?

T, forn > 0. (2.15)

lan =DPn—

To this point in our discussion of Aitken’s A% method, we have stated that the sequence
{Dn}>2,, converges to p more rapidly than does the original sequence { p,}22,, but we have
not said what is meant by the term “more rapid” convergence. Theorem 2.14 explains and
justifies this terminology. The proof of this theorem is considered in Exercise 16.

Theorem 2.14  Suppose that { p,}°2, is a sequence that converges linearly to the limit p and that

. Pn+1 — P
lim — < 1.
n—oo pn —p

Then the Aitken’s A% sequence {Dn}2,, converges to p faster than { p,}°°, in the sense that

ﬁn_p
m
n=00 pp — p

=0. ]

Steffensen’s Method

Johan Frederik Steffensen . . . . s .
(1873-1961) wrote an influential By applying a modification of Aitken’s A% method to a linearly convergent sequence ob-

book entitled Interpolation in tained frorp fixed-point iteration, we can acceleratF: the convergence to qugdratig. This

1927 procedure is known as Steffensen’s method and differs slightly from applying Aitken’s
A? method directly to the linearly convergent fixed-point iteration sequence. Aitken’s A2
method constructs the terms in order:

po, p1=8(po), p2=g(p1), po=1{A*}(po),
p3=g(p2), p1={ANpD,...,

where {A?} indicates that Eq. (2.15) is used. Steffensen’s method constructs the same
first four terms, po, p1, p2, and po. However, at this step we assume that pg is a better
approximation to p than is p, and apply fixed-point iteration to pg instead of p,. Using this
notation, the sequence is
0 0 0 0 0 1 0 1 1
py P =g, Py =g py =AY =i

Every third term of the Steffensen sequence is generated by Eq. (2.15); the others use
fixed-point iteration on the previous term. The process is described in Algorithm 2.6.
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Steffensen’s

To find a solution to p = g(p) given an initial approximation py:

INPUT initial approximation py; tolerance TOL; maximum number of iterations Nj.
OUTPUT  approximate solution p or message of failure.
Step 1 Seti=1.
Step 2 While i < N; do Steps 3-6.
Step 3 Setpi =g(po); (Computep|™")
p2=g(p); (Compute py™".)
P =po— (p1—p0)*/(p2 = 2p1 +po). (Compute py’.)

Step 4 1If |p — po| < TOL then
OUTPUT (p); (Procedure completed successfully.)
STOP.

Step5 Seti=i+1.
Step 6 Setpy =p. (Update py.)

Step 7 OUTPUT (‘Method failed after N iterations, Ny =, Ny);
(Procedure completed unsuccessfully.)
STOP. ]

Note that A%p, might be 0, which would introduce a O in the denominator of the next
iterate. If this occurs, we terminate the sequence and select pg'—l) as the best approximation.

lllustration  To solve x* + 4x? — 10 = 0 using Steffensen’s method, let x> + 4x? = 10, divide by x + 4,
and solve for x. This procedure produces the fixed-point method

10 \'?
g(x)Z(m) .

We considered this fixed-point method in Table 2.2 column (d) of Section 2.2.

Agplymg Steffensen’s procedure with py = 1.5 gives the values in Table 2.11. The iterate
= 1.365230013 is accurate to the ninth decimal place. In this example, Steffensen’s
method gave about the same accuracy as Newton’s method applied to this polynomial.

These results can be seen in the Illustration at the end of Section 2.4. O
Table 2.11 k pgo pﬁ"’ pgk)

0 1.5 1.348399725 1.367376372

1 1.365265224 1.365225534 1.365230583

2 1.365230013

From the Illustration, it appears that Steffensen’s method gives quadratic convergence
without evaluating a derivative, and Theorem 2.14 states that this is the case. The proof of
this theorem can be found in [He2], pp. 90-92, or [IK], pp. 103-107.
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Theorem 2.15

Suppose that x = g(x) has the solution p with g’(p) # 1. If there exists a § > 0 such
that g € C3[p — 8, p + 8], then Steffensen’s method gives quadratic convergence for any

po €lp—38,p+34]. u

Steffensen’s method can be implemented in Maple with the NumericalAnalysis pack-
age. For example, after entering the function

10
x+4
the Maple command

g =

Steffensen( fixedpointiterator = g,x = 1.5, tolerance = 1078, output = information,
maxiterations = 20)

produces the results in Table 2.11, as well as an indication that the final approximation has
a relative error of approximately 7.32 x 10710,

EXERCISE SET 25

1.

10.

11.

12.

The following sequences are linearly convergent. Generate the first five terms of the sequence {p,}
using Aitken’s A% method.

a. pp=05 p,=Q—e1+p2 /3, n>1

b. po =075 p,=("1/3)'? n>1

c. po=05 p,=3"1, n>1

d. po=05 p,=cosp,_;, n>1

Consider the function f(x) = €% 43(In 2)%e¢* — (In 8)e* — (In 2)*. Use Newton’s method with py = 0
to approximate a zero of f. Generate terms until | p,; — p,| < 0.0002. Construct the sequence {p,}.

Is the convergence improved?

Let g(x) = cos(x — 1) and pg)) = 2. Use Steffensen’s method to find p(()l).

Let g(x) = 1 + (sinx)? and péo) = 1. Use Steffensen’s method to find p(()l) and p(()z).

Steffensen’s method is applied to a function g(x) using pf)o) = 1and pg)) = 3 to obtain p(()” = 0.75.
What is p*?

Steffensen’s method is applied to a function g(x) using p(()o) = land pﬁo) = +/2to obtain p(()l) = 2.7802.
What is p?

Use Steffensen’s method to find, to an accuracy of 10~#, the root of x* — x — 1 = 0 that lies in [1, 2],
and compare this to the results of Exercise 6 of Section 2.2.

Use Steffensen’s method to find, to an accuracy of 104, the root of x — 2~* = 0 that lies in [0, 1],
and compare this to the results of Exercise 8 of Section 2.2.

Use Steffensen’s method with py = 2 to compute an approximation to ~/3 accurate to within 104,
Compare this result with those obtained in Exercise 9 of Section 2.2 and Exercise 12 of Section 2.1.

Use Steffensen’s method with py = 3 to compute an approximation to ~/25 accurate to within 10~%.
Compare this result with those obtained in Exercise 10 of Section 2.2 and Exercise 13 of Section 2.1.

Use Steffensen’s method to approximate the solutions of the following equations to within 107,
a. x=(2— ¢ +x?)/3, where g is the function in Exercise 11(a) of Section 2.2.

b. x = 0.5(sinx + cosx), where g is the function in Exercise 11(f) of Section 2.2.

c. x=(e/3)"/?, where g is the function in Exercise 11(c) of Section 2.2.

d. x=57", where g is the function in Exercise 11(d) of Section 2.2.

Use Steffensen’s method to approximate the solutions of the following equations to within 1073,
a. 2+ sinx —x = 0, where g is the function in Exercise 12(a) of Section 2.2.

b. x3—2x —5 =0, where g is the function in Exercise 12(b) of Section 2.2.
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14.

15.

16.

17.

26 Zeros of Polynomials and Miiller's Method 91

c. 3x? —e* =0, where g is the function in Exercise 12(c) of Section 2.2.
d. x —cosx =0, where g is the function in Exercise 12(d) of Section 2.2.

The following sequences converge to 0. Use Aitken’s A2 method to generate {p, } until |p,| < 5x 1072

1 1
a. pn:Z, n>1 b. pnzn—z,

A sequence { p,} is said to be superlinearly convergent to p if

limM:O

n=00 | py — pl
a. Show thatif p, — p of order « for & > 1, then {p,} is superlinearly convergent to p.

b. Show thatp, = n—l,l is superlinearly convergent to O but does not converge to 0 of order « for any
o> 1.

Suppose that { p,,} is superlinearly convergent to p. Show that

li |pn+l _pnl
im ———
n—>oe | py — pl

=1.

Prove Theorem 2.14. [Hint: Let §, = (py,s1 — p)/(pn — p) — A, and show that lim,,_, o, §, = 0. Then
express (D41 — p)/(p, — p) in terms of §,,, 8,41, and A.]

Let P,(x) be the nth Taylor polynomial for f(x) = e* expanded about xy = 0.

a. For fixed x, show that p, = P,(x) satisfies the hypotheses of Theorem 2.14.
b. Letx = 1, and use Aitken’s A2 method to generate the sequence py, . . . , Dg.
c. Does Aitken’s method accelerate convergence in this situation?

2.6

Theorem 2.16

Example 1

Zeros of Polynomials and Miiller's Method

A polynomial of degree n has the form
P(x) = apx" + ap X"+ arx + a,
where the a;’s, called the coefficients of P, are constants and a,, # 0. The zero function,

P(x) = 0 for all values of x, is considered a polynomial but is assigned no degree.

Algebraic Polynomials

(Fundamental Theorem of Algebra)

If P(x) is a polynomial of degree n > 1 with real or complex coefficients, then P(x) = 0
has at least one (possibly complex) root. [ ]

Although the Fundamental Theorem of Algebra is basic to any study of elementary
functions, the usual proof requires techniques from the study of complex function theory.
The reader is referred to [SaS], p. 155, for the culmination of a systematic development of
the topics needed to prove the Theorem.

Determine all the zeros of the polynomial P(x) = x* — 5x% + 17x — 13.

Solution 1t is easily verified that P(1) = 1 —5+ 17 — 13 = 0. so x = 1 is a zero of P and
(x — 1) is a factor of the polynomial. Dividing P(x) by x — 1 gives

P(x) = (x — D(x? — 4x + 13).
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Carl Friedrich Gauss
(1777-1855), one of the greatest
mathematicians of all time,
proved the Fundamental Theorem
of Algebra in his doctoral
dissertation and published it in
1799. He published different
proofs of this result throughout
his lifetime, in 1815, 1816, and as
late as 1848. The result had been
stated, without proof, by Albert
Girard (1595-1632), and partial
proofs had been given by Jean
d’Alembert (1717-1783), Euler,
and Lagrange.

Corollary 2.17

Corollary 2.18

William Horner (1786-1837) was
a child prodigy who became
headmaster of a school in Bristol
at age 18. Horner’s method for
solving algebraic equations

was published in 1819 in the
Philosophical Transactions of the
Royal Society.

Theorem 2.19

Solutions of Equations in One Variable

To determine the zeros of x2 — 4x + 13 we use the quadratic formula in its standard form,
which gives the complex zeros

—(—4) /(=42 —41)(13)  4+/-36
B 2

2(1)

=243

Hence the third-degree polynomial P(x) has three zeros, x; = 1, x, = 2 — 3i, and
Xy =2+ 3i. ]

In the preceding example we found that the third-degree polynomial had three distinct
zeros. An important consequence of the Fundamental Theorem of Algebra is the following
corollary. It states that this is always the case, provided that when the zeros are not distinct
we count the number of zeros according to their multiplicities.

If P(x) is a polynomial of degree n > 1 with real or complex coefficients, then there exist
unique constants xj, Xy, . . ., X, possibly complex, and unique positive integers my, my, . . .,
my, such that Y% m; = n and

P(x) = an(x — x)"™ (x —x2)™ - -+ (x — x)™. u

By Corollary 2.17 the collection of zeros of a polynomial is unique and, if each zero
X; is counted as many times as its multiplicity m;, a polynomial of degree n has exactly n
Zeros.

The following corollary of the Fundamental Theorem of Algebra is used often in this
section and in later chapters.

Let P(x) and Q(x) be polynomials of degree at most n. If x, x5, ..., X, with k > n, are
distinct numbers with P(x;) = Q(x;) fori = 1,2,...,k, then P(x) = Q(x) for all values
of x. [ |

This result implies that to show that two polynomials of degree less than or equal to n
are the same, we only need to show that they agree at n 4 1 values. This will be frequently
used, particularly in Chapters 3 and 8.

Horner’s Method

To use Newton’s method to locate approximate zeros of a polynomial P(x), we need to
evaluate P(x) and P’(x) at specified values. Since P(x) and P’(x) are both polynomials,
computational efficiency requires that the evaluation of these functions be done in the nested
manner discussed in Section 1.2. Horner’s method incorporates this nesting technique, and,
as a consequence, requires only n multiplications and » additions to evaluate an arbitrary
nth-degree polynomial.

(Horner's Method)
Let

P(x) = apx" + ap_1 X" "+ -+ ajx + ao.
Define b,, = a,, and
fork=n—1,n-2,...

by = ay + bry1x0, ,1,0.
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Paolo Ruffini (1765-1822) had
described a similar method which
won him the gold medal from the
Italian Mathematical Society for
Science. Neither Ruffini nor
Horner was the first to discover
this method; it was known in
China at least 500 years earlier.

Example 2

The word synthetic has its roots
in various languages. In standard
English it generally provides the
sense of something that is “false”
or “substituted”. But in
mathematics it takes the form of
something that is “grouped
together”. Synthetic geometry
treats shapes as whole, rather
than as individual objects, which
is the style in analytic geometry.
In synthetic division of
polynomials, the various powers
of the variables are not explicitly
given but kept grouped together.

26 Zeros of Polynomials and Miiller's Method 93

Then by = P(xp). Moreover, if
0() =bux" " + by x" 2+ + byx + by,
then

P(x) = (x — x0)Q(x) + by. ]

Proof By the definition of Q(x),
(x —x0)Q(x) + by = (x — x0) (byx"~" + -+ 4+ byx + b1) + by
= (bpx" + by X4+ bpx® + byx)
— (buxox™" 4 -+« 4 byxox + bixo) + bo
= byx" + (bu—1 — byxo)x" ™ + -+ (b1 — baxo)x + (by — bixo).
By the hypothesis, b, = a, and by — by 1x9 = ai, SO

(x —x0)Q(x) + by = P(x) and by = P(xp). " = o=

Use Horner’s method to evaluate P(x) = 2x* — 3x% 4+ 3x — 4 at xy = —2.

Solution  When we use hand calculation in Horner’s method, we first construct a table,
which suggests the synthetic division name that is often applied to the technique. For this
problem, the table appears as follows:

Coefficient  Coefficient  Coefficient Coefficient Constant
of x* of x3 of x2 of x term
Xo=—2 as =2 az =0 a; = -3 a =3 ag = —4
b4)€0 =—4 b3)€0 =8 bz)Co =-10 ble =14
by =2 by =—4 by=5 by =-7 by =10
So,
P(x) = (x +2)(2x> — 4x* + 5x — 7) + 10. n

An additional advantage of using the Horner (or synthetic-division) procedure is that,
since

P(x) = (x — x0)Q(x) + by,
where
Q) = b X"+ by (X" 24+ bax + by,
differentiating with respect to x gives

P'(x) = Q(x) + (x —x0)Q'(x) (2.16)

and  P'(xo) = Q(xp).

When the Newton-Raphson method is being used to find an approximate zero of a polyno-
mial, P(x) and P’(x) can be evaluated in the same manner.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



94 CHAPTER 2 = Solutions of Equations in One Variable
Example 3 Find an approximation to a zero of
P(x) = 2x* — 3x* + 3x — 4,

using Newton’s method with xyp = —2 and synthetic division to evaluate P(x,) and P’(x,)
for each iterate x,,.

Solution 'With xo = —2 as an initial approximation, we obtained P(—2) in Example 1 by
Xp = —2 2 0 -3 3 —4
—4 8 -10 14
2 —4 5 -7 10 = P(-2).

Using Theorem 2.19 and Eq. (2.16),
Q(x) =2x* —4x* +5x—7 and P'(=2) = Q(-2),

so P’(—2) can be found by evaluating Q(—2) in a similar manner:

xp=—2 2 —4 5 -7
—4 16 —42
2 -8 21 —49 =Q0(-2)=P(-2)
and
P P 10
o=y 200 P05 10706,
P’ (x0) Q(xo) —49
Repeating the procedure to find x, gives
—1.796 2 0 -3 3 —4
—3.592 6.451 —6.197 5.742
2 —3.592 3451 -3.197 1.742 = P(xy)
—3.592 12.902 —29.368
2 —7.184 16.353 —32.565 = Q0(xy) = P'(x1).

So P(—1.796) = 1.742, P'(—1.796) = Q(—1.796) = —32.565, and

1.742
X = —1796 — ———— ~ —1.7425.
—32.565
In a similar manner, x3; = —1.73897, and an actual zero to five decimal places is —1.73896.
Note that the polynomial Q(x) depends on the approximation being used and changes
from iterate to iterate. u

Algorithm 2.7 computes P(xg) and P’(xp) using Horner’s method.
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Horner’s
To evaluate the polynomial
P(X) = apxX" + ap X" -+ aix + ap = (x — x0)0(x) + by

and its derivative at xg:

INPUT degree n; coefficients ag, ay, . . . , a,; Xo.
OUTPUT y = P(xy);z = P'(x0).

Step 1 Sety =a,; (Compute b, for P.)
z=a,. (Computeb,_; for Q.)

Step2 Forj=n—1,n—-2,...,1
sety = xoy +a;; (Compute b; for P.)
z=x0z+y. (Compute b;_; for Q.)

Step 3 Sety = xgy +ag. (Compute by for P.)

Step 4 OUTPUT (y, z);
STOP. -

If the Nth iterate, x, in Newton’s method is an approximate zero for P, then
Px) = (x—xn)0(X) + by = (x —xy)Qx) + P(xy) ~ (x — xy)Q(x),

S0 x — xy is an approximate factor of P(x). Letting X; = xy be the approximate zero of P
and Q;(x) = Q(x) be the approximate factor gives

P(x) ~ (x — X)) Q1 (%).

We can find a second approximate zero of P by applying Newton’s method to Q; (x).

If P(x) is an nth-degree polynomial with n real zeros, this procedure applied repeatedly
will eventually result in (n — 2) approximate zeros of P and an approximate quadratic factor
Q-2 (x). At this stage, Q,,—>(x) = 0 can be solved by the quadratic formula to find the last
two approximate zeros of P. Although this method can be used to find all the approximate
zeros, it depends on repeated use of approximations and can lead to inaccurate results.

The procedure just described is called deflation. The accuracy difficulty with deflation
is due to the fact that, when we obtain the approximate zeros of P(x), Newton’s method is
used on the reduced polynomial QO (x), that is, the polynomial having the property that

P(x) = (x = X)(x — x2) -+ - (x — X)) Qe (x).

An approximate zero X1 of Q; will generally not approximate a root of P(x) = 0 as well
as it does a root of the reduced equation QO (x) = 0, and inaccuracy increases as k increases.
One way to eliminate this difficulty is to use the reduced equations to find approximations x»,
X3, ..., % to the zeros of P, and then improve these approximations by applying Newton’s
method to the original polynomial P(x).

Complex Zeros: Miiller's Method

One problem with applying the Secant, False Position, or Newton’s method to polynomials
is the possibility of the polynomial having complex roots even when all the coefficients are
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Theorem 2.20

Miiller’s method is similar to the
Secant method. But whereas the
Secant method uses a line
through two points on the curve
to approximate the root, Miiller’s
method uses a parabola through
three points on the curve for the
approximation.

Solutions of Equations in One Variable

real numbers. If the initial approximation is a real number, all subsequent approximations
will also be real numbers. One way to overcome this difficulty is to begin with a complex
initial approximation and do all the computations using complex arithmetic. An alternative
approach has its basis in the following theorem.

If z = a+biis acomplex zero of multiplicity m of the polynomial P(x) with real coefficients,
then 7 = a — bi is also a zero of multiplicity m of the polynomial P(x), and (x> — 2ax +
a® 4+ b*)™ is a factor of P(x). n

A synthetic division involving quadratic polynomials can be devised to approximately
factor the polynomial so that one term will be a quadratic polynomial whose complex roots
are approximations to the roots of the original polynomial. This technique was described
in some detail in our second edition [BFR]. Instead of proceeding along these lines, we
will now consider a method first presented by D. E. Miiller [Mu]. This technique can be
used for any root-finding problem, but it is particularly useful for approximating the roots
of polynomials.

The Secant method begins with two initial approximations p, and p; and determines
the next approximation p; as the intersection of the x-axis with the line through ( pg, f (po))
and (py, f(p1)). (See Figure 2.13(a).) Miiller’s method uses three initial approximations,
Po,P1, and p,, and determines the next approximation p3 by considering the intersection
of the x-axis with the parabola through (po, f(po)), (p1, f(p1)), and (p2, f(p2)). (See
Figure 2.13(b).)

Figure 2.13
Y A Y A
~
Po P p2 X Po P P2 Ps\ X
S S
(@) (b)

The derivation of Miiller’s method begins by considering the quadratic polynomial
P@) =a(x —p2)’ +b(x —p2) +¢

that passes through (po, f(po)), (p1, f(p1)), and (p2, f(p2)). The constants a, b, and ¢
can be determined from the conditions

F(po) = a(po — p2)*> + b(po — p2) + ¢, (2.17)

f(p1) =alpr —p2)* +b(p1 — p2) +c. (2.18)
and

fp)=a-0*+b-04+c=c (2.19)
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to be
c= f(p2), (2.20)
p — (Po — ) f(p1) = F(p)]— (p1 — p2)?[f (o) — f(p2)] 221
(po — p2)(p1 — p2)(po — p1) ’ )
and
g (p1 =PI f(po) — f(p)] = (po—p)f(p1) — f(Pz)]' 2.22)

(po — p2)(p1 — p2)(po — p1)

To determine p3, a zero of P, we apply the quadratic formula to P(x) = 0. However, because
of round-off error problems caused by the subtraction of nearly equal numbers, we apply
the formula in the manner prescribed in Eq (1.2) and (1.3) of Section 1.2:

—2c
R
: g b+ /b% —4ac

This formula gives two possibilities for p3, depending on the sign preceding the radical term.
In Miiller’s method, the sign is chosen to agree with the sign of b. Chosen in this manner,
the denominator will be the largest in magnitude and will result in p; being selected as the
closest zero of P to p,. Thus

2c
B e ()P = dac

where a, b, and c are given in Eqgs. (2.20) through (2.22).

Once p; is determined, the procedure is reinitialized using p, p», and p3 in place of p,
P1,and p; to determine the next approximation, p,4. The method continues until a satisfactory
conclusion is obtained. At each step, the method involves the radical /5% — 4ac, so the
method gives approximate complex roots when b*> — 4ac < 0. Algorithm 2.8 implements
this procedure.

Miiller’s

To find a solution to f(x) = O given three approximations, po, p1, and ps:

INPUT  pog,p1,p2; tolerance TOL; maximum number of iterations Nj.
OUTPUT approximate solution p or message of failure.

Step 1 Sethy = p, — po;
hy = p2 — p1;
81 = (f(p1) — f(po))/hi;
& = (f(p2) — f(p1)/h2;
d = (8, — 61)/(hy + hy);
i=3.

Step 2 While i < Ny do Steps 3-7.

Step 3 b =6, + hod,
D=%*-4 f( pz)d)l/ 2. (Note: May require complex arithmetic.)
Step4 1If|b—D| <|b+ D|thenset E=b+ D
elseset E =b — D.

Step5 Seth=—2f(p)/E;
p=p2+h
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98 CHAPTER 2 = Solutions of Equations in One Variable

Step 6 If |h| < TOL then
OUTPUT (p); (The procedure was successful.)

STOP.
Step 7 Setpy = p1; (Prepare for next iteration.)
P1 = D2
P2 =Pp;
hi = p1 — po;
hy =p2 — p1;

81 = (f(p1) — f(po))/hi;
82 = (f(p2) — f(pD)/ha;
d = (8 — 81)/(ha + hy);
i=i+1.
Step 8 OUTPUT (‘Method failed after Ny iterations, Ny =", Np);

(The procedure was unsuccessful.)
STOP. ]

lllustration  Consider the polynomial f(x) = x* — 3x> 4+ x? + x + 1, part of whose graph is shown in
Figure 2.14.

Figure 2.14
Ay
3 <4
y=x4—3x3 +P+x+1
2 +
-1
-1 1 w 3 X
_1 <4
Three sets of three initial points will be used with Algorithm 2.8 and TOL = 107> to
approximate the zeros of f. The first set will use pyp = 0.5, p;y = —0.5, and p, = 0. The
parabola passing through these points has complex roots because it does not intersect the
x-axis. Table 2.12 gives approximations to the corresponding complex zeros of f.
Table 2.12 po =05, py=—05, pr=0
i Di f(pi)
3 —0.100000 + 0.888819i —0.01120000 + 3.014875548i
4 —0.492146 + 0.447031i —0.1691201 — 0.7367331502i
5 —0.352226 4 0.484132i —0.1786004 + 0.0181872213i
6 —0.340229 + 0.443036i 0.01197670 — 0.0105562185i
7 —0.339095 + 0.446656i —0.0010550 + 0.000387261i
8 —0.339093 + 0.446630i 0.000000 + 0.000000i
9 —0.339093 4+ 0.446630i 0.000000 + 0.000000i
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Table 2.13 gives the approximations to the two real zeros of f. The smallest of these uses
po = 0.5, p; = 1.0, and p, = 1.5, and the largest root is approximated when py = 1.5,
P11 = 2.0, andpz =2.5.

Table213 ' _ o5 5 =10, po=15 po=15 p =20, p,=25
i pi f(pi) i pi f(pi)
3 1.40637 —0.04851 3 2.24733 —0.24507
4 1.38878 0.00174 4 2.28652 —0.01446
5 1.38939 0.00000 5 2.28878 —0.00012
6 1.38939 0.00000 6 2.28880 0.00000
7 2.28879 0.00000
The values in the tables are accurate approximations to the places listed. O

We used Maple to generate the results in Table 2.12. To find the first result in the table,
define f(x) with

fi=x—->x* =3+ +x+1
Then enter the initial approximations with
p0:=0.5;pl :=—-0.5;p2 :=0.0
and evaluate the function at these points with
FO:=f(p0); f1:= f(pl); f2:= f(p2)
To determine the coefficients a, b, c, and the approximate solution, enter
c:= f2;
((PO = p2P - (f1= £2) = (p1 = p2)* - (SO = f2))
(p0 —=p2) - (pl = p2) - (p0 —pl)
o (L= p2) - (fO = 2) = (PO = p2) - (f1 = f2))
(p0 —p2) - (pl = p2) - (p0 = pl)
2c

b+(#(b))«/b2—4a~c

This produces the final Maple output

b=

p3:=p2—

—0.1000000000 + 0.88881944181
and evaluating at this approximation gives f(p3) as
—0.0112000001 4 3.0148755481

This is our first approximation, as seen in Table 2.12.

The illustration shows that Miiller’s method can approximate the roots of polynomials
with a variety of starting values. In fact, Miiller’s method generally converges to the root of a
polynomial for any initial approximation choice, although problems can be constructed for
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Solutions of Equations in One Variable

which convergence will not occur. For example, suppose that for some i we have f(p;) =
f(pix1) = f(pi+2) # 0. The quadratic equation then reduces to a nonzero constant
function and never intersects the x-axis. This is not usually the case, however, and general-
purpose software packages using Miiller’s method request only one initial approximation
per root and will even supply this approximation as an option.

EXERCISE SET 26

1.

Find the approximations to within 10~ to all the real zeros of the following polynomials using
Newton’s method.

a. f(x)=x*—-2x*-5

b. fx)=x>4+3>-1

C. f(x):x3—x—1

d fo=x*4+2*-x-3

e. f(x)=x>+4001x>+4.002x + 1.101
f. f)=x—x*+2x*-32+x—4

Find approximations to within 107> to all the zeros of each of the following polynomials by first
finding the real zeros using Newton’s method and then reducing to polynomials of lower degree to
determine any complex zeros.

a.  f(x)=x*+5x—9x> —85x — 136

b.  f(x) =x*—2x3 —12x*> + 16x — 40

e fO)=x*+x+3>+2x+2

d  f@)=x+11x*-21x —10x* - 21x -5
e. f(x)=16x*+ 88x> + 159x2 + 76x — 240
f. f)=x*—4x>-3x+5

g f)=x*—2—4?+4x+4

h. f()=x>—7x>+14x—-6

Repeat Exercise 1 using Miiller’s method.
Repeat Exercise 2 using Miiller’s method.

Use Newton’s method to find, within 1073, the zeros and critical points of the following functions.
Use this information to sketch the graph of f.

a  fx)=x—-9+12 b. fx)=x*—2x"-5x>+12x-5

f(x) = 10x° — 8.3x% +2.295x — 0.21141 = 0 has a root at x = 0.29. Use Newton’s method with an
initial approximation xy = 0.28 to attempt to find this root. Explain what happens.

Use Maple to find a real zero of the polynomial f(x) = x* + 4x — 4.
Use Maple to find a real zero of the polynomial f(x) = x> — 2x — 5.

Use each of the following methods to find a solution in [0.1, 1] accurate to within 10~* for

600x* — 550x° 4 200x> — 20x — 1 = 0.
a. Bisection method c.  Secant method e. Miiller’s method
b. Newton’s method d. method of False Position
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2.6 Zeros of Polynomials and Miiller's Method 101

10. Two ladders crisscross an alley of width W. Each ladder reaches from the base of one wall to some
point on the opposite wall. The ladders cross at a height H above the pavement. Find W given that
the lengths of the ladders are x; = 20 ft and x, = 30 ft, and that H = 8 ft.

X2

X1

i
e—w—

11. A can in the shape of a right circular cylinder is to be constructed to contain 1000 cm®. The circular
top and bottom of the can must have a radius of 0.25 cm more than the radius of the can so that the
excess can be used to form a seal with the side. The sheet of material being formed into the side of
the can must also be 0.25 cm longer than the circumference of the can so that a seal can be formed.
Find, to within 10~*, the minimal amount of material needed to construct the can.

12. In 1224, Leonardo of Pisa, better known as Fibonacci, answered a mathematical challenge of John of
Palermo in the presence of Emperor Frederick II: find a root of the equation x* + 2x + 10x = 20. He
first showed that the equation had no rational roots and no Euclidean irrational root—that is, no root

in any of the forms a + «/l;, ﬁ + «/l;, Vvazx \/l;, or ./ ﬁ + \/l;, where a and b are rational numbers.
He then approximated the only real root, probably using an algebraic technique of Omar Khayyam
involving the intersection of a circle and a parabola. His answer was given in the base-60 number

system as
142 (L) +7(2 2+42 ! 3+33 ! 4+4 ! 5+40 Ly’
60 60 60 60 60 60/) -

How accurate was his approximation?
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CHAPTER 2

Solutions of Equations in One Variable

2.1

Survey of Methods and Software

In this chapter we have considered the problem of solving the equation f(x) = 0, where
f is a given continuous function. All the methods begin with initial approximations and
generate a sequence that converges to a root of the equation, if the method is successful.
If [a,b] is an interval on which f(a) and f(b) are of opposite sign, then the Bisection
method and the method of False Position will converge. However, the convergence of these
methods might be slow. Faster convergence is generally obtained using the Secant method
or Newton’s method. Good initial approximations are required for these methods, two for
the Secant method and one for Newton’s method, so the root-bracketing techniques such
as Bisection or the False Position method can be used as starter methods for the Secant or
Newton’s method.

Miiller’s method will give rapid convergence without a particularly good initial approx-
imation. It is not quite as efficient as Newton’s method; its order of convergence near a root
is approximately o = 1.84, compared to the quadratic, o« = 2, order of Newton’s method.
However, it is better than the Secant method, whose order is approximately o = 1.62, and
it has the added advantage of being able to approximate complex roots.

Deflation is generally used with Miiller’s method once an approximate root of a poly-
nomial has been determined. After an approximation to the root of the deflated equation has
been determined, use either Miiller’s method or Newton’s method in the original polynomial
with this root as the initial approximation. This procedure will ensure that the root being
approximated is a solution to the true equation, not to the deflated equation. We recom-
mended Miiller’s method for finding all the zeros of polynomials, real or complex. Miiller’s
method can also be used for an arbitrary continuous function.

Other high-order methods are available for determining the roots of polynomials. If
this topic is of particular interest, we recommend that consideration be given to Laguerre’s
method, which gives cubic convergence and also approximates complex roots (see [Ho],
pp- 176-179 for a complete discussion), the Jenkins-Traub method (see [JT]), and Brent’s
method (see [Bre]).

Another method of interest, Cauchy’s method, is similar to Miiller’s method but avoids
the failure problem of Miiller’s method when f(x;) = f(x;+1) = f(xi+2), for some i. For
an interesting discussion of this method, as well as more detail on Miiller’s method, we
recommend [YG], Sections 4.10, 4.11, and 5.4.

Given a specified function f and a tolerance, an efficient program should produce an
approximation to one or more solutions of f(x) = 0, each having an absolute or relative
error within the tolerance, and the results should be generated in a reasonable amount
of time. If the program cannot accomplish this task, it should at least give meaningful
explanations of why success was not obtained and an indication of how to remedy the cause
of failure.

IMSL has subroutines that implement Miiller’s method with deflation. Also included
in this package is a routine due to R. P. Brent that uses a combination of linear interpolation,
an inverse quadratic interpolation similar to Miiller’s method, and the Bisection method.
Laguerre’s method is also used to find zeros of a real polynomial. Another routine for finding
the zeros of real polynomials uses a method of Jenkins-Traub, which is also used to find
zeros of a complex polynomial.

The NAG library has a subroutine that uses a combination of the Bisection method,
linear interpolation, and extrapolation to approximate a real zero of a function on a
given interval. NAG also supplies subroutines to approximate all zeros of a real poly-
nomial or complex polynomial, respectively. Both subroutines use a modified Laguerre
method.
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2.7 Survey of Methods and Software 103

The netlib library contains a subroutine that uses a combination of the Bisection and
Secant method developed by T. J. Dekker to approximate a real zero of a function in the
interval. It requires specifying an interval that contains a root and returns an interval with
a width that is within a specified tolerance. Another subroutine uses a combination of the
bisection method, interpolation, and extrapolation to find a real zero of the function on the
interval.

MATLAB has aroutine to compute all the roots, both real and complex, of a polynomial,
and one that computes a zero near a specified initial approximation to within a specified
tolerance.

Notice that in spite of the diversity of methods, the professionally written packages
are based primarily on the methods and principles discussed in this chapter. You should be
able to use these packages by reading the manuals accompanying the packages to better
understand the parameters and the specifications of the results that are obtained.

There are three books that we consider to be classics on the solution of nonlinear
equations: those by Traub [Tr], by Ostrowski [Os], and by Householder [Ho]. In addition,
the book by Brent [Bre] served as the basis for many of the currently used root-finding
methods.
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Interpolation and Polynomial Approximation

Introduction

A census of the population of the United States is taken every 10 years. The following
table lists the population, in thousands of people, from 1950 to 2000, and the data are also
represented in the figure.

Year | 1950 | 1960 | 1970 | 1980 | 1990 | 2000

Population 151,326 179,323 203,302 226,542 249,633 281,422
(in thousands)

P(1) 4
3 X 108 +
[
[ )
[ ]
2 X108 1 °
S g
= .
2
o
o
1x 108 +
1950 1960 1970 1980 1990 2000 ¢
Year

In reviewing these data, we might ask whether they could be used to provide a rea-
sonable estimate of the population, say, in 1975 or even in the year 2020. Predictions of
this type can be obtained by using a function that fits the given data. This process is called
interpolation and is the subject of this chapter. This population problem is considered
throughout the chapter and in Exercises 18 of Section 3.1, 18 of Section 3.3, and 28 of

Section 3.5.
105
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Interpolation and Polynomial Approximation

31

Figure 3.1

Theorem 3.1

Karl Weierstrass (1815-1897) is
often referred to as the father of
modern analysis because of his
insistence on rigor in the
demonstration of mathematical
results. He was instrumental in
developing tests for convergence
of series, and determining ways
to rigorously define irrational
numbers. He was the first to
demonstrate that a function could
be everywhere continuous but
nowhere differentiable, a result
that shocked some of his
contemporaries.

Interpolation and the Lagrange Polynomial

One of the most useful and well-known classes of functions mapping the set of real numbers
into itself is the algebraic polynomials, the set of functions of the form

P,(x) = apx" + ap 1 X"+ -+ aix + aq,

where n is a nonnegative integer and ay, .. .,a, are real constants. One reason for their
importance is that they uniformly approximate continuous functions. By this we mean that
given any function, defined and continuous on a closed and bounded interval, there exists
a polynomial that is as “close” to the given function as desired. This result is expressed
precisely in the Weierstrass Approximation Theorem. (See Figure 3.1.)

v=fw e
AT
7 Lv=1w

T =) e

N}
S
=Y

(Weierstrass Approximation Theorem)

Suppose that f is defined and continuous on [a, b]. Foreach € > 0, there exists a polynomial
P(x), with the property that

|f(x) — P(x)| <€, forallxin[a,b]. [ ]

The proof of this theorem can be found in most elementary texts on real analysis (see,
for example, [Bart], pp. 165-172).

Another important reason for considering the class of polynomials in the approximation
of functions is that the derivative and indefinite integral of a polynomial are easy to determine
and are also polynomials. For these reasons, polynomials are often used for approximating
continuous functions.

The Taylor polynomials were introduced in Section 1.1, where they were described
as one of the fundamental building blocks of numerical analysis. Given this prominence,
you might expect that polynomial interpolation would make heavy use of these functions.
However this is not the case. The Taylor polynomials agree as closely as possible with
a given function at a specific point, but they concentrate their accuracy near that point.
A good interpolation polynomial needs to provide a relatively accurate approximation
over an entire interval, and Taylor polynomials do not generally do this. For example,
suppose we calculate the first six Taylor polynomials about xp = 0 for f(x) = e".
Since the derivatives of f(x) are all ¢*, which evaluated at xy = 0 gives 1, the Taylor
polynomials are
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Very little of Weierstrass’s work
was published during his lifetime,
but his lectures, particularly on
the theory of functions, had
significant influence on an entire
generation of students.

Figure 3.2

Table 3.1

3.1 Interpolation and the Lagrange Polynomial 107

x2 .X'z x3
Pyx)=1, Pi(x)=1+x, Pz(x)=1+x+3, P3(X)=1+X+3+g,
T IS S AU S S G S S AR A
X) = x+—+—+—, an X) = x+—+—+—+—.
4 2 "6 24 > 2 "6 24 120

The graphs of the polynomials are shown in Figure 3.2. (Notice that even for the
higher-degree polynomials, the error becomes progressively worse as we move away from
Z€ero.)

Y

201
YT Ps(x)

// Y = Pyx)

154

y = Pa(x)
¥ = Py(x)

y = Py(x)

IJ’:Po(x)

<Y

Although better approximations are obtained for f(x) = e* if higher-degree Taylor
polynomials are used, this is not true for all functions. Consider, as an extreme example,
using Taylor polynomials of various degrees for f(x) = 1/x expanded about xop = 1 to
approximate f(3) = 1/3. Since

fe) =x7" f)=—x2 f'x)=(-D?2-x7,
and, in general,
FO@) = (=Dfkx*

the Taylor polynomials are

n (k) n
P =3 LD = YR - 1
k=0

k!
k=0

To approximate f(3) = 1/3 by P,(3) for increasing values of n, we obtain the values in
Table 3.1—rather a dramatic failure! When we approximate f(3) = 1/3 by P, (3) for larger
values of n, the approximations become increasingly inaccurate.

L B
TEEEEER

W [ N
w
R
W
B
]
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Example 1

Interpolation and Polynomial Approximation

For the Taylor polynomials all the information used in the approximation is concentrated
at the single number xo, so these polynomials will generally give inaccurate approximations
as we move away from x. This limits Taylor polynomial approximation to the situation in
which approximations are needed only at numbers close to xg. For ordinary computational
purposes it is more efficient to use methods that include information at various points. We
consider this in the remainder of the chapter. The primary use of Taylor polynomials in
numerical analysis is not for approximation purposes, but for the derivation of numerical
techniques and error estimation.

Lagrange Interpolating Polynomials

The problem of determining a polynomial of degree one that passes through the distinct
points (xg, yo) and (x, y;) is the same as approximating a function f for which f (xg) = yo
and f(x;) = y; by means of a first-degree polynomial interpolating, or agreeing with, the
values of f at the given points. Using this polynomial for approximation within the interval
given by the endpoints is called polynomial interpolation.

Define the functions
X — X X — X0

and L;(x) = .
X0 — X1 X1 — Xo

Lo(x) =

The linear Lagrange interpolating polynomial through (x¢, yo) and (x,y;) is

X —

P() = Lo() f o) + Li () f(0) = == f ) + =L f(x).

X —
Note that
Lo(xo) =1, Lo(x;) =0, Li(xo) =0, and L;(x;) =1,
which implies that
P(xo) =1- f(x0) +0- f(x1) = f(x0) = yo
and
Px1) =0 f(xo) +1- f(x1) = fx1) =y1.

So P is the unique polynomial of degree at most one that passes through (xg,yo) and
(x1,y1)-

Determine the linear Lagrange interpolating polynomial that passes through the points (2, 4)
and (5, 1).

Solution 1In this case we have

Lw=2"2="t6"5 ad Lw="2=1u-2
= = —_—— —_ an = = = — N
=5 s T3 W=5_773"
SO
PO = —x(r—5) 4+ s(—2) T=—2x+ 2 plx— 2= —at6
X) = 3x 3x = 3X 3 3X 3— X .
The graph of y = P(x) is shown in Figure 3.3. [ ]
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Figure 3.3
'Y
4__
34
2 =+
1 =+
1 2 3 4 5 X
To generalize the concept of linear interpolation, consider the construction of a poly-
nomial of degree at most n that passes through the n 4 1 points
(x0, f(x0)), (x1, f(xX1))s .-, Gy f ().
(See Figure 3.4.)
Figure 3.4

In this case we first construct, for each k = 0,1,...,n, a function L, 4 (x) with the
property that L, x(x;) = 0 when i # k and L, x(xx) = 1. To satisfy L, x(x;) = O for each
i # k requires that the numerator of L, 4 (x) contain the term

(x=x0)(x —x1) -+ (X = X)) (X = Xpge1) -+ - (6 — X3).

To satisfy L, x (x;) = 1, the denominator of L, ; (x) must be this same term but evaluated at
x = xy. Thus

(x—x0) - (¢ = Xp—1) (X — X)) -+ - (¥ — Xp)

L, = .
) = ) (k= X ) (k= Xean) - G — 1)

A sketch of the graph of a typical L, x (when n is even) is shown in Figure 3.5.
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Figure 3.5

Theorem 3.2

The interpolation formula named
for Joseph Louis Lagrange
(1736-1813) was likely known
by Isaac Newton around 1675,
but it appears to first have been
published in 1779 by Edward
Waring (1736-1798). Lagrange
wrote extensively on the subject
of interpolation and his work had
significant influence on later
mathematicians. He published
this result in 1795.

The symbol [ is used to write
products compactly and parallels
the symbol ), which is used for
writing sums.

Example 2

Interpolation and Polynomial Approximation

L,i(x) &
il /—\
N N\ | SN N,
~— ! T =g ) >
X0 L o Xk Xprl  oee Xpe1 Xy X

The interpolating polynomial is easily described once the form of L, is known. This
polynomial, called the nth Lagrange interpolating polynomial, is defined in the following
theorem.

If x9,x1,...,x, are n + 1 distinct numbers and f is a function whose values are given at
these numbers, then a unique polynomial P(x) of degree at most n exists with

J ) = Pxe),
This polynomial is given by

foreachk =0,1,...,n.

P@) = &) Lano() + -+ + ) Lun®) = Y fa)Lnk (), (3.1)
k=0
where, foreachk =0,1,...,n,
Lok (x) = (x —x0)(x —x1) + - (X — X 1) (X — Xgeq1) -+ - (6 — X) (3.2)

(ox — x0) (e — x1) =+ - Ok — Xk 1) Ok — Xp1) - -+ (X — Xp)

n

1—[ (x —x;)
= _— [
o (o — xi)
i#k
We will write L, ; (x) simply as Ly (x) when there is no confusion as to its degree.

(a) Use the numbers (called nodes) xo = 2, x; = 2.75, and x, = 4 to find the second
Lagrange interpolating polynomial for f(x) = 1/x.

(b) Use this polynomial to approximate f(3) = 1/3.

Solution (a) We first determine the coefficient polynomials Ly (x), L;(x), and L,(x). In
nested form they are

(x—=275x—4) _ 2

Ly(x) = 0 2504 g(x —275)(x — 4),
I == 16 NVx—4
10 =G hams—n - 3¢ PE,
and
Ly = $Z2CZ279 2 275,

4—-2)4-25 5
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3.1 Interpolation and the Lagrange Polynomial m

Also, f(xo) = f(2) =1/2, f(x1) = f(2.75) = 4/11, and f(x2) = f(4) = 1/4, so
2
P() =Y fOa)Le(x)
k=0
o

1
= (=275 —4) — 1

x=2)x—4) + %(x —2)(x —2.75)

_ 1o 35x n 49
22 88" 44’
(b) An approximation to f(3) = 1/3 (see Figure 3.6) is
9 105 49 29

22 88 44 88

Recall that in the opening section of this chapter (see Table 3.1) we found that no Taylor
polynomial expanded about xy = 1 could be used to reasonably approximate f(x) = 1/x
atx = 3. [

fB)=PQ3) =

Figure 3.6

~Y

The interpolating polynomial P of degree less than or equal to 3 is defined in Maple
with

P :=x — interp([2,11/4,4],[1/2,4/11,1/4],x)

, 11 1 4 1
X — interp Z,Z,4 13177 )X

To see the polynomial, enter
P(x)
1, 35 49
22 38 44
Evaluating P(3) as an approximation to f(3) = 1/3, is found with
evalf(P(3))

0.3295454545
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Theorem 3.3

There are other ways that the
error term for the Lagrange
polynomial can be expressed, but
this is the most useful form and
the one that most closely agrees
with the standard Taylor
polynomial error form.

Interpolation and Polynomial Approximation

The interpolating polynomial can also be defined in Maple using the CurveFitting package
and the call Polynomiallnterpolation.

The next step is to calculate a remainder term or bound for the error involved in
approximating a function by an interpolating polynomial.

Suppose xg, X1, . . . , X, are distinct numbers in the interval [a, b] and f € C"*'a, b]. Then,
for each x in [a, b], a number & (x) (generally unknown) between xo, xy, . . ., X,,, and hence
in (a, b), exists with

(n+1)
f&x) =Px) + %(X_XO)(X_XI)'”(X_)%)» (3.3)
where P(x) is the interpolating polynomial given in Eq. (3.1). [ ]

Proof Note first that if x = x;, forany k =0, 1,...,n, then f(x;) = P(x;), and choosing
& (xx) arbitrarily in (a, b) yields Eq. (3.3).
If x # x, forallk =0, 1,.. ., n, define the function g for ¢ in [a, b] by

(t—x0)(@ —x1) - (t —xp)
(x—x0)(x —x1) -+ (x —x,)
(t —x)

= f(t) — P(t) — [f(x) — P(¥)] qm

g0y = f@® =P —[f(x) = P(x)]

Since f € C""![a,b], and P € C®[a, b], it follows that g € C"*'[a, b]. For t = x;, we have

¢k = £ — P() — Lf(x) — P(o)] ]"[ ST 0 1w - P] 0 =0,

Moreover,

g = f@) — P) — [f@) — P % = f(@) — P(x) = [f(x) — P()] = 0.
i=0 !

Thus g € C"a,b], and g is zero at the n + 2 distinct numbers x, xg, Xy, ...,X,. By
Generalized Rolle’s Theorem 1.10, there exists a number & in (a, b) for which g"+V (&) = 0.
So

S —x)
__ _(n+1) _ p(n+D) _ p+D) _
— " (E) = £ (E) — PO () — [ () — POOT s []:([) <x—x:'>l_; (34

However P(x) is a polynomial of degree at most 7, so the (n+ 1)st derivative, P+ (x),
is identically zero. Also, []/_,[(f — x;)/(x — x;)] is a polynomial of degree (n + 1), so

t—x; 1
1_[ t—x) _ |: - :| "1 + (lower-degree terms in 7),
i [Timo(x —x)

and

dmtt (= x;) n+ D!

drm+1 s x—x) oG —x)°
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3.1 Interpolation and the Lagrange Polynomial 113

Equation (3.4) now becomes

_ D ey ) B (n+ D!
0=7""()—-0—-[f(x) P(X)]—l_[?:()(x )
and, upon solving for f(x), we have
(n+1) n
f(x)ZP(X)‘I‘mH(x—x,) = = =

(n+ D! 11

The error formula in Theorem 3.3 is an important theoretical result because Lagrange
polynomials are used extensively for deriving numerical differentiation and integration
methods. Error bounds for these techniques are obtained from the Lagrange error formula.

Note that the error form for the Lagrange polynomial is quite similar to that for the Tay-
lor polynomial. The nth Taylor polynomial about xy concentrates all the known information
at xo and has an error term of the form

FrVEW) 0
T (x —xp)"
(n+ !
The Lagrange polynomial of degree n uses information at the distinct numbers xg, x1, . . .,
X, and, in place of (x — x)", its error formula uses a product of the n + 1 terms (x — Xxo),
(x—x1),...,(x —x,):

SO (E W)
(n+ 1)

(x = x0)(x — x1) - -+ (x — xn).

Example 3 InExample 2 we found the second Lagrange polynomial for f(x) = 1/x on [2,4] using the
nodes xo = 2, x; = 2.75, and x, = 4. Determine the error form for this polynomial, and
the maximum error when the polynomial is used to approximate f(x) for x € [2,4].

Solution Because f(x) = x~', we have
flx)=—x2 f'o)y=2x73, and f"(x) = —6x""
As a consequence, the second Lagrange polynomial has the error form

W(x—xo)(x—xl)(x—xz) = —(é(x))_4(x—2)(x—2.75)(x—4), for £(x) in (2,4).

The maximum value of (£(x))~* on the interval is 2% = 1/16. We now need to determine
the maximum value on this interval of the absolute value of the polynomial

35 49
g) =(x—2)(x—275)(x —4) = x> — sz + X = 2.
Because

35 49 35 49 1
Dx<3—Zx2+7x—22>=3x2—?x+?=§(3x—7)(2x—7),

the critical points occur at

7 7 25 7 7 9
x=—-,withg|=z)=—, and x=—,withg|=)=——.
3 3 108 2 2 16

Hence, the maximum error is

E)) 91_3 o
— ‘_ S35~ 0.00586. n

1
[(x — x0)(x —x1)(x — x2)| < 6.6 ‘_R
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Example 4

Interpolation and Polynomial Approximation

The next example illustrates how the error formula can be used to prepare a table of
data that will ensure a specified interpolation error within a specified bound.

Suppose a table is to be prepared for the function f(x) = €, for x in [0, 1]. Assume the
number of decimal places to be given per entry is d > 8 and that the difference between
adjacent x-values, the step size, is h. What step size /& will ensure that linear interpolation
gives an absolute error of at most 107 for all x in [0, 1]?

Solution Let xy, x1, . .. be the numbers at which f is evaluated, x be in [0,1], and suppose
J satisfies x; < x < x;j;1. Eq. (3.3) implies that the error in linear interpolation is

@ @
@ -l = 158 0 g = EE

2! |(x = x)[1(x = x40

The step size is h, so x; = jh, xj+1 = (j + 1)h, and

A3
2!

|f () = P)| < |(x —jh)(x — (G + Dh)|.

Hence

max;e[o,u eE

Fe) =P = ——5="— max|(x—jm)(x =G+ Dh)
<5, max N =ji =G+ Dh.

Consider the function g(x) = (x — jh)(x — (j + 1)h), for jh < x < (j + 1)h. Because

g,(x):(X—(f+1)h)+(x—jh):2<x_jh_g>’

the only critical point for g is at x = jh + h/2, with g(jh + h/2) = (h/2)* = h*/4.
Since g(jh) = 0 and g((j + 1)) = 0, the maximum value of |g'(x)| in [jk, (G + 1)A]
must occur at the critical point which implies that

=<

2 2
@ =P@I< S max g < % eh

Xj<x=<xjq

e
2
Consequently, to ensure that the the error in linear interpolation is bounded by 1079, it is

sufficient for 4 to be chosen so that

h2
% <10°°. This implies that & < 1.72 x 1073,

Because n = (1 — 0)/h must be an integer, a reasonable choice for the step size is
h = 0.001. ]

EXERCISE SET 3.1

1.

For the given functions f(x), letxy = 0, x; = 0.6, and x, = 0.9. Construct interpolation polynomials
of degree at most one and at most two to approximate f(0.45), and find the absolute error.

a. f(x) =cosx c. f)=Inx+1)
b. fx)=+14+x d. f(x)=tanx
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2.  Forthe given functions f (x), letxy = 1,x; = 1.25, and x, = 1.6. Construct interpolation polynomials
of degree at most one and at most two to approximate f(1.4), and find the absolute error.

a. f(x) =sinmx c. fx) =log,,(Bx—1)
b. fx)=vx—1 d. f(x)=e*—x

3. Use Theorem 3.3 to find an error bound for the approximations in Exercise 1.
4. Use Theorem 3.3 to find an error bound for the approximations in Exercise 2.

5.  Use appropriate Lagrange interpolating polynomials of degrees one, two, and three to approximate
each of the following:

a.  f(84)if f(8.1) = 16.94410, f(8.3) = 17.56492, f(8.6) = 18.50515, f(8.7) = 18.82091

b f(=1)if £(~0.75) = —0.07181250, f(—0.5) = —0.02475000, f(—0.25) = 0.33493750,
£(0) = 1.10100000

c.  £(0.25)if £(0.1) = 0.62049958, f(0.2) = —0.28398668, f(0.3) = 0.00660095, f(0.4) =
0.24842440

d. f(0.9) if £(0.6) = —0.17694460, f(0.7) = 0.01375227, £(0.8) = 0.22363362, f(1.0) =
0.65809197

6. Use appropriate Lagrange interpolating polynomials of degrees one, two, and three to approximate
each of the following:

a.  f(043)if f(0) =1, £(0.25) = 1.64872, £(0.5) = 2.71828, f(0.75) = 4.48169
b. f(0)if f(=0.5) = 1.93750, f(—0.25) = 1.33203, f(0.25) = 0.800781, f(0.5) = 0.687500

c. f(0.18)if £(0.1) = —0.29004986, f(0.2) = —0.56079734, f(0.3) = —0.81401972, f(0.4) =
—1.0526302

d. f(0.25) if f(=1) = 0.86199480, f(—0.5) = 0.95802009, f(0) = 1.0986123, f(0.5) =
1.2943767

7. The data for Exercise 5 were generated using the following functions. Use the error formula to find a
bound for the error, and compare the bound to the actual error for the cases n = 1 and n = 2.

a. f(x)=xlnx
b.  f(x) =x* +4.001x% + 4.002x + 1.101
c. fx) =xcosx —2x2 +3x — 1
d. f(x) =sin(e —2)

8.  The data for Exercise 6 were generated using the following functions. Use the error formula to find a
bound for the error, and compare the bound to the actual error for the casesn = 1 and n = 2.
a. f(x)=e*
b. f)=x*-x+x>—x+1
e f(x)=x*cosx —3x
d fx) =In("+2)

9. Let P5(x) be the interpolating polynomial for the data (0, 0), (0.5, y), (1, 3), and (2, 2). The coefficient
of x* in P3(x) is 6. Find y.

10. Let f(x) = /x — x% and P, (x) be the interpolation polynomial on xo = 0, x; and x, = 1. Find the

largest value of x; in (0, 1) for which f(0.5) — P,(0.5) = —0.25.

11.  Use the following values and four-digit rounding arithmetic to construct a third Lagrange polyno-
mial approximation to f(1.09). The function being approximated is f(x) = log,,(tanx). Use this
knowledge to find a bound for the error in the approximation.

f(1.00) =0.1924  £(1.05) = 0.2414  f(1.10) =0.2933  f(1.15) = 0.3492

12.  Use the Lagrange interpolating polynomial of degree three or less and four-digit chopping arithmetic
to approximate cos 0.750 using the following values. Find an error bound for the approximation.

c0s0.698 = 0.7661 ¢c0s0.733 =0.7432 c0s0.768 = 0.7193  cos 0.803 = 0.6946

The actual value of cos 0.750 is 0.7317 (to four decimal places). Explain the discrepancy between the
actual error and the error bound.
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13.  Construct the Lagrange interpolating polynomials for the following functions, and find a bound for
the absolute error on the interval [xg, x,,].

a.  f(x)=e*cos3x, x=0,x=03,x=06,n=2
b. f(x) =sin(nx), xo=2.0,x;, =24,x, =2.6,n=2
c. f@=Ihx, x=lLx=1Lxn=13x3=14n=3
d. f(x)=cosx+sinx, xo=0,x,=025x=05x=10,n=3
14. Let f(x) =¢€", for0 <x <2.
a. Approximate f(0.25) using linear interpolation with xo = 0 and x; = 0.5.
b.  Approximate f(0.75) using linear interpolation with xo = 0.5 and x; = 1.
c. Approximate f(0.25) and f(0.75) by using the second interpolating polynomial with x, = 0,
x; =1,and x, = 2.
d. Which approximations are better and why?
15. Repeat Exercise 11 using Maple with Digits set to 10.
16. Repeat Exercise 12 using Maple with Digits set to 10.

17. Suppose you need to construct eight-decimal-place tables for the common, or base-10, logarithm
function from x = 1 to x = 10 in such a way that linear interpolation is accurate to within 1079,
Determine a bound for the step size for this table. What choice of step size would you make to ensure
that x = 10 is included in the table?

18. a. The introduction to this chapter included a table listing the population of the United States from
1950 to 2000. Use Lagrange interpolation to approximate the population in the years 1940, 1975,
and 2020.
b.  The population in 1940 was approximately 132,165,000. How accurate do you think your 1975
and 2020 figures are?

19. It is suspected that the high amounts of tannin in mature oak leaves inhibit the growth of the winter
moth (Operophtera bromata L., Geometridae) larvae that extensively damage these trees in certain
years. The following table lists the average weight of two samples of larvae at times in the first 28
days after birth. The first sample was reared on young oak leaves, whereas the second sample was
reared on mature leaves from the same tree.

a. Use Lagrange interpolation to approximate the average weight curve for each sample.

b.  Find an approximate maximum average weight for each sample by determining the maximum
of the interpolating polynomial.

Day ‘ 0 ‘ 6 ‘ 10 ‘ 13 ‘ 17 ‘ 20 ‘ 28
Sample 1 average weight (mg) | 6.67 | 17.33 | 42.67 | 37.33 | 30.10 | 29.31 | 28.74
Sample 2 average weight (mg) | 6.67 | 16.11 | 18.89 | 15.00 | 10.56 | 9.44 | 8.89

20. In Exercise 26 of Section 1.1 a Maclaurin series was integrated to approximate erf(1), where erf(x) is
the normal distribution error function defined by

erf(x) = 2 /X e dt
VTl '

a.  Use the Maclaurin series to construct a table for erf(x) that is accurate to within 10~ for erf(x;),
where x; = 0.2i, fori =0,1,...,5.

b.  Use both linear interpolation and quadratic interpolation to obtain an approximation to erf( %).
Which approach seems most feasible?

21.  Prove Taylor’s Theorem 1.14 by following the procedure in the proof of Theorem 3.3. [Hint: Let

(l’ _ xo)n-H
(x — xg)"t! ?

8 =f@® — PO —[fx) —PX]-

where P is the nth Taylor polynomial, and use the Generalized Rolle’s Theorem 1.10.]
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Show that max |g(x)| = h?/4, where g(x) = (x — jh)(x — (j + D)h).

XjSX=Xjq |

The Bernstein polynomial of degree n for f € C[0, 1] is given by
" (n k
Bn — i k 1= nfk’
W=y <k>f <n>x (1-x)
k=0
where (f) denotes n!/k!(n — k)!. These polynomials can be used in a constructive proof of the
Weierstrass Approximation Theorem 3.1 (see [Bart]) because lim B,(x) = f(x), foreachx € [0, 1].

a. Find B;(x) for the functions

i f(x)=x iil. f(x)=1

b. Show that for each k < n,
n—1 _ k n
k—1) " \n)\k)

c.  Use part (b) and the fact, from (ii) in part (a), that

n

1= Z (Z)xk(l —x)" % foreach n,

k=0
to show that, for f(x) = x?,

n—1 , 1
B,(x)={—)x"+ —x.
n n

d. Use part (c) to estimate the value of n necessary for |B,, (x) — x2| < 107° to hold for all x in
[0, 1].

3.2

Illustration
Table 3.2
x fx)

1.0 0.7651977
1.3 0.6200860
1.6 0.4554022
1.9 0.2818186
2.2 0.1103623

Data Approximation and Neville’s Method

In the previous section we found an explicit representation for Lagrange polynomials and
their error when approximating a function on an interval. A frequent use of these polynomials
involves the interpolation of tabulated data. In this case an explicit representation of the
polynomial might not be needed, only the values of the polynomial at specified points. In
this situation the function underlying the data might not be known so the explicit form of
the error cannot be used. We will now illustrate a practical application of interpolation in
such a situation.

Table 3.2 lists values of a function f at various points. The approximations to f(1.5)
obtained by various Lagrange polynomials that use this data will be compared to try and
determine the accuracy of the approximation.

The most appropriate linear polynomial uses xo = 1.3 and x; = 1.6 because 1.5 is between
1.3 and 1.6. The value of the interpolating polynomial at 1.5 is

1.5—-1.6 1.5-13
= M(O 6200860) + M(O 4554022) = 0.5102968
T (13-16) (1.6—13) o ‘

Two polynomials of degree 2 can reasonably be used, one with xo = 1.3, x; = 1.6, and
x; = 1.9, which gives
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PaLs) (1.5 —1.6)(1.5 — 1.9) (0.6200860) (1.5-1.3)(1.5— 1.9) (0.4554022)
(13— 1.6)(13 - 1.9) (1.6 — 1.3)(1.6 — 1.9)

(1.5 — 1.3)(1.5 — 1.6)
(1.9 —1.3)(1.9 — 1.6)

(0.2818186) = 0.5112857,

and one with xo = 1.0, x; = 1.3, and x, = 1.6, which gives 132(1.5) = 0.5124715.

In the third-degree case, there are also two reasonable choices for the polynomial. One
withxg = 1.3, x; = 1.6, x, = 1.9, and x3 = 2.2, which gives P3(1.5) = 0.5118302.

The second third-degree approximation is obtained with xo = 1.0, x; = 1.3, x, = 1.6,
and x3 = 1.9, which gives P3(1.5) = 0.5118127. The fourth-degree Lagrange polynomial
uses all the entries in the table. With xo = 1.0, x; = 1.3, x, = 1.6, x3 = 1.9, and x4 = 2.2,
the approximation is P4(1.5) = 0.5118200.

Because P5(1.5), 133(1.5), and P4(1.5) all agree to within 2 x 107> units, we expect
this degree of accuracy for these approximations. We also expect P4(1.5) to be the most
accurate approximation, since it uses more of the given data.

The function we are approximating is actually the Bessel function of the first kind of
order zero, whose value at 1.5 is known to be 0.5118277. Therefore, the true accuracies of
the approximations are as follows:

IP1(1.5) — £(1.5)] ~ 1.53 x 1073,
|P>(1.5) — f(1.5)] ~ 5.42 x 107%,
IP,(1.5) — f(1.5)| ~ 6.44 x 107*,
|P3(1.5) — f(1.5)] = 2.5 x 107°,
|P5(1.5) — f(1.5)| ~ 1.50 x 107,
IP4(1.5) — £(1.5)] ~ 7.7 x 107°.

Although P5(1.5) is the most accurate approximation, if we had no knowledge of the actual
value of f(1.5), we would accept P4(1.5) as the best approximation since it includes the
most data about the function. The Lagrange error term derived in Theorem 3.3 cannot be
applied here because we have no knowledge of the fourth derivative of f. Unfortunately,
this is generally the case. g

Neville’'s Method

A practical difficulty with Lagrange interpolation is that the error term is difficult to apply,
so the degree of the polynomial needed for the desired accuracy is generally not known
until computations have been performed. A common practice is to compute the results
given from various polynomials until appropriate agreement is obtained, as was done in
the previous Illustration. However, the work done in calculating the approximation by the
second polynomial does not lessen the work needed to calculate the third approximation;
nor is the fourth approximation easier to obtain once the third approximation is known,
and so on. We will now derive these approximating polynomials in a manner that uses the
previous calculations to greater advantage.

Let f be a function defined at xo, x, X2, . ..,X,, and suppose that m;, my, ..., m; are k
distinct integers, with 0 < m; < n for each i. The Lagrange polynomial that agrees with
f(x) at the k points X, , Xy, - . ., Xy, i denoted Py, sy, my (X). [ |

Suppose that xo = 1, x; = 2, x, = 3, x3 = 4, x4 = 6, and f(x) = ¢*. Determine the
interpolating polynomial denoted P, 4(x), and use this polynomial to approximate f(5).
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Solution This is the Lagrange polynomial that agrees with f(x) at x; = 2, x, = 3, and
x4 = 6. Hence

G=HE=6) , G=DE=6) 5 x=a=3)

P20 =509 T6-26-60° T 6-26-3

So

=(5—3)(5—6)62+ GC-296-6 5, 6-26-3

TP = 5e-6 T 6-26-6° T6-26-3

| 1
_ Eez NIE 586 ~ 218.105. -

The next result describes a method for recursively generating Lagrange polynomial
approximations.

Theorem 3.5 Let f be defined at xo, x1, . ..,x;, and let x; and x; be two distinct numbers in this set. Then

(x = x)Po1,. j-tj+1,..x() — (X = x)Po1,. imtit1,...k(X)
(x;i — x;)

Px) =

is the kth Lagrange polynomial that interpolates f at the k + 1 points xg, X1, . . . , Xx. [ ]

..........

and Q(x) are polynomials of degree k — 1 or less, P(x) is of degree at most k.
First note that Q(x;) = f(x;), implies that

Pxy) = (i —x)00x) — (6 —x)0(x;)  (x; — j; FO) = f(),
]

Xi — )Cj (x,- —

Similarly, since Q(x;) = f(x;), we have P(x;) = f(x;).
In addition, if 0 < r < k and r is neither i nor j, then Q(x,) = Q(x,) = f(x,).So

(v = )00 = (= 0QG) _ i)

Xj
P(x,) =
Xi — .Xj ()C,' — .Xj)

But, by definition, Py ;. x(x) is the unique polynomial of degree at most k that agrees with
f atxo,xi,...,x. Thus, P = Py k- T

Theorem 3.5 implies that the interpolating polynomials can be generated recursively.
For example, we have

Py =

[(x —x0)P1 — (x — x1)Po], Pir=
X1 — Xo X2 — X1

[(x —x)P> — (x — x2)P1],

Poi2 = [(x —x0)P12 — (x —x2)Po 1],

X2 —Xo

and so on. They are generated in the manner shown in Table 3.3, where each row is completed
before the succeeding rows are begun.
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Table 3.3 o P
X1 P, P 0,1
X2 Py P Po,12
X3 P Pys Pios Po123
X4 Py P3y Pr3g4 Pio3a Poi1234

The procedure that uses the result of Theorem 3.5 to recursively generate interpolating
polynomial approximations is called Neville’s method. The P notation used in Table 3.3
is cumbersome because of the number of subscripts used to represent the entries. Note,
however, that as an array is being constructed, only two subscripts are needed. Proceeding
down the table corresponds to using consecutive points x; with larger i, and proceeding to
the right corresponds to increasing the degree of the interpolating polynomial. Since the
points appear consecutively in each entry, we need to describe only a starting point and the
number of additional points used in constructing the approximation.

To avoid the multiple subscripts, we let Q; ;(x), for 0 < j < i, denote the interpolating
polynomial of degree j on the (j + 1) numbers x;_j, Xi_j41, . . ., X;—1, X;; that is,

Eric Harold Neville (1889-1961)
gave this modification of the
Lagrange formula in a paper

published in 1932.[N]
Qij = Pijiji1,..i-1i-

Using this notation provides the Q notation array in Table 3.4.

Table 3.4 o Po = Qoo
X Py =01 Py, = 01,1
X2 Py = 0sp Py =0 Po12 =022
X3 P3 = 039 Py = 03 Pio3z =032 Poi23 = 033
X4 Py = Q49 P34 = Qa4 P34 = Qan Pio3a =043 Po1234 = Qaa

Example 2  Values of various interpolating polynomials at x = 1.5 were obtained in the Illustration at
the beginning of the Section using the data shown in Table 3.5. Apply Neville’s method to
the data by constructing a recursive table of the form shown in Table 3.4.

Table 35 Solution Letxy = 1.0, x; = 1.3, x, = 1.6, x3 = 1.9, and x4 = 2.2, then Qg = f(1.0),
Q1o = f(1.3), 00 = f(1.6), O30 = f(1.9), and Q49 = [f(2.2). These are the five

* f polynomials of degree zero (constants) that approximate f(1.5), and are the same as data
1.0 0.7651977 given in Table 3.5.
1.3 0.6200860 Calculating the first-degree approximation Q; 1(1.5) gives
1.6 0.4554022
1.9 0.2818186 (= x0)Q10 — (x —x1)Qop
22 0.1103623 Q1i(15) = X1 — X0

_ (1.5=1.0)010 — (1.5 -1.3)0pp

B 1.3-1.0

0.5(0.6200860) — 0.2(0.7651977
= ( ) ( ) = 0.5233449.
0.3
Similarly,
1.5 — 1.3)(0.4554022) — (1.5 — 1.6)(0.6200860
01(1.5) = ( N ) = ( N ) = 0.5102968,

16— 1.3
0s1(1.5) = 05132634, and Q4,(1.5) = 0.5104270.
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3.2 Data Approximation and Neville’s Method 121

The best linear approximation is expected to be Q> because 1.5 is between x; = 1.3
and x, = 1.6.
In a similar manner, approximations using higher-degree polynomials are given by

1.5 -1.0)(0.5102968) — (1.5 — 1.6)(0.5233449
025(15) = ¢ ) 1; io ) ) _ 05124715,

032(1.5) = 05112857, and Q42(1.5) = 0.5137361.

The higher-degree approximations are generated in a similar manner and are shown in
Table 3.6. [ ]

Table36 |, 07651977
13 06200860  0.5233449
16 04554022 05102968 05124715
19 02818186 05132634 05112857 05118127
22 01103623 05104270  0.5137361 05118302  0.5118200

If the latest approximation, Q4 4, was not sufficiently accurate, another node, xs, could
be selected, and another row added to the table:

x5 QOso QOs1 QOs2 0Os3 Osa Oss.

Then Q44, Os 4, and Qs 5 could be compared to determine further accuracy.
The function in Example 2 is the Bessel function of the first kind of order zero, whose
value at 2.5 is —0.0483838, and the next row of approximations to f(1.5) is

2.5 —0.0483838 0.4807699 0.5301984 0.5119070 0.5118430 0.5118277.

The final new entry, 0.5118277, is correct to all seven decimal places.

The NumericalAnalysis package in Maple can be used to apply Neville’s method for
the values of x and f(x) = y in Table 3.6. After loading the package we define the data
with

xy :=[[1.0,0.7651977],[1.3, 0.6200860], [1.6, 0.4554022], [1.9,0.2818186]]
Neville’s method using this data gives the approximation at x = 1.5 with the command
p3 := Polynomiallnterpolation(xy, method = neville, extrapolate = [1.5])

The output from Maple for this command is

POLYINTERP([[1.0,0.7651977],[1.3,0.6200860], [1.6,0.45540221,1.9,0.2818186]],
method = neville, extrapolate = [1.5], INFO)

which isn’t very informative. To display the information, we enter the command
NevilleTable(p3,1.5)

and Maple returns an array with four rows and four columns. The nonzero entries corre-
sponding to the top four rows of Table 3.6 (with the first column deleted), the zero entries
are simply used to fill up the array.

To add the additional row to the table using the additional data (2.2, 0.1103623) we
use the command
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Example 3
Table 3.7
i X; In x;
0 2.0 0.6931
1 2.2 0.7885
2 2.3 0.8329
Table 3.8

Interpolation and Polynomial Approximation

p3a := AddPoint(p3,[2.2,0.1103623])
and a new array with all the approximation entries in Table 3.6 is obtained with

NevilleTable(p3a, 1.5)

Table 3.7 lists the values of f(x) = Inx accurate to the places given. Use Neville’s method
and four-digit rounding arithmetic to approximate f(2.1) = In 2.1 by completing the Neville
table.

Solution Because x — xp = 0.1, x — x; = —0.1, x — x, = —0.2, and we are given
Qoo = 0.6931, Q1 = 0.7885, and 0,y = 0.8329, we have

1 0.1482
= —[(0.1)0.7885 — (—0.1)0.6931] = ——— = 0.7410
011 02 [(0.1) ( )0.6931] 02
and

0.07441 07441

01 = % [(—0.1)0.8329 — (—0.2)0.7885] =

The final approximation we can obtain from this data is

1 0.2276
0,1 = — [(0.1)0.7441 — (—0.2)0.7410] = ——— = 0.7420.
’ 0.3 03
These values are shown in Table 3.8. ]
Xi X — X QOio Oii Op

0 2.0 0.1 0.6931

1 2.2 —0.1 0.7885 0.7410

2 2.3 —-0.2 0.8329 0.7441 0.7420

In the preceding example we have f(2.1) = In2.1 = 0.7419 to four decimal places,
so the absolute error is

|£(2.1) — P>(2.1)] = 0.7419 — 0.7420] = 10~*.

However, f'(x) = 1/x, f"(x) = —1/x%,and f"(x) = 2/x>, so the Lagrange error formula
(3.3) in Theorem 3.3 gives the error bound

i 2.1
@D = ReDI= #(}c —x0)(x — x1)(x — x2)
Y oo 0002 - .
B '3(5(2.1))3 (0.D(=0.1)( 0-2)‘ < 3 =83 %107

Notice that the actual error, 104, exceeds the error bound, 8.3 x 1075, This apparent
contradiction is a consequence of finite-digit computations. We used four-digit rounding
arithmetic, and the Lagrange error formula (3.3) assumes infinite-digit arithmetic. This
caused our actual errors to exceed the theoretical error estimate.

e Remember: You cannot expect more accuracy than the arithmetic provides.

Algorithm 3.1 constructs the entries in Neville’s method by rows.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



3.2 Data Approximation and Neville’s Method 123

Neville’s Iterated Interpolation

To evaluate the interpolating polynomial P on the n + 1 distinct numbers xy, . . ., x,, at the
number x for the function f:

INPUT numbers x, xg, X1, . . ., X,; values f(xg), f(x1),..., f(x,) as the first column

00,0, 01,05+ -->0np of Q.
OUTPUT  the table Q with P(x) = Q-

Step1 Fori=1,2,...,n
forj=1,2,...,i
(x —xi-)Qi j—1 — (x = x)Qi—1, j—1

Xi — xi_j

set QiJ =

Step 2 OUTPUT (Q);
STOP. "

The algorithm can be modified to allow for the addition of new interpolating nodes.
For example, the inequality

|Qii — Qi—1,i-1]l < €

can be used as a stopping criterion, where ¢ is a prescribed error tolerance. If the inequality is
true, Q;; is areasonable approximation to f (x). If the inequality is false, a new interpolation
point, x;, is added.

EXERCISE SET 3.2

1.  Use Neville’s method to obtain the approximations for Lagrange interpolating polynomials of degrees
one, two, and three to approximate each of the following:
a.  f(8.4)if f(8.1) = 16.94410, f(8.3) = 17.56492, f(8.6) = 18.50515, f(8.7) = 18.82091
b. f(—%) if £(—0.75) = —0.07181250, f(—0.5) = —0.02475000, f(—0.25) = 0.33493750,
f(0) = 1.10100000
c.  f(0.25) if f(0.1) = 0.62049958, f(0.2) = —0.28398668, f(0.3) = 0.00660095, f(0.4) =
0.24842440

d. f(0.9)if £(0.6) = —0.17694460, f(0.7) = 0.01375227, £(0.8) = 0.22363362, f(1.0) =
0.65809197

2. Use Neville’s method to obtain the approximations for Lagrange interpolating polynomials of degrees
one, two, and three to approximate each of the following:

a. f(043)if f(0) =1, £(0.25) = 1.64872, £(0.5) = 2.71828, £(0.75) = 4.48169
b. f(0)if f(—0.5) = 1.93750, f(—0.25) = 1.33203, f(0.25) = 0.800781, f(0.5) = 0.687500

¢.  £(0.18)if £(0.1) = —0.29004986, £(0.2) = —0.56079734, £(0.3) = —0.81401972, £(0.4) =
—1.0526302

d. f(0.25) if f(—1) = 0.86199480, f(—0.5) = 0.95802009, f(0) = 1.0986123, f(0.5) =
1.2943767

3. Use Neville’s method to approximate +/3 with the following functions and values.
a. f(x) =3"andthe valuesxy = —2,x; = —1,x, =0,x;3 = 1, and x4, = 2.
b. f(x) = /x and the values xo = 0, x; = 1, x, = 2, x3 = 4, and x4 = 5.
c. Compare the accuracy of the approximation in parts (a) and (b).
4. Let P;(x) be the interpolating polynomial for the data (0,0), (0.5,y), (1,3), and (2,2). Use Neville’s
method to find y if P3(1.5) = 0.
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5. Neville’s method is used to approximate f(0.4), giving the following table.

Xo = 0 PO =1
X]:0.25 P1:2 PQ]:2.6
x =05 P, P, Poi»

x3=075 Py=8 Py3=24 P1,3=296 Py,3=23.016

Determine P, = f(0.5).
6. Neville’s method is used to approximate f(0.5), giving the following table.

Xo = 0 Po =0
X1 = 0.4 P1 =28 PO,l =35
Xy = 0.7 Pz P]‘z P0,1,2 = %

Determine P, = f(0.7).
7. Suppose x; = j, forj =0, 1, 2, 3 and it is known that

Poyl(x) =2x+ l, PO,Q(X) =x-+ l, and P1!2’3(2.5) =3.

Find PO,I,Z,B (25)
8. Suppose x; =j, forj =0, 1, 2, 3 and it is known that

P()‘l (.X) =x+ 1, P|'2(x) =3x — 1, and P1,2’3(1.5) = 4

Find Po,|,2,3(1.5).

9. Neville’s Algorithm is used to approximate f(0) using f(—2), f(—1), f(1), and f(2). Suppose
f(—1) was understated by 2 and f(1) was overstated by 3. Determine the error in the original
calculation of the value of the interpolating polynomial to approximate f(0).

10. Neville’s Algorithm is used to approximate f(0) using f(—2), f(—1), f(1), and f(2). Suppose
f(—1) was overstated by 2 and f(1) was understated by 3. Determine the error in the original
calculation of the value of the interpolating polynomial to approximate f(0).

11. Construct a sequence of interpolating values y, to f(1 + V10), where f@) = (A +x»7! for

—5 < x < 5,asfollows: Foreachn = 1,2,...,10,leth = 10/nand y, = P,(1 + m), where P, (x)
is the interpolating polynomial for f(x) at the nodes xg’),xf”), o, x™ and x;") = —5 + jh, for each
j=0,1,2,...,n. Does the sequence {y,} appear to converge to f(1 + M)?
Inverse Interpolation Suppose f € C![a,b], f'(x) # 0 on [a,b] and f has one zero p in [a, b].
Let xo,...,X,, be n + 1 distinct numbers in [a,b] with f(x;) = yx, for each k = 0,1,...,n. To
approximate p construct the interpolating polynomial of degree n on the nodes yy, ...,y, for f~'.
Since y; = f(x) and 0 = f(p), it follows that f~'(3) = x; and p = f~!(0). Using iterated
interpolation to approximate f~!(0) is called iterated inverse interpolation.

12.  Use iterated inverse interpolation to find an approximation to the solution of x — e™ = 0, using the
data
X ‘ 0.3 ‘ 0.4 ‘ 0.5 ‘ 0.6
e | 0.740818 ‘ 0.670320 ‘ 0.606531 ‘ 0.548812

13.  Construct an algorithm that can be used for inverse interpolation.

3.3 Divided Differences

Iterated interpolation was used in the previous section to generate successively higher-degree
polynomial approximations at a specific point. Divided-difference methods introduced in
this section are used to successively generate the polynomials themselves.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



As in so many areas, Isaac
Newton is prominent in the study
of difference equations. He
developed interpolation formulas
as early as 1675, using his A
notation in tables of differences.
He took a very general approach
to the difference formulas, so
explicit examples that he
produced, including Lagrange’s
formulas, are often known by
other names.
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Suppose that P, (x) is the nth Lagrange polynomial that agrees with the function f at
the distinct numbers xg, xp, . . ., x,. Although this polynomial is unique, there are alternate
algebraic representations that are useful in certain situations. The divided differences of f
with respect to xg, xi, . . . , X,, are used to express P,(x) in the form

Pp(x) = ao + a1(x — x0) + ar(x —x0)(x —x1) + - + a,(x —x0) - - - (x = Xp—1), (3.5)

for appropriate constants ag,ay,. . .,a,. To determine the first of these constants, ag, note
that if P, (x) is written in the form of Eq. (3.5), then evaluating P, (x) at x( leaves only the
constant term ao; that is,

ap = P,(xo) = f(x0).

Similarly, when P(x) is evaluated at x;, the only nonzero terms in the evaluation of
P, (x1) are the constant and linear terms,

f(x0) + ar(x1 — xo) = Pu(x1) = f(x1);
SO

J () — f (o)

X1 — Xo

(3.6)

We now introduce the divided-difference notation, which is related to Aitken’s A2
notation used in Section 2.5. The zeroth divided difference of the function f with respect
to x;, denoted f[x;], is simply the value of f at x;:

flxi] = fx). (3.7)

The remaining divided differences are defined recursively; the first divided difference
of f with respect to x; and x;; is denoted f[x;, x;+1] and defined as

Flxixie1] = M (3.8)

Xitl — Xi

The second divided difference, f[x;,xii1,Xi12], is defined as

Sxir1, Xiz2] — flxi, xie1]

Xig2 — X

Sl Xip1, xip2] =
Similarly, after the (k — 1)st divided differences,
S Xip 1, Xigos - Xipr—1] and  fxg1, Xig2, - Xigek—15 Xigk ]
have been determined, the kth divided difference relative to x;, x;1 1, Xi12, . .., Xi1k 1S

(i1, Xigos - oo Xk ] — flxn Xiets - o -5 Xigk—1]
FIXiy Xit1s - oo s Xipkm1, Xipa] = P Xies oo Xigkd = FIG Xiss oo Xkt ] (3.9)
Xitk — Xi

The process ends with the single nth divided difference,

_ SIxx, ] = flxo, X X0 ]
X, — X0 '

f[.X(),X],. .. ,xn]

Because of Eq. (3.6) we can write a; = f[xp,x1], just as ag can be expressed as ay =
f(x0) = flxo]. Hence the interpolating polynomial in Eq. (3.5) is

P,(x) = flxo]l + flxo,x1](x — x0) + az2(x — x0) (x — x1)

+ -4 a,(x—x0)x —x1) - (X —x,-1).
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As might be expected from the evaluation of ay and a;, the required constants are

ar = flxo,x1,%2, ..., Xl

for each k = 0,1,...,n. So P,(x) can be rewritten in a form called Newton’s Divided-

Difference:

Py(x) = flxol + ) %0, %1, 0] (X = x0) -+ (X — X 1),

k=1

(3.10)

The value of f[xg,x1, ..
shown in Exercise 21.

The generation of the divided differences is outlined in Table 3.9. Two fourth and one
fifth difference can also be determined from these data.

., X¢] is independent of the order of the numbers xg, x1, ..., X, as

Table 3.9
First Second Third
X fx) divided differences divided differences divided differences
Xo Sflxl
_ i - sl
[flxo,x1] = Y —x
W g oy L] = flis]
X2 — Xp
flxL,xl= w Flxos X1, X0, %3] = f[xhxz,x;] :){[Xo,xl,xz]
X2 flxl o Flx,xo.x6] = S, x3] = flx,x] 300
1s 5 T e
X3 — X
ezl = w flx1,x2,x3,x4] = f[xz’xS’x;] :f[xl’xz’xﬂ
5 i T = fienl = Sl o
» R X4 — X
sl = w flx, X3, x4, x5] = f[x;,x4,x;] :){[XZ’X3’X4]
X. Sflxal o FLxs, x4, 5] = Slxa, xs] = flxs, x4] ST
4 4 33 A4y A5 |\ — —————————————
Feo g = L0l = ] o
L
Xs flxs]

Newton’s Divided-Difference Formula

To obtain the divided-difference coefficients of the interpolatory polynomial P on the (n+1)
distinct numbers x, X1, . . . , X,, for the function f:

INPUT  numbers xo, x1, . .., X,; values f(xo), f(x1),..., f(x,) as Foo,F10,...,Fuo-

OUTPUT  the numbers Fog, Fy 1, ..., F,, where

n i—1
Pyx) =Foo+ Y Ful[&c—x). (Fuiis flxo.xr,....x1)
i=1 j=0

Step1 Fori=1,2,...,n
Forj=1,2,...,i

Fij1 —Fi—1j-1
set Fij = % (Fij = flxigj, ..., x])
i i—j
Step 2 OUTPUT (F()’(), F1’1, ey F,,,n);
STOP. u
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Example 1
Table 3.10
x fx)
1.0 0.7651977
1.3 0.6200860
1.6 0.4554022
1.9 0.2818186
2.2 0.1103623
Table 3.11

3.3 Divided Differences 127

The form of the output in Algorithm 3.2 can be modified to produce all the divided
differences, as shown in Example 1.

Complete the divided difference table for the data used in Example 1 of Section 3.2, and
reproduced in Table 3.10, and construct the interpolating polynomial that uses all this data.

Solution The first divided difference involving x¢ and x; is

Sl = flx]  0.6200860 — 0.7651977

= —0.4837057.
X1 — X0 1.3—-1.0

flxo,x1] =

The remaining first divided differences are found in a similar manner and are shown in the
fourth column in Table 3.11.

i Xi flxil Sflxici,xi] flxic2, xim1, %] flxics, .o, xil flxicas .., xi]
0 1.0 0.7651977
—0.4837057
1 1.3 0.6200860 —0.1087339
—0.5489460 0.0658784
2 1.6 0.4554022 —0.0494433 0.0018251
—0.5786120 0.0680685
3 1.9 0.2818186 0.0118183
—0.5715210

4 22 0.1103623

The second divided difference involving xo, x;, and x; is

fIx1,x2] — flxo,x1] _ —0.5489460 — (—0.4837057)  _0.1087339.
X2 — X0 1.6 — 1.0

The remaining second divided differences are shown in the 5th column of Table 3.11.
The third divided difference involving xy, xi, X2, and x3 and the fourth divided difference
involving all the data points are, respectively,
Slxr,x2,x3] — flxo,x1,x2]  —0.0494433 — (—0.1087339)

X3 — Xo - 1.9-1.0
= 0.0658784,

flxo,x1,x] =

Sflxo,x1,%2,x3] =

and
f[x X XA X ] _ f[xl,XQ,X3,)C4] — f[xo,xl,xz,xﬂ _ 0.0680685 — 0.0658784
05 A5 A2, A3, A4 — X4 — X0 - 22-1.0

= 0.0018251.

All the entries are given in Table 3.11.
The coefficients of the Newton forward divided-difference form of the interpolating
polynomial are along the diagonal in the table. This polynomial is

Pa(x) = 0.7651977 — 0.4837057(x — 1.0) — 0.1087339(x — 1.0)(x — 1.3)
+0.0658784(x — 1.0)(x — 1.3)(x — 1.6)
+0.0018251(x — 1.0)(x — 1.3)(x — 1.6)(x — 1.9).

Notice that the value P4(1.5) = 0.5118200 agrees with the result in Table 3.6 for Example
2 of Section 3.2, as it must because the polynomials are the same. [ ]

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



128

CHAPTER 3 =

Theorem 3.6

Interpolation and Polynomial Approximation

We can use Maple with the NumericalAnalysis package to create the Newton Divided-
Difference table. First load the package and define the x and f(x) = y values that will be
used to generate the first four rows of Table 3.11.

xy :=[[1.0,0.7651977],[1.3,0.6200860], [1.6, 0.4554022],[1.9,0.28181861]]
The command to create the divided-difference table is
p3 := Polynomiallnterpolation(xy, independentvar = ‘x’, method = newton)
A matrix containing the divided-difference table as its nonzero entries is created with the
DividedDifferenceTable(p3)
We can add another row to the table with the command
p4 := AddPoint(p3,[2.2,0.1103623])

which produces the divided-difference table with entries corresponding to those in
Table 3.11.
The Newton form of the interpolation polynomial is created with

Interpolant(p4)

which produces the polynomial in the form of P4(x) in Example 1, except that in place of
the first two terms of P4 (x):

0.7651977 — 0.4837057(x — 1.0)

Maple gives this as 1.248903367 — 0.4837056667x.
The Mean Value Theorem 1.8 applied to Eq. (3.8) when i = 0,

fx) — fxo)

X1 — Xo

Sflxo,x1] =

implies that when f’ exists, f[xp,x;] = f'(&) for some number & between xy and x;. The
following theorem generalizes this result.

Suppose that f € C"[a, b] and xy, xy, . . ., x, are distinct numbers in [a, b]. Then a number &
exists in (a, b) with
“ &)
f[xo,xl,.--,xn]=fn,S . [

Proof Let
gx) = f(x) — Pp(x).

Since f(x;) = P,(x;) foreachi =0, 1,...,n, the function g has n+ 1 distinct zeros in [a, b].
Generalized Rolle’s Theorem 1.10 implies that a number £ in (a, b) exists with g™ (&) = 0,
o)

0= f") — P ).
Since P, (x) is a polynomial of degree n whose leading coefficient is f[xo, x1, ..., X,],
P,(I”)(x) = n!f[x0, X1, .., %ul,
for all values of x. As a consequence,

7@

Vl’ = = =

f['x07-x17' .. ’-xn] ==
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Newton’s divided-difference formula can be expressed in a simplified form when the
nodes are arranged consecutively with equal spacing. In this case, we introduce the notation
h = x4 —x;,foreachi =0,1,...,n — 1 and let x = xy 4 sh. Then the difference x — x;
isx —x; = (s — i)h. So Eq. (3.10) becomes

Py(x) = Py(xo + sh) = flxol + sh flxo,x1] + (s — DA’ flxo,x1,x2]
4+t s(s—=1) - (s —n+ DA flxo, x15- -, Xn]
= flxol+ ) s(s =1 (s —k+ DA flxo,x1, .. ,x.
k=1
Using binomial-coefficient notation,

s _s(s—1)~--(s—k+1)
<k>_ k! ’

we can express P, (x) compactly as

n

P,(x) = P,(xo + sh) = flxo] + <2>k!hkf[xo,x,-, R (3.11)
k=1

Forward Differences

The Newton forward-difference formula, is constructed by making use of the forward
difference notation A introduced in Aitken’s A% method. With this notation,

— 1 1
Fleonl = LELZTC Ly poo) = 2 af (o)
X1 — X0 h h
1A — A 1
Sflxo,x1,x2] = o |: S ) ; f(xO):I = ﬁAZf(xo),
and, in general,
1
flxo,xi, ..., ;] = WAkf(xd

Since f[xo] = f(x0), Eq. (3.11) has the following form.

Newton Forward-Difference Formula
n s k
Py(x) = f(xo) + 1?:1 (k)A S (xo0) (3.12)

Backward Differences

If the interpolating nodes are reordered from last to first as x,,, x,_p, . .., Xp, We can write
the interpolatory formula as

Pn(x) = f[xn] + f[xnvxn—l](x _xn) + f[xn’xn—lvxn—Z](x _xn)(x _xn—l)
+ ot S X0l — X)) (X = X)) - (0 — Xp).
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If, in addition, the nodes are equally spaced with x = x,, + sh and x = x; + (s +n —i)h,
then

Pn(x) = Pn(-xn + Sh)
= fxa] + SAf X0y Xm1] + 55 + DA f Xy Xym1 X2 ] + -
+s(s+1)---(s+n— DA flx,,...,x].

This is used to derive a commonly applied formula known as the Newton backward-
difference formula. To discuss this formula, we need the following definition.

Given the sequence {p,}52, define the backward difference Vp, (read nabla p,) by
VDu =Pn — Ppn-1, forn>1.
Higher powers are defined recursively by

Vp, = V(V*p,), fork > 2. -
Definition 3.7 implies that

1 1
Flons Xpa] = 3V F )y fDins X1, Y] = @Wf(xn),

and, in general,

1
S Xn—ts o X = vaf(xn)-

Consequently,

s(s+1)
2

s(s+1)---(s+n—
n!

Pp(x) = flxal + sV f () + Vi) + -+ 1)V"f(xn)-

If we extend the binomial coefficient notation to include all real values of s by letting

(—s)_ —s(=s =1 (—s—k+1) —( 1)ks(s—i—l)'u(s—i—k—l)
k — — = s

k! k!

then
Po(x) = flx+(=1)' <_1S>Vf(xn)+(—l)2(_2s) V2F )+ -+ (=1)" (:f) V" £ (%)

This gives the following result.

Newton Backward-Difference Formula

Py) = flx ]+ Z(—l)"(‘,f> vE £ ) (3.13)

k=1
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lllustration The divided-difference Table 3.12 corresponds to the data in Example 1.

Table 3.12 First divided Second divided Third divided Fourth divided
differences differences differences differences
1.0 0.7651977
—0.4837057
1.3 0.6200860 —0.1087339
—0.5489460 0.0658784
1.6 0.4554022 —0.0494433 99935351
—0.5786120 0.0680685
1.9 0.2818186 0.0118183
—05715210

22 01103623

Only one interpolating polynomial of degree at most 4 uses these five data points, but we
will organize the data points to obtain the best interpolation approximations of degrees 1,
2, and 3. This will give us a sense of accuracy of the fourth-degree approximation for the
given value of x.

If an approximation to f(1.1) is required, the reasonable choice for the nodes would
bexp = 1.0, x; = 1.3, x, = 1.6, x3 = 1.9, and x4, = 2.2 since this choice makes the
earliest possible use of the data points closest to x = 1.1, and also makes use of the fourth
divided difference. This implies that 4 = 0.3 and s = %, so the Newton forward divided-
difference formula is used with the divided differences that have a solid underline (__ ) in
Table 3.12:

Ps(1.1) = P4(1.0 + %(0.3))

1 1/ 2
= 07651977 + (0.3)(~0.4837057) + <—§> (0.3)2(—0.1087339)

! ( %> ( é) (0.3)%(0.0658784)
+ 373\ 73 . .

+1 2Y (22 (L8 0.3)*(0.0018251
3(5)(5)(3)“”- )

= 0.7196460.

To approximate a value when x is close to the end of the tabulated values, say, x = 2.0, we
would again like to make the earliest use of the data points closest to x. This requires using
the Newton backward divided-difference formula with s = —% and the divided differences
in Table 3.12 that have a wavy underline (____). Notice that the fourth divided difference
is used in both formulas.

P4(2.0) = P4 (2.2 - %(0.3))

2 2 (1
= 0.1103623 — 2(0.3)(~0.5715210) - 3 <§> (0.3)2(0.0118183)

% (l) (i) © 3)3(0 0680685) % <l> (i) (Z) 0.3 4(0.0018251
303 3 . . —313 3 3 3)*(0. )

= (0.2238754. O
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James Stirling (1692-1770)
published this and numerous
other formulas in Methodus
Differentialis in 1720.
Techniques for accelerating the
convergence of various series are
included in this work.

Table 3.13

Example 2

Table 3.14

Interpolation and Polynomial Approximation

Centered Differences

The Newton forward- and backward-difference formulas are not appropriate for approximat-
ing f (x) when x lies near the center of the table because neither will permit the highest-order
difference to have xq close to x. A number of divided-difference formulas are available for
this case, each of which has situations when it can be used to maximum advantage. These
methods are known as centered-difference formulas. We will consider only one centered-
difference formula, Stirling’s method.

For the centered-difference formulas, we choose xy near the point being approximated
and label the nodes directly below xq as x1, x2, . . . and those directly above as x_j,x_5,. ...
With this convention, Stirling’s formula is given by

h
Py(x) = Papy1 (¥) = flxol + %(f[x_l,xo] + flxo,x1]D) + 52 flx_p,x0.x1]  (3.14)
s(s> — DA?
+ 2
+o P2 =DEE =) (8P = m = DHR Xy X]
N s(s2 _ 1) . (;2 _ m2)h2m+l

ifn =2m+ 11is odd. If n = 2m is even, we use the same formula but delete the last line.
The entries used for this formula are underlined in Table 3.13.

Slx—a, x_1,x0, x1] + fx—1, %0, X1, X2])

(f[xfmflv .. ’-xm] + f[xfms LI 9xm+1])a

First divided Second divided Third divided Fourth divided
X fx) differences differences differences differences
X2 flx_2]
Slx_2,x4]
X1 Slxi] Slx—2,x-1,%0]
Sfx_1,x0] SIx_2,x_1,%0,x1]
Xo M Sx—1, X0, x1] Slx—2,x_1,%0,%1, %]
S x0,x1] SIx_1, X0, %1, X2]
X1 Sflxl S [xo, x1,x2]
Sx1,x2]
X2 flx]

Consider the table of data given in the previous examples. Use Stirling’s formula to approx-
imate f(1.5) with xo = 1.6.

Solution To apply Stirling’s formula we use the underlined entries in the difference
Table 3.14.

First divided Second divided Third divided Fourth divided
X f(x) differences differences differences differences

1.0 0.7651977

—0.4837057
1.3 0.6200860 —0.1087339
—0.5489460 0.0658784
1.6 0.4554022 —0.0494433 0.0018251
—0.5786120 0.0680685
1.9 0.2818186 0.0118183
—0.5715210

22 0.1103623
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The formula, with 7 = 0.3, xg = 1.6, and s = —%, becomes

f(1.5) = Py (1.6 + (—%) (0.3))

1\ /03
= 0.4554022 + (_§> (7) ((—0.5489460) + (—0.5786120))

2
+ (—%) (0.3)%(—0.0494433)

2
+ % (-%) ((—%) — 1) (0.3)%(0.0658784 4 0.0680685)

2 2
+ <_%> <<—%) - 1) (0.3)*(0.0018251) = 0.5118200. .

Most texts on numerical analysis written before the wide-spread use of computers have
extensive treatments of divided-difference methods. If a more comprehensive treatment of
this subject is needed, the book by Hildebrand [Hild] is a particularly good reference.

EXERCISE SET 33

1. Use Eq. (3.10) or Algorithm 3.2 to construct interpolating polynomials of degree one, two, and three
for the following data. Approximate the specified value using each of the polynomials.
a.  f(84)if f(8.1) =16.94410, f(8.3) = 17.56492, f(8.6) = 18.50515, f(8.7) = 18.82091
b.  f(0.9) if £(0.6) = —0.17694460, f(0.7) = 0.01375227, £(0.8) = 0.22363362, f(1.0) =
0.65809197
2. Use Eq. (3.10) or Algorithm 3.2 to construct interpolating polynomials of degree one, two, and three
for the following data. Approximate the specified value using each of the polynomials.
a.  f(043)if f(0) =1, £(0.25) = 1.64872, £(0.5) = 2.71828, f(0.75) = 4.48169
b. f(0)if f(-0.5) = 1.93750, f(—0.25) = 1.33203, f(0.25) = 0.800781, f(0.5) = 0.687500
3. Use Newton the forward-difference formula to construct interpolating polynomials of degree one,
two, and three for the following data. Approximate the specified value using each of the polynomials.
a. f (—%) if f(—=0.75) = —0.07181250, f(—0.5) = —0.02475000, f(—0.25) = 0.33493750,
f(0) = 1.10100000
b.  f(0.25) if £(0.1) = —0.62049958, f(0.2) = —0.28398668, f(0.3) = 0.00660095, f(0.4) =
0.24842440
4. Use the Newton forward-difference formula to construct interpolating polynomials of degree one,
two, and three for the following data. Approximate the specified value using each of the polynomials.
a.  f(043)if £(0) =1, £(0.25) = 1.64872, f(0.5) = 2.71828, f(0.75) = 4.48169
b.  f(0.18)if £(0.1) = —0.29004986, f(0.2) = —0.56079734, f(0.3) = —0.81401972, f(0.4) =
—1.0526302
5. Use the Newton backward-difference formula to construct interpolating polynomials of degree one,
two, and three for the following data. Approximate the specified value using each of the polynomials.
a. f(—1/3)if f(—0.75) = —0.07181250, f(—0.5) = —0.02475000, f(—0.25) = 0.33493750,
f(0) = 1.10100000
b.  f(0.25) if £(0.1) = —0.62049958, f(0.2) = —0.28398668, f(0.3) = 0.00660095, f(0.4) =
0.24842440
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CHAPTER 3

10.

11.

12.

Interpolation and Polynomial Approximation

Use the Newton backward-difference formula to construct interpolating polynomials of degree one,
two, and three for the following data. Approximate the specified value using each of the polynomials.

a. f(043)if f(0) =1, £(0.25) = 1.64872, £(0.5) = 2.71828, £(0.75) = 4.48169

b. f(0.25) if f(—1) = 0.86199480, f(—0.5) = 0.95802009, f(0) = 1.0986123, f(0.5) =
1.2943767

a. Use Algorithm 3.2 to construct the interpolating polynomial of degree three for the unequally
spaced points given in the following table:

—0.1 | 5.30000
0.0 | 2.00000
0.2 | 3.19000
0.3 | 1.00000

b. Add f(0.35) = 0.97260 to the table, and construct the interpolating polynomial of degree four.

Use Algorithm 3.2 to construct the interpolating polynomial of degree four for the unequally
spaced points given in the following table:

x fx)
0.0 | —6.00000
0.1 | —5.89483
0.3 | —=5.65014
0.6 | —5.17788
1.0 | —4.28172

b. Add f(1.1) = —3.99583 to the table, and construct the interpolating polynomial of degree five.

Approximate f(0.05) using the following data and the Newton forward-difference formula:
X ‘ 0.0 ‘ 0.2 ‘ 0.4 ‘ 0.6 ‘ 0.8
£G0 | 100000 | 122140 | 149182 | 1.82212 | 222554

b.  Use the Newton backward-difference formula to approximate f(0.65).
c.  Use Stirling’s formula to approximate f(0.43).
Show that the polynomial interpolating the following data has degree 3.
x ‘—2‘—1‘ 0‘ 1‘ 2‘ 3
f(x)‘ 1‘ 4‘11‘16‘13‘—4

a.  Show that the cubic polynomials
Px)=3-2(x+1D+0x+ D@+ x+ DE)x—1)
and
0() = —1+4(x+2) =30 +2)x+ D)+ x+2)x+ D)

both interpolate the data

b.  Why does part (a) not violate the uniqueness property of interpolating polynomials?
A fourth-degree polynomial P(x) satisfies A*P(0) = 24, A3P(0) = 6, and A?P(0) = 0, where
AP(x) = P(x + 1) — P(x). Compute A2P(10).

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).

Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



13.

14.

15.

16.

17.

18.

19.

20.

3.3 Divided Differences 135

The following data are given for a polynomial P(x) of unknown degree.
x [0 1]2
P | 2| -1]4

Determine the coefficient of x? in P(x) if all third-order forward differences are 1.
The following data are given for a polynomial P(x) of unknown degree.

X ‘0‘1‘ 2‘ 3
P(x)\4\9\15\18

Determine the coefficient of x> in P(x) if all fourth-order forward differences are 1.

The Newton forward-difference formula is used to approximate f(0.3) given the following data.

X ‘ 0.0‘ 0.2‘ 04| 0.6

|
£ | 150 | 210 [ 300 | 510

Suppose it is discovered that f(0.4) was understated by 10 and f(0.6) was overstated by 5. By what
amount should the approximation to f(0.3) be changed?

For a function f, the Newton divided-difference formula gives the interpolating polynomial
16
P3(x) = 1+ 4x + 4x(x — 0.25) + ?x(x —0.25)(x = 0.5),

on the nodes xo = 0, x; = 0.25, x, = 0.5 and x3 = 0.75. Find f(0.75).
For a function f, the forward-divided differences are given by

x =0.0 S xol
Slx0,x1]

x; =04 Sl Slxo, x1,3%2] = %
SIx1,x] =10

Xy = 0.7 f[XZ] =6

Determine the missing entries in the table.

a. The introduction to this chapter included a table listing the population of the United States from
1950 to 2000. Use appropriate divided differences to approximate the population in the years
1940, 1975, and 2020.

b.  The population in 1940 was approximately 132,165,000. How accurate do you think your 1975
and 2020 figures are?

Given
P.(x) = flxo] + flx0,x11(x — x0) + a2 (x — x0) (x — x1)
+a3(x —xo)(x —x)(x —x2) + -
+ ap(x — x)(x —x1) -+ (X — X1),s

use P, (x,) to show that a; = f[xg, x1,X2].

Show that
SOV EW)
Sxo, X1, X, X] = W,
for some & (x). [Hint: From Eq. (3.3),
(n+1)
S(x) = Py(x) + %(x —Xp) + (X — Xp).
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21.

Interpolation and Polynomial Approximation

Considering the interpolation polynomial of degree n + 1 on xg, Xy, . . ., X,, X, we have

J @) =Pup(x) = Pp(x) + flxo, X1, ..o, X0, X](x — X0) -+ - (X — x).]

Let iy,iy,...,i, be a rearrangement of the integers 0, 1,...,n. Show that f[x;, x;, ..., x;,] =
flxo, X1, .., x,]. [Hint: Consider the leading coefficient of the nth Lagrange polynomial on the
data {xo, X1, . . ., X} = {Xig» Xiy5 - - 25 X, )]

34

The Latin word osculum, literally
a “small mouth” or “kiss”, when
applied to a curve indicates that it
just touches and has the same
shape. Hermite interpolation has
this osculating property. It
matches a given curve, and its
derivative forces the interpolating
curve to “kiss” the given curve.

Definition 3.8

Charles Hermite (1822-1901)
made significant mathematical
discoveries throughout his life in
areas such as complex analysis
and number theory, particularly
involving the theory of equations.
He is perhaps best known for
proving in 1873 that e is
transcendental, that is, it is not
the solution to any algebraic
equation having integer
coefficients. This lead in 1882 to
Lindemann’s proof that 7 is also
transcendental, which
demonstrated that it is impossible
to use the standard geometry
tools of Euclid to construct a
square that has the same area as a
unit circle.

Theorem 3.9

Hermite Interpolation

Osculating polynomials generalize both the Taylor polynomials and the Lagrange polyno-
mials. Suppose that we are given n + 1 distinct numbers xg, X, . . ., X, in [a, b] and nonneg-
ative integers myg, my, . .., m,, and m = max{mgy, my, ..., m,}. The osculating polynomial
approximating a function f € C™[a,b] at x;, for each i = 0, ..., n, is the polynomial of
least degree that has the same values as the function f and all its derivatives of order less
than or equal to m; at each x;. The degree of this osculating polynomial is at most

M:im,ﬁ—n
i=0

because the number of conditions to be satisfied is ) ;_, m; + (n + 1), and a polynomial of
degree M has M + 1 coefficients that can be used to satisfy these conditions.

Let xo,x1,...,x, be n 4+ 1 distinct numbers in [a,b] and for i = 0,1,...,n let m; be a
nonnegative integer. Suppose that f € C"[a, b], where m = maxo<;<, m;.

The osculating polynomial approximating f is the polynomial P(x) of least degree
such that

d*P(x)  d*f(x)
dek dxk

, foreachi=0,1,...,n and k=0,1,...,m;. ]

Note that when n = 0, the osculating polynomial approximating f is the mgth Taylor
polynomial for f at xo. When m; = 0 for each i, the osculating polynomial is the nth
Lagrange polynomial interpolating f on xo, Xy, . . ., Xy.

Hermite Polynomials

The case whenm; = 1,foreachi =0, 1, ..., n, gives the Hermite polynomials. For a given
function f, these polynomials agree with f at xo, x1,...,x,. In addition, since their first
derivatives agree with those of f, they have the same “shape” as the function at (x;, f(x;)) in
the sense that the rangent lines to the polynomial and the function agree. We will restrict our
study of osculating polynomials to this situation and consider first a theorem that describes
precisely the form of the Hermite polynomials.

If f € C'[a,b] and xq, .. .,x, € [a,b] are distinct, the unique polynomial of least degree
agreeing with f and f’ at xo, . ..,x, is the Hermite polynomial of degree at most 2n + 1
given by

Hyn1 () = Y FO)H, () + Y £/ () H, (),

j=0 j=0
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Hermite gave a description of a
general osculatory polynomial in
a letter to Carl W. Borchardt in
1878, to whom he regularly sent
his new results. His
demonstration is an interesting
application of the use of complex
integration techniques to solve a
real-valued problem.

3.4 Hermite Interpolation 137

where, for L, ;(x) denoting the jth Lagrange coefficient polynomial of degree n, we have
H,j(x) = [1 = 2(x —x)L, ;)IL7 ;(x) and  H,j(x) = (x — )L ;(x).

Moreover, if f € C**?[a, b], then

Ry o2
09 = Hagn 0 + S S O ),
for some (generally unknown) £(x) in the interval (a, b). [ |

Proof First recall that

0, ifi#],
Ln,j(xi) = e #]
1, ifi=j.
Hence when i # j,
H,;(x) =0 and A, () =0,

whereas, for each i,

Hyi(x) =[1 =20 —xp)L, ;(x)] - 1 =1 and Hyi(x) = (x; —x;) - 12 = 0.

Asa consequence

Hyp1 () = Y f) -0+ f) - 14+ f/() -0 = f(x),
j=0 j=0
JF#

so Hy,41 agrees with f at xp,xq,...,X,.
To show the agreement of H}, 41 With f " at the nodes, first note that L, ;(x) is a factor

of H,’l’j(x), SO H,/,’j(x,-) = 0 when i # j. In addition, when i = j we have L, ;(x;) = 1, so
H, (x;) = =2L, ;(x;) 'L,i,-(xi) + [1 = 20x; — xp)L;, ;(x)12L, i (X)) Ly, ; (x7)
= 2L ,(x) + 2L, ,(x;) = 0.
Hence, H,’l‘j(x,-) =0 foralliand}.
Finally,
H, () = Ly (x5) + (6 — x7)2L0 () L, 5 (x7)
= Ly j() L j(x0) + 205 — )Ly, (x)],

) FAI,’” (x,) =0ifi #jand f]r’l’i(x,-) = 1. Combining these facts, we have

Hyp 0 =) f@) -0+ f'05) -0+ f/0) - 1= f'(x).
j=0 j=0
J#
Therefore, Ha,11 agrees with f and H;, | with f" at xo,x1,...,X,.
The uniqueness of this polynomial and the error formula are considered in
Exercise 11. n o= om
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Example 1 Use the Hermite polynomial that agrees with the data listed in Table 3.15 to find an approx-
imation of f(1.5).

0 1.3 0.6200860 —0.5220232
1 1.6 0.4554022 —0.5698959
2 1.9 0.2818186 —0.5811571

Solution 'We first compute the Lagrange polynomials and their derivatives. This gives

@—x)x—x) 50, 175 152 , 100 175
L = = — _ _, L = ——X— —,
200 = e T 9 9t 2000 = "g7r =g
(—x)@x—x2)  —100 , 320 247 , 200 320
L = frd —_X = —, L — _,
) = e e Ty - 9 C T T g 2100 = =g+ 5
and
@—x)x—x) 50 , 145 104 , 100 145
L = = — _— _, L = —— X — —.
2 m—x) 9 T 9 T 2200 = 57X = =5

The polynomials H, j(x) and H, j(x) are then

50 175 1522
H, =[1=2x—13) (=3 =+*- —
2000 = [1 = 2(x — 13)( )1(9x Dex 9>
50 175 152)\?
= (10x — 12) [ =22 - == ,
( X )<9x 9 X+ 9 )
() = 1 —100 2+320 247\?
X) = . X x — ,
2,1 —9 _9
Hya() = 1002 — ) 50 , 145 +1o42
X) = — X — X" — —Xx ,
22 9 9 _9
o) = (x — 1.3) (22 175+1522
20x) = (x . 9x 9 X 9 R
- —100 320 247\°
Hy (x) = (x—1.6) (sz + 5 T) ’
and
- 50 145  104\>
Hy,(x) =(x—1.9) (Exz — Tx+ T) )
Finally

Hs(x) = 0.6200860H,,(x) + 0.4554022H, ; (x) + 0.2818186H,, (x)
— 0.5220232H,,(x) — 0.5698959H, | (x) — 0.5811571H,,(x)
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and
Hs(1.5) = 0.6200860 4 + 0.4554022 o4 + 0.2818186 >
S 27) " gr) " 81
4 -32 -2
—0.5220232 { —— ) — 0.5698959 ( —— ) — 0.5811571 [ —
405 405 405
= 0.5118277,
a result that is accurate to the places listed. [ ]

Although Theorem 3.9 provides a complete description of the Hermite polynomials, it
is clear from Example 1 that the need to determine and evaluate the Lagrange polynomials
and their derivatives makes the procedure tedious even for small values of n.

Hermite Polynomials Using Divided Differences

There is an alternative method for generating Hermite approximations that has as its basis
the Newton interpolatory divided-difference formula (3.10) at xo, x1, . . . , x,, that is,

Py(x) = flxol + Y fIxo, X1, o] (x = x0) -+ (x — X¢1).

k=1

The alternative method uses the connection between the nth divided difference and the nth
derivative of f, as outlined in Theorem 3.6 in Section 3.3.

Suppose that the distinct numbers xy, x1, . . ., X, are given together with the values of
f and f’ at these numbers. Define a new sequence zg, z1, - - - , 22n+1 DY
20i = 2041 = X;, foreachi=0,1,...,n,
and construct the divided difference table in the form of Table 3.9 that uses zo, z1, - - ., Z2n41-

Since zp; = z2;41 = x; foreach i, we cannot define f[zy;, z2:11] by the divided difference
formula. However, if we assume, based on Theorem 3.6, that the reasonable substitution in
this situation is f[zo;, 22i+1]1 = f'(z2;) = f’(x;), we can use the entries

I/ Gxo)s £/ s ()

in place of the undefined first divided differences

flzo,z21), flz2, 23] - -+, flzons 22n41]-

The remaining divided differences are produced as usual, and the appropriate divided differ-
ences are employed in Newton’s interpolatory divided-difference formula. Table 3.16 shows
the entries that are used for the first three divided-difference columns when determining
the Hermite polynomial Hs(x) for xg, x;, and x,. The remaining entries are generated in the
same manner as in Table 3.9. The Hermite polynomial is then given by

2n+1

Hyp1(0) = flzol + Y flaos- -2l = 20)(x = 21) -+ (¥ = Z).

k=1

A proof of this fact can be found in [Pow], p. 56.
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Table 3.16

Example 2

Interpolation and Polynomial Approximation

First divided Second divided
z f@ differences differences
20 = Xo flzol = f(x0)
Sflzo,21]1 = f’(xo)
a=xn  flal= /@ fla 21, 20] = L2 = Jla2)
flal - flzil 2
flzi, ] = —————
e Slza, 23] — flz1, 22]
2=Xx flzal = f(x1) flzi,z2, 3] = #
flza,z3] = f'(x)
3 =X Sflzal = f(x) flz2,23,24] = %52[22,23]
. —
Flznzil = Sflzal = flzs]
e Flaszs] = flzs 2]
=X flzal = f(x2) flz3,24,25] = %
5 — 23
flzarzs] = f'(x2)
5 =X flzsl = f(x2)

Use the data given in Example 1 and the divided difference method to determine the Hermite
polynomial approximation at x = 1.5.

Solution The underlined entries in the first three columns of Table 3.17 are the data given
in Example 1. The remaining entries in this table are generated by the standard divided-
difference formula (3.9).

For example, for the second entry in the third column we use the second 1.3 entry in
the second column and the first 1.6 entry in that column to obtain

0.4554022 — 0.6200860
1.6 —1.3

= —0.5489460.

For the first entry in the fourth column we use the first 1.3 entry in the third column and the
first 1.6 entry in that column to obtain

—0.5489460 — (—0.5220232)
1.6-13

= —0.0897427.

The value of the Hermite polynomial at 1.5 is

Hs(1.5) = f[1.3] + f/(1.3)(1.5 — 1.3) + f[1.3,1.3,1.6](1.5 — 1.3)2
+ f[1.3,1.3,1.6,1.6](1.5 — 1.3)>(1.5 — 1.6)
+ f11.3,1.3,1.6,1.6,1.9](1.5 — 1.3)(1.5 — 1.6)*

+ f[1.3,1.3,1.6,1.6,1.9,1.9](1.5 — 1.3)%(1.5 — 1.6)*(1.5 — 1.9)
= 0.6200860 + (—0.5220232)(0.2) + (—0.0897427)(0.2)*
+0.0663657(0.2)*(—0.1) + 0.0026663(0.2)*(—0.1)?

+ (—0.0027738)(0.2)>(—0.1)>(—0.4)
=0.5118277.
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Table3.17 {3 (16200860

—0.5220232
13 0.6200860 —0.0897427
o —0.5489460
1.6 0.4554022 —0.0698330
o —0.5698959
1.6 0.4554022 —0.0290537
T —0.5786120
1.9  0.2818186 —0.0084837
T —0.5811571

1.9  0.2818186

0.0663657
0.0026663

0.0679655 —0.0027738
0.0010020

0.0685667

The technique used in Algorithm 3.3 can be extended for use in determining other
osculating polynomials. A concise discussion of the procedures can be found in [Pow],

pp. 53-57.

Hermite Interpolation

distinct numbers xo, . . ., x,, for the function f:

Step 1 Fori=0,1,...,ndo Steps 2 and 3.
Step 2 Setzp; = x;;

2i+1 = Xi;
Orio = f(x);
Oriv10 = f(x);

Ooit1,1 = f'(x).
Step 3 If i # 0 then set

STOP

INPUT numbers xg, x1, .. ., X,; values f(xp),...

To obtain the coefficients of the Hermite interpolating polynomial H(x) on the (n + 1)

> f(xn) and f/(xO)’ ooy f/(xn)-
OUTPUT  the numbers Qo g, Q115 - - - » Q2nr1.20+1 Where
H(x) = Qoo + 01,1(x — x0) + Q22(x — x0)* + Q33(x — x0)*(x — x1)
+04a(x —x0)*(x —x1)* + -+

+0ont1 2001 (X — X0) (X — x1)? -+ (x — X 1) (X — X).

D20 — Qaic10
Oy = ————=,
22i — 22i-1
Step4 Fori=2,3,...,2n+1
. . Qi j—1—0Qi—1,j-1
forj=2,3,...,isetQ; ; = ———"—.
Zi — Zi—j
Step 5 OUTPUT (Qo0, Q1,15 - - » Qong1,2041);

The NumericalAnalysis package in Maple can be used to construct the Hermite coef-
ficients. We first need to load the package and to define the data that is being used, in this
case, x;, f(x;), and f’(x;) fori =0, 1,...,n. This is done by presenting the data in the form
[xi, f(x:), f'(x;)]. For example, the data for Example 2 is entered as

xy :=[[1.3,0.6200860, —0.5220232], [1.6,0.4554022, —0.5698959],

[1.9,0.2818186, —0.5811571]]
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Then the command
hS := Polynomiallnterpolation(xy, method = hermite, independentvar = x’)

produces an array whose nonzero entries correspond to the values in Table 3.17. The Hermite
interpolating polynomial is created with the command

Interpolant(hS))

This gives the polynomial in (almost) Newton forward-difference form

1.29871616— 0.5220232x — 0.08974266667 (x— 1.3)> + 0.06636555557 (x—1.3)*(x — 1.6)
+ 0.002666666633(x — 1.3)%(x — 1.6)% — 0.002774691277(x — 1.3)%(x — 1.6)*(x — 1.9)

If a standard representation of the polynomial is needed, it is found with
expand(Interpolant(hS))

giving the Maple response

1.001944063 — 0.0082292208x — 0.2352161732x> — 0.01455607812x°
+0.02403178946x* — 0.002774691277x°

EXERCISE SET 34

1. Use Theorem 3.9 or Algorithm 3.3 to construct an approximating polynomial for the following data.

a x| fw | S b. x f@o | f@
8.3 17.56492 | 3.116256 0.8 | 0.22363362 | 2.1691753
8.6 | 18.50515 | 3.151762 1.0 | 0.65809197 | 2.0466965

¢« x | fw® | f® d.  «x f) A
—-0.5 —0.0247500 | 0.7510000 0.1 —0.62049958 | 3.58502082
—0.25 0.3349375 | 2.1890000 0.2 | —0.28398668 | 3.14033271
0 1.1010000 | 4.0020000 0.3 0.00660095 | 2.66668043

0.4 0.24842440 | 2.16529366

2.  Use Theorem 3.9 or Algorithm 3.3 to construct an approximating polynomial for the following data.

a x| f@ | f® b x| o [ f®
0 1.00000 | 2.00000 —0.25 | 1.33203 0.437500
0.5 | 2.71828 | 5.43656 0.25 | 0.800781 | —0.625000
¢ X fo | fw d x| fo | f
0.1 | —0.29004996 | —2.8019975 -1 0.86199480 | 0.15536240
0.2 | —0.56079734 | —2.6159201 —0.5 | 0.95802009 | 0.23269654
0.3 | —0.81401972 | —2.9734038 0 1.0986123 0.33333333

0.5 | 1.2943767 0.45186776
3. Thedatain Exercise 1 were generated using the following functions. Use the polynomials constructed
in Exercise 1 for the given value of x to approximate f(x), and calculate the absolute error.
a. f(x) =xInx; approximate f(8.4).
b. f(x) =sin(e* —2); approximate f(0.9).
c.  f(x)=x>+4001x>+4.002x + 1.101; approximate f(—1/3).
d. f(x) =xcosx —2x>+3x—1; approximate f(0.25).
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4. The datain Exercise 2 were generated using the following functions. Use the polynomials constructed
in Exercise 2 for the given value of x to approximate f(x), and calculate the absolute error.

a. f(x) =e>; approximate f(0.43).

b. f(x)=x*—x*+x*—x+1; approximate f(0).
¢ f(x) =x*cosx —3x; approximate f(0.18).

d. f(x) =In(e* +2); approximate f(0.25).
a

Use the following values and five-digit rounding arithmetic to construct the Hermite interpolating
polynomial to approximate sin 0.34.

X ‘ sin x ‘ D, sinx = cosx
0.30 | 0.29552 0.95534
0.32 | 0.31457 0.94924
0.35 | 0.34290 0.93937

b. Determine an error bound for the approximation in part (a), and compare it to the actual error.
c¢. Addsin0.33 = 0.32404 and cos 0.33 = 0.94604 to the data, and redo the calculations.
6. Let f(x) =3xe" — €.
a. Approximate f(1.03) by the Hermite interpolating polynomial of degree at most three using
xo = 1 and x; = 1.05. Compare the actual error to the error bound.

b. Repeat (a) with the Hermite interpolating polynomial of degree at most five, using xy = 1,
x; = 1.05, and x, = 1.07.
7.  Use the error formula and Maple to find a bound for the errors in the approximations of f(x) in parts
(a) and (c) of Exercise 3.
8.  Use the error formula and Maple to find a bound for the errors in the approximations of f (x) in parts
(a) and (c) of Exercise 4.
9. The following table lists data for the function described by f(x) = P Approximate f(1.25) by

using Hs(1.25) and H5(1.25), where Hs uses the nodes xo = 1, x; = 2, and x, = 3; and H; uses the
nodes xy = 1 and x; = 1.5. Find error bounds for these approximations.

x f) =" | f(x) = 0.2xe"
Xo=Xo=1 | 1.105170918 | 0.2210341836
X =15 1252322716 |  0.3756968148
X =2 1.491824698 | 0.5967298792
=3 2459603111 |  1.475761867

10. A car traveling along a straight road is clocked at a number of points. The data from the observations
are given in the following table, where the time is in seconds, the distance is in feet, and the speed is
in feet per second.

Time 0 3 5 8 13

Distance 0 | 225 | 383 | 623 | 993

Speed 75 77 80 74 72

a. Use a Hermite polynomial to predict the position of the car and its speed when r = 10 s.

Use the derivative of the Hermite polynomial to determine whether the car ever exceeds a
55 mi/h speed limit on the road. If so, what is the first time the car exceeds this speed?

What is the predicted maximum speed for the car?

11. a. Show that H,(x) is the unique polynomial of least degree agreeing with f and f’ at xo, . . ., X,.
[Hint: Assume that P(x) is another such polynomial and consider D = H,,,; — P and D’ at
X0s X1, - vy X
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Interpolation and Polynomial Approximation

b.  Derive the error term in Theorem 3.9. [Hint: Use the same method as in the Lagrange error
derivation, Theorem 3.3, defining

(t—x0)? -+ (t — x,)?
(x —x0)% -+ (x — x,)?

8(t) = f(t) — Hoppr (1) —

[f(x) = Hanr1 (0]

and using the fact that g'(¢) has (2n + 2) distinct zeros in [a, b].]
Let zo = x0, 21 = X0, 22 = X1, and z3 = x;. Form the following divided-difference table.

20 =x0 flzo]l = f(x0)
flzo.z1] = f'(x0)
z=x0 flal= fx) flzo0s 21, 22]
flz1, 2] flzo0.21, 22, 23]
=X Sflzal = f(x) Sflz1, 22, 23]
flzz, 3] = f'(x1)
z=x1 flzl=f(x)

Show that the cubic Hermite polynomial H3(x) can also be written as f[zo] + f[z0,z1]1(x — x0) +
flz0, 21, 22](x — X%0)* + flz0s 21, 22, 23] (x — X0)* (x — x1).

35

Cubic Spline Interpolation’

The previous sections concerned the approximation of arbitrary functions on closed intervals
using a single polynomial. However, high-degree polynomials can oscillate erratically, that
is, a minor fluctuation over a small portion of the interval can induce large fluctuations
over the entire range. We will see a good example of this in Figure 3.14 at the end of this
section.

An alternative approach is to divide the approximation interval into a collection of
subintervals and construct a (generally) different approximating polynomial on each sub-
interval. This is called piecewise-polynomial approximation.

Piecewise-Polynomial Approximation

The simplest piecewise-polynomial approximation is piecewise-linear interpolation, which
consists of joining a set of data points

{(x0, f(x0)), k1, f(x1))s ooy Qs f ()}

by a series of straight lines, as shown in Figure 3.7.

A disadvantage of linear function approximation is that there is likely no differ-
entiability at the endpoints of the subintervals, which, in a geometrical context, means
that the interpolating function is not “smooth.” Often it is clear from physical condi-
tions that smoothness is required, so the approximating function must be continuously
differentiable.

An alternative procedure is to use a piecewise polynomial of Hermite type. For example,
if the values of f and of f’ are known at each of the points xyp < x; < --- < x,, a cubic
Hermite polynomial can be used on each of the subintervals [xg, x1], [x1,x2], . . ., [Xn—1,X,]
to obtain a function that has a continuous derivative on the interval [xg, x;,].

"The proofs of the theorems in this section rely on results in Chapter 6.
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Xo

Xj+1 Xj+2

Isaac Jacob Schoenberg
(1903-1990) developed his work
on splines during World War II
while on leave from the
University of Pennsylvania to
work at the Army’s Ballistic
Research Laboratory in
Aberdeen, Maryland. His original
work involved numerical
procedures for solving
differential equations. The much
broader application of splines to
the areas of data fitting and
computer-aided geometric design
became evident with the
widespread availability of
computers in the 1960s.

The root of the word “spline” is
the same as that of splint. It was
originally a small strip of wood
that could be used to join two
boards. Later the word was used
to refer to a long flexible strip,
generally of metal, that could be
used to draw continuous smooth
curves by forcing the strip to pass
through specified points and
tracing along the curve.

To determine the appropriate Hermite cubic polynomial on a given interval is simply
a matter of computing H3(x) for that interval. The Lagrange interpolating polynomials
needed to determine Hs are of first degree, so this can be accomplished without great
difficulty. However, to use Hermite piecewise polynomials for general interpolation, we
need to know the derivative of the function being approximated, and this is frequently
unavailable.

The remainder of this section considers approximation using piecewise polynomials
that require no specific derivative information, except perhaps at the endpoints of the interval
on which the function is being approximated.

The simplest type of differentiable piecewise-polynomial function on an entire interval
[x0, x, ] is the function obtained by fitting one quadratic polynomial between each successive
pair of nodes. This is done by constructing a quadratic on [xp, x ] agreeing with the function
at xo and x|, another quadratic on [x}, x,] agreeing with the function at x; and x;, and so
on. A general quadratic polynomial has three arbitrary constants—the constant term, the
coefficient of x, and the coefficient of x>—and only two conditions are required to fit the
data at the endpoints of each subinterval. So flexibility exists that permits the quadratics to
be chosen so that the interpolant has a continuous derivative on [xy, x,,]. The difficulty arises
because we generally need to specify conditions about the derivative of the interpolant at
the endpoints xy and x,. There is not a sufficient number of constants to ensure that the
conditions will be satisfied. (See Exercise 26.)

Cubic Splines

The most common piecewise-polynomial approximation uses cubic polynomials between
each successive pair of nodes and is called cubic spline interpolation. A general cubic
polynomial involves four constants, so there is sufficient flexibility in the cubic spline pro-
cedure to ensure that the interpolant is not only continuously differentiable on the interval,
but also has a continuous second derivative. The construction of the cubic spline does not,
however, assume that the derivatives of the interpolant agree with those of the function it is
approximating, even at the nodes. (See Figure 3.8.)
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Figure 3.8

S(x) 4
Sj(x/‘+1) :f(x_j+1) = S/'+1(xj+1)
S]{(xj+l) = S,I'+1(xj+1)
S]{/(ijrl) = Sj{:rl(xjﬂ)

Xo Xy X2 X; Xjt1 Xjt2 Xp—2 Xp-1 X, ¥
Definition 3.10 Given a function f defined on [a,b] and a set of nodes a = xp < x; < <

A natural spline has no conditions
imposed for the direction at its
endpoints, so the curve takes the
shape of a straight line after it
passes through the interpolation
points nearest its endpoints. The
name derives from the fact that
this is the natural shape a flexible
strip assumes if forced to pass
through specified interpolation
points with no additional
constraints. (See Figure 3.9.)

Figure 3.9

Example 1

X, = b, a cubic spline interpolant S for f is a function that satisfies the following
conditions:

(a) S(x) is a cubic polynomial, denoted S;(x), on the subinterval [x;,x;4;] for each
j=0,1,...,n—1;

(b) S;(x) = f(xj) and S;(xj41) = f(xj41) foreachj=0,1,...,n—1;

(©  Sjr1(xj41) = Sj(xj1) foreach j =0, 1,...,n —2; (Implied by (b).)

(d) S;H(xﬂ_l) = ij(xjH) foreachj =0,1,...,n—2;

(e) ijjrl(xjﬂ) = S]/-/(.Xj+1) foreachj =0,1,...,n—2;

(f) One of the following sets of boundary conditions is satisfied:

i) S"(xp) =8"(x,) =0 (natural (or free) boundary);
(i) S'(x) = f'(xp) and S'(x,) = f'(x,) (clamped boundary).

Although cubic splines are defined with other boundary conditions, the conditions given
in (f) are sufficient for our purposes. When the free boundary conditions occur, the spline is
called a natural spline, and its graph approximates the shape that a long flexible rod would
assume if forced to go through the data points {(xo, f (x0)), (X1, f(x1)), ..., (X, f ()}

In general, clamped boundary conditions lead to more accurate approximations because
they include more information about the function. However, for this type of boundary
condition to hold, it is necessary to have either the values of the derivative at the endpoints
or an accurate approximation to those values.

Construct a natural cubic spline that passes through the points (1,2), (2, 3), and (3,5).

Solution This spline consists of two cubics. The first for the interval [1, 2], denoted

So(x) = ap + bo(x — 1) + co(x — 1)* + do(x — 1)°,
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Clamping a spline indicates that
the ends of the flexible strip are
fixed so that it is forced to take a
specific direction at each of its
endpoints. This is important, for
example, when two spline
functions should match at their
endpoints. This is done
mathematically by specifying the
values of the derivative of the
curve at the endpoints of the
spline.

3.5 Cubic Spline Interpolation 147

and the other for [2, 3], denoted
Si@) = a1 +bi(x = 2) + c1(x = 2)* + di(x — 2)°.

There are 8 constants to be determined, which requires 8 conditions. Four conditions come
from the fact that the splines must agree with the data at the nodes. Hence

2=f()=ap, 3= f2)=ap+bo+co+d,
S5=fB)=a+b;+c1+d.

3=fQ2)=a, and

Two more come from the fact that S;(2) = S{(2) and S;(2) = S7(2). These are

So(2) =812 bo+2co + 3dy = by and So(2)=8{(2): 2co+6dy =2c;

The final two come from the natural boundary conditions:
So()=0: 2¢=0 and

S{3)=0: 2¢;+6d, =0.

Solving this system of equations gives the spline

24 32— D+ (=13 forx e [1,2]

S) =
343 —2)+3(x—2)2 — ;(x —2)%, forx € [2,3]

Construction of a Cubic Spline

As the preceding example demonstrates, a spline defined on an interval that is divided into n
subintervals will require determining 4n constants. To construct the cubic spline interpolant
for a given function f, the conditions in the definition are applied to the cubic polynomials

S;i(x) = a; + bj(x — xj) + ¢j(x — xj)2 +dj(x — xj)3,

for eachj = 0,1,...,n — 1. Since S;(x;) = a; = f(x;), condition (c) can be applied to
obtain

a1 = Sp1(G41) = S 011) = 6 + bj(xie1 — %) + ¢ (41 — %)% + di(x1 — )7,
foreachj =0,1,...,n—2.
The terms x;;; — x; are used repeatedly in this development, so it is convenient to
introduce the simpler notation
hj = Xjr1 = x;,
foreachj =0,1,...,n— 1. If we also define a, = f(x,), then the equation
ajr1 = aj + bk + ¢;h; + d;h} (3.15)

holds foreachj =0,1,...,n — 1.
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In a similar manner, define b, = S’(x,) and observe that
S/(x) = bj + 2¢;(x — x)) + 3d;(x — x;)°
implies ij(xj) = bj, foreachj =0,1,...,n — 1. Applying condition (d) gives
bjv1 = by + 2ch; + 3d;h3, (3.16)
foreachj =0,1,...,n— 1.
Another relationship between the coefficients of S; is obtained by defining ¢, =
S”(x,)/2 and applying condition (e). Then, foreachj =0,1,...,n — 1,
Ci+1 = Cj + 3djhj (317)

Solving for d; in Eq. (3.17) and substituting this value into Egs. (3.15) and (3.16) gives,
foreachj =0,1,...,n — 1, the new equations

h?
aj1 = aj + bjhj + gj(zcj +¢jt1) (3.18)
and
bj+1 :bj+hj(6‘j+6‘j+1). (319)

The final relationship involving the coefficients is obtained by solving the appropriate
equation in the form of equation (3.18), first for b;,

1 hj
by = (@1 — @) = Q6+ ), (3.20)
J

and then, with a reduction of the index, for b;_;. This gives

hj—l
b1 = (aj —aj_y) — T(2Cj—1 +¢c)).

h-1

Substituting these values into the equation derived from Eq. (3.19), with the index reduced
by one, gives the linear system of equations

3 3
hi-16j-1 4 2(j-1 + Bc; + hici = - (@je1 — @) — . — (@ — aj1), (3.21)
J j—1

foreachj = 1,2,...,n— 1. This system involves only the {cj}]’.‘=0 as unknowns. The values
of {hj};;ol and {a;}7_ are given, respectively, by the spacing of the nodes {x;}_, and the
values of f at the nodes. So once the values of {c;}]_ are determined, it is a simple matter
to find the remainder of the constants {bj};'z_()l from Eq. (3.20) and {cz’j};’:_o1 from Eq. (3.17).

Then we can construct the cubic polynomials {S; (x)}‘;';ol.

The major question that arises in connection with this construction is whether the values
of {¢;}_y can be found using the system of equations given in (3.21) and, if so, whether
these values are unique. The following theorems indicate that this is the case when either of
the boundary conditions given in part (f) of the definition are imposed. The proofs of these
theorems require material from linear algebra, which is discussed in Chapter 6.
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Natural Splines

Theorem 3.11 1If fisdefinedata = xp < x; < --- < x, = b, then f has a unique natural spline interpolant
S on the nodes xp, X1, . . ., x,; that is, a spline interpolant that satisfies the natural boundary
conditions S”(a) = 0 and S”(b) = 0. [

Proof The boundary conditions in this case imply that ¢, = §”(x,)/2 = 0 and that

0= 5"(x0) = 2co + 6do(x0 — x0),

so ¢g = 0. The two equations ¢y = 0 and ¢, = 0 together with the equations in (3.21)
produce a linear system described by the vector equation Ax = b, where A is the (n + 1) x
(n 4+ 1) matrix

1 0 P RRRRRRRS 0
ho 2(ho + hy) noo :
0. hi.. 20u+h) h. :
: oz 202 +hut)
[t RO EORSREPRET I 0 1

and b and x are the vectors

_ 0 _
%(612 —a) — %(01 — dp) o
b= : and x= C,l
i (@ = ay) = (et — ay-2) .

0

The matrix A is strictly diagonally dominant, that is, in each row the magnitude of the
diagonal entry exceeds the sum of the magnitudes of all the other entries in the row. A linear
system with a matrix of this form will be shown by Theorem 6.21 in Section 6.6 to have a
unique solution for ¢, ¢y, ..., Cy. "

The solution to the cubic spline problem with the boundary conditions S”(xg) =
S”(x,) = 0 can be obtained by applying Algorithm 3.4.

Natural Cubic Spline

To construct the cubic spline interpolant S for the function f, defined at the numbers
Xp < X1 < -+ < Xy, satisfying §” (xg) = §”(x,) = 0:
INPUT  n;x0,x1,...,%5d0 = f(x0),a1 = f(x1),...,a, = f(xp).
OUTPUT aj,bj,cj,dj fOI'j = 0, 1, cee,— 1.
(Note: S(x) = Sj(x) = a; + bj(x — x;) + ¢j(x — xj)2 +dj(x — xj)3 Jorx; <x < xj11.)

Step1 Fori=0,1,...,n— 1seth; =x; 1 — x;.
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Example 2

Step 2

Step 3

Step 4

Step 5

Step 6

Step 7

Interpolation and Polynomial Approximation

Fori=1,2,...,n—1set

3
o = h—i(ai+1 —a;) — E(ai —ai_1).

Setly =1; (Steps 3, 4, 5, and part of Step 6 solve a tridiagonal linear system
using a method described in Algorithm 6.7.)
o = 0;
70 =0.
Fori=1,2,...,n—1
setl; = 2(xip1 — Xi—1) — hi—1iiz1;
wi = hi/li;
zi = (i — hi-1zi-1) /1.
Setl, =1;
z, = 05
¢, =0.

Forj=n—1,n-2,...,0
set ¢j = zj — KjCj+1;
bj = (ajr1 — aj)/hj — hi(cjp1 +2¢)/3;
dj = (¢j41 — ¢j)/3hy).

OUTPUT (aj, bj, ¢j,dj forj =0,1,...,n—1);
STOP. [ ]

At the beginning of Chapter 3 we gave some Taylor polynomials to approximate the expo-
nential f(x) = ¢*. Use the data points (0, 1), (1,¢), (2,€?), and (3, ¢?) to form a natural
spline S(x) that approximates f(x) = e*.

Solution

Wehaven=3,hg=h =h,=1,a0=1,a; = e, ay = €2, and a3 = ¢>. So the

matrix A and the vectors b and x given in Theorem 3.11 have the forms

0

1000 co
|1 4 10 |3 —2e+1) _a
A=10 1 4 1|0 P= |32 4|0 ™ xX=1,

00 0 1 0 c3

The vector-matrix equation Ax = b is equivalent to the system of equations

co =0,
co+4dci+c= 3(e2 —2e+1),
c1+4c+c3 = 3(.93 -2+ e),

C3 =0.

This system has the solution ¢y = ¢3 = 0, and to 5 decimal places,

1 1
¢ = g(—e3 + 66> —9¢+4) ~ 0.75685, and ¢, = g(4e3 —9¢ + 6¢ — 1) ~ 5.83007.
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Solving for the remaining constants gives
1 h
by = h—o(fll —ap) — ?O(Cl + 2cp)
1
=(—1)— E(—e3 + 6¢* — 9e + 4) ~ 1.46600,
A )= e+ 201)
=—(a —a)) — —(c c
1 I, 2 1 3 (@ 1
2 1 3 2
= (e —e)—g(2e + 3e” — 12¢ +7) & 2.22285,
1 h
by = h—2(03 —a) — ?2(03 +2¢5)
1
=(e3—ez)—E(8e3— 18¢> + 12¢ — 2) ~ 8.80977,
d 1( ) 1( 3 4 6e* — 9e + 4) ~ 0.25228
=—(c1 —cp) = —(—e e’ — 9e ~ 0. ,
T 3 Y TS
di = —( )= S =32 43¢ — 1) ~ 1.69107
1—3h1C2 C1—3€ e e ~ 1. s

and

1 1
d) = 3—]12(C3 —c) = E(—4e3 +9¢% — 6e + 1) ~ —1.94336.

The natural cubic spine is described piecewise by

1 + 1.46600x + 0.25228x3, forx € [0, 1],
S(x)=12.71828 + 2.22285(x — 1) + 0.75685(x —1)> +1.69107(x — 1), forx € [1,2],
7.38906 + 8.80977(x —2) + 5.83007(x —2)? —1.94336(x —2)*, forx € [2,3].

The spline and its agreement with f(x) = e¢* are shown in Figure 3.10. [ ]

Figure 3.10

« Y
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CHAPTER 3

Illustration

Interpolation and Polynomial Approximation

The NumericalAnalysis package can be used to create a cubic spline in a manner similar
to other constructions in this chapter. However, the CurveFitting Package in Maple can also
be used, and since this has not been discussed previously we will use it to create the natural
spline in Example 2. First we load the package with the command

with(CurveFitting)
and define the function being approximated with
f=x—¢

To create a spline we need to specify the nodes, variable, the degree, and the natural end-
points. This is done with

sn =t — Spline([[0.,1.0],[1.0, £(1.0)],[2.0, £(2.0)],[3.0, f(3.0)]], ¢, degree = 3,

endpoints = ‘natural’)

Maple returns

t — CurveFitting:-Spline([[0., 1.0],[1.0, f(1.0)],[2.0, f(2.0)],[3.0, £ (3.0)]], ¢,
degree = 3, endpoints = 'natural’)

The form of the natural spline is seen with the command
sn(t)

which produces

1. + 1.46599872 + 0.25228483 t <10
0.495432 + 2.22285¢ + 0.756853( — 1.0)2 + 1.691071(¢ — 1.0)3 t <20
—10.230483 + 8.809770¢ + 5.830067(¢ — 2.0)> — 1.943356(t — 2.0)*  otherwise

Once we have determined a spline approximation for a function we can use it to
approximate other properties of the function. The next illustration involves the integral
of the spline we found in the previous example.

To approximate the integral of f(x) = e* on [0, 3], which has the value

3
/ ¢ dx =’ — 1 220.08553692 — 1 = 19.08553692,
0

we can piecewise integrate the spline that approximates f on this integral. This gives

3 1
/ S(x) = f 1 + 1.46600x 4 0.25228x% dx
0 0
2
+ / 2.71828 + 2.22285(x — 1) + 0.75685(x — 1)> + 1.69107(x — 1)® dx
1

3
+ f 7.38906 + 8.80977(x — 2) + 5.83007(x — 2)* — 1.94336(x — 2)° dx.
2
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Integrating and collecting values from like powers gives

3 2 o 1
/ Sx) =[x+ 1.46600— + 0.25228 —
0 2 4 1,

—+0.75685 +1.69107

—1)? —_1)3 1472
+ [2.71828(x—1) 1+2.22285 (x 21) (x 31) (x—1) ]
1

+ 5.83007 —1.94336

—2)2 _2)3 P 3
+17.38906(r—2) + 8.80977 X =2 x—=2) (x—2)
2 3 4 ,

1
= (1 +2.71828 4 7.38906) + 3 (1.46600 + 2.22285 + 8.80977)

1 1
+ 3 (0.75685 + 5.83007) + I (0.25228 4 1.69107 — 1.94336)
= 19.55229.
Because the nodes are equally spaced in this example the integral approximation is

simply

3 1 1 1
/ S(x)dx = (aO‘l‘al+a2)+E(b0+b1+b2)+§(CO+C1+C2)+Z(d0+d1+d2)~ (3.22)
0

O

If we create the natural spline using Maple as described after Example 2, we can then
use Maple’s integration command to find the value in the Illustration. Simply enter

int(sn(t),t =0..3)
19.55228648

Clamped Splines

Example 3 In Example 1 we found a natural spline S that passes through the points (1,2), (2,3),
and (3,5). Construct a clamped spline s through these points that has s'(1) = 2 and
s'(3)=1.

Solution Let

s0(x) = ag + bo(x — 1) + co(x — 1)> + do(x — 1)°,
be the cubic on [1, 2] and the cubic on [2, 3] be

si) =a; +b(x =2) +c1(x —2)* +di (x — 2)°.

Then most of the conditions to determine the 8 constants are the same as those in Example
1. That is,

2=f(I)=ayp, 3=fQ)=ao+by+co+dy, 3=f(2) =ay, and
5=fQ@)=a+b+c +d.
50(2) =51(2) 1 by +2co + 3dy = by and 55(2) =s7(2) 1 2¢o+6dy = 2¢;
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However, the boundary conditions are now
so(l)=2: by=2 and s;3)=1: b +2c+3d =1.
Solving this system of equations gives the spline as

2420 - = 36— D+ 3 — D3, forx € [1,2]

SW=05, 3r—2) + 20— 2)? — 2(x = 2)%, forx € [2,3]

In the case of general clamped boundary conditions we have a result that is similar to
the theorem for natural boundary conditions described in Theorem 3.11.

Theorem 3.12 If f is defined ata = xo < x| < --- < x, = b and differentiable at a and b, then f has a
unique clamped spline interpolant S on the nodes xo, X, . . . , X,; that is, a spline interpolant
that satisfies the clamped boundary conditions S'(a) = f'(a) and S'(b) = f'(D). [

Proof Since f'(a) = §'(a) = S'(x9) = by, Eq. (3.20) with j = 0 implies
, 1 ho
fl@) = —(a1 — ap) — — (2co + c1).
ho 3
Consequently,
3 7
2hoco + hoc1 = h—(m —ap) —3f(a).
0

Similarly,
f/(b) =b,=b,_1 + hn—l(cn—l + Cn)’

so Eq. (3.20) with j = n — 1 implies that

a, — Q,_ hy,—
F'(b) = = = S Qe+ ) F et (€t + €2)
n—1
a, — dy—|

hn—l
= T + T(Cn—l + 2c,),

and

3
hp_1Cn—1 + 2hy_1c, = 3f/(b) - h_(an — ap_1).
n—1

Equations (3.21) together with the equations

3 ,
2hoco + hocy = h—o(al —ap) —3f (a)

and

hn—lcn—l + 2hn—lcn = Sf/(b) - (an - an—l)

hnfl
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determine the linear system Ax = b, where

2ho ho 0..::: .............................. 0
hy 2hg+h) b T g
0. hi.. 20 +h) . :
A= : o S
: s 2+ )
0 et 00 By 2h,y
K %(01 —ap) —3f'(a)
;,3—1(612 —ap) — %(al — ap) o
C1l
b = : , and x=| .
%(CI" - anfl) - &(CI",1 - an72) C:n
3f/(b) = 32 (an — an-1)

This matrix A is also strictly diagonally dominant, so it satisfies the conditions of
Theorem 6.21 in Section 6.6. Therefore, the linear system has a unique solution for
C0,Cly-..,Cp. = = =

The solution to the cubic spline problem with the boundary conditions S’(xp) = f’(xo)
and S’ (x,) = f'(x,) can be obtained by applying Algorithm 3.5.

Clamped Cubic Spline

To construct the cubic spline interpolant S for the function f defined at the numbers xy <
X < -+ < Xy, satisfying §"(xp) = f'(xp) and S’'(x,) = f'(x,):

INPUT  n; x0,X1,...,%5 a0 = f(x0), a1 = f(x1),...,a, = f(x); FPO = f'(x);
FPN = f'(x,).

OUTPUT aj,bj,cj,dj fOI‘j = 0, 1, cee,— 1.
(Note: S(x) = S;j(x) = a; + bj(x — xj) + ¢;j(x — xj)2 +dj(x — xj)3 Jorx; <x < xj11.)
Step1 Fori=0,1,...,n—1seth; =x;1 — x.

Step 2 Setag=3(a; — ap)/ho — 3FPO;
o, = 3FPN — 3(a, — ap—1)/hu—1.

Step3 Fori=1,2,...,n—1

seto; = 3(ai+1 —a;) — i(ai —ai_1).
hi i-1
Step 4 Setly =2hy; (Steps 4,5,6, and part of Step 7 solve a tridiagonal linear system
using a method described in Algorithm 6.7.)
o = 0.5;
20 = ap/lo.
Step5 Fori=1,2,...,n—1
setl; = 2(xi11 — Xi—1) — hi—1pbi—1;
wi = hi/l;
zi = (0 — hi—1zi—1) /1.
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Step 6 Setl,=h,_1(2— pp_1);
in = (an - hn—lzn—l)/ln;
Cyp = Zp.

Step7 Forj=n—1,n—-2,...,0
setc; = zj — UjCj+1;
bj = (aj11 — aj)/hj — hj(cjp1 +2¢))/3;
dj = (¢j+1 — ¢))/ Bhy).
Step8 OUTPUT (Clj,bj,Cj,dj forj =0,1,...,I’l— 1),
STOP.

Example 4 Example 2 used a natural spline and the data points (0, 1), (1, ¢), (2, €?), and (3, ¢*) to form
a new approximating function S(x). Determine the clamped spline s(x) that uses this data
and the additional information that, since f’(x) = ¢, so f'(0) = 1 and f'(3) = €.

Solution As in Example 2, we haven =3, hg = hj =hy = 1,ap =0, a; = e, ay = €7,

and a3 = e3. This together with the information that f'(0) = 1 and f’(3) = ¢’ gives the
the matrix A and the vectors b and x with the forms

210 0 3e—2) co
|1t 4 10 |3 —2e+1) _a
A=10 1 4 1" P=|3@3 2224 |0 ™ x=1,

0 0 1 2 3e? 3

The vector-matrix equation Ax = b is equivalent to the system of equations

2co 4+ ¢4 = 3(e — 2),
co+4ci +cr =3 —2e+1),
c1+4c+c3= ?a(e3 —2 + e),

¢y + 2¢3 = 36

Solving this system simultaneously for ¢y, c;, ¢; and c3 gives, to 5 decimal places,
o= %(Ze3 — 12¢* + 42¢ — 59) = 0.44468,
¢ = %(—4(33 + 24¢* — 39¢ + 28) = 1.26548,
= %(14e3 —39¢% 4 24¢ — 8) = 3.35087,
ey = %(—76»3 +42¢" — 12¢ + 4) = 9.40815.
Solving for the remaining constants in the same manner as Example 2 gives
by = 1.00000, b; =2.71016, by, =7.32652,

and

dyp = 0.27360, d; =0.69513, d, =2.01909.
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This gives the clamped cubic spine

1 4+ x + 0.44468x2 + 0.27360x3, ifo<x <1,
s(x) = {2.71828 + 2.71016(x —1) + 1.26548(x —1)2 4+ 0.69513(x —1)3, if1 <x < 2,
7.38906 + 7.32652(x —2) + 3.35087(x —2)% +2.01909(x —2)3, if2 <x < 3.

The graph of the clamped spline and f(x) = e are so similar that no difference can be
seen. [

We can create the clamped cubic spline in Example 4 with the same commands we
used for the natural spline, the only change that is needed is to specify the derivative at the
endpoints. In this case we use

sn =t — Spline ([[0.,1.0],[1.0, £(1.0)], [2.0, £(2.0)],[3.0, £ (3.0)]], ¢, degree = 3,
endpoints = [1.0, 63'0])

giving essentially the same results as in the example.
We can also approximate the integral of f on [0, 3], by integrating the clamped spline.
The exact value of the integral is

3
/ e dx = e — 1 220.08554 — 1 = 19.08554.
0

Because the data is equally spaced, piecewise integrating the clamped spline results in the
same formula as in (3.22), that is,

3 1
f 50 dx = @+ +a) + 5o+ by +b)
0

1 1
+ 3(00 +c14c)+ Z(do +d) + dy).

Hence the integral approximation is

3
1
/ s(x) dx = (1 42.71828 + 7.38906) + 5(1 +2.71016 4 7.32652)
0

+ %(0.44468 + 1.26548 + 3.35087) + %(0.27360 + 0.69513 4 2.01909)
= 19.05965.
The absolute error in the integral approximation using the clamped and natural splines are
Natural : [19.08554 — 19.55229| = 0.46675
and
Clamped : [19.08554 — 19.05965| = 0.02589.

For integration purposes the clamped spline is vastly superior. This should be no surprise
since the boundary conditions for the clamped spline are exact, whereas for the natural
spline we are essentially assuming that, since f”(x) = €%,

0=5"0)~ f'0)=e'=1 and 0=S5"3)~ f"(3) = e ~ 20.

The next illustration uses a spine to approximate a curve that has no given functional
representation.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



158 CHAPTER 3 = Interpolation and Polynomial Approximation

lllustration Figure 3.11 shows a ruddy duck in flight. To approximate the top profile of the duck, we
have chosen points along the curve through which we want the approximating curve to pass.
Table 3.18 lists the coordinates of 21 data points relative to the superimposed coordinate
system shown in Figure 3.12. Notice that more points are used when the curve is changing
rapidly than when it is changing more slowly.

Figure 3.11
7)) ) )
/U')’)»»”
- :)))))»
NS =
~———)
%pg—'
Table 3.18

x [09[13]19 [2.1]26/30[39[4.4 [47 [50[60 [7.0[80 [92 [10.5[11.3|11.6[120[12.6/13.0[133
Fo[13]15185]2.1]2.6/27|2.4]2.15]2.05|2.1]225]2.3]2.25 | 1.95] 1.4] 09] 07| 06 0.5 0.4] 0.25

Figure 3.12
fx) 4

N W b

1 2 3 4 56 7 8,9-1011 12 13 | x

Using Algorithm 3.4 to generate the natural cubic spline for this data produces the coeffi-
cients shown in Table 3.19. This spline curve is nearly identical to the profile, as shown in
Figure 3.13.
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Table 3.19 5 o b, : 4
0 0.9 1.3 5.40 0.00 —-0.25
1 1.3 1.5 0.42 —0.30 0.95
2 1.9 1.85 1.09 1.41 —-2.96
3 2.1 2.1 1.29 —0.37 —0.45
4 2.6 2.6 0.59 —1.04 0.45
5 3.0 2.7 —0.02 —0.50 0.17
6 3.9 2.4 —0.50 —0.03 0.08
7 4.4 2.15 —0.48 0.08 1.31
8 4.7 2.05 —0.07 1.27 —1.58
9 5.0 2.1 0.26 —0.16 0.04

10 6.0 2.25 0.08 —0.03 0.00
11 7.0 2.3 0.01 —0.04 —0.02
12 8.0 2.25 —-0.14 —0.11 0.02
13 9.2 1.95 —0.34 —0.05 —0.01
14 10.5 1.4 —0.53 —0.10 —0.02
15 11.3 0.9 —0.73 —0.15 1.21
16 11.6 0.7 —0.49 0.94 —0.84
17 12.0 0.6 —0.14 —0.06 0.04
18 12.6 0.5 —0.18 0.00 —0.45
19 13.0 0.4 —-0.39 —0.54 0.60
20 13.3 0.25
Figure 3.13
S) a
4
3
0’.\'
2 y ~
1
\-1&..“‘
1 2 3 5/6 7 8 -9-10 11 12 13 Vx

For comparison purposes, Figure 3.14 gives an illustration of the curve that is generated using
a Lagrange interpolating polynomial to fit the data given in Table 3.18. The interpolating
polynomial in this case is of degree 20 and oscillates wildly. It produces a very strange
illustration of the back of a duck, in flight or otherwise.
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Figure 3.14

Theorem 3.13

Interpolation and Polynomial Approximation

S a

1 2 3 4 56 7 8,9-10111

= N W

N
|
=Y

To use a clamped spline to approximate this curve we would need derivative approxima-
tions for the endpoints. Even if these approximations were available, we could expect little
improvement because of the close agreement of the natural cubic spline to the curve of the
top profile. O

Constructing a cubic spline to approximate the lower profile of the ruddy duck would
be more difficult since the curve for this portion cannot be expressed as a function of x, and
at certain points the curve does not appear to be smooth. These problems can be resolved
by using separate splines to represent various portions of the curve, but a more effective
approach to approximating curves of this type is considered in the next section.

The clamped boundary conditions are generally preferred when approximating func-
tions by cubic splines, so the derivative of the function must be known or approximated
at the endpoints of the interval. When the nodes are equally spaced near both end-
points, approximations can be obtained by any of the appropriate formulas given in
Sections 4.1 and 4.2. When the nodes are unequally spaced, the problem is considerably
more difficult.

To conclude this section, we list an error-bound formula for the cubic spline with
clamped boundary conditions. The proof of this result can be found in [Schul], pp. 57-58.

Let f € C*a,b] with max,<,<p | f@ (x)| = M. If S is the unique clamped cubic spline

interpolant to f with respect to the nodes a = xp < x; < --- < x, = b, then for all x in
[a, B],
SM .
[f(x) —SX)| < ﬂoén;il(xjﬂ—xj) ) n

A fourth-order error-bound result also holds in the case of natural boundary conditions,
but it is more difficult to express. (See [BD], pp. 827-835.)

The natural boundary conditions will generally give less accurate results than the
clamped conditions near the ends of the interval [xo, x,] unless the function f happens
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3.5 Cubic Spline Interpolation 161

to nearly satisfy f”(xo) = f”(x,) = 0. An alternative to the natural boundary condition
that does not require knowledge of the derivative of f is the not-a-knot condition, (see
[Deb2], pp. 55-56). This condition requires that S/ (x) be continuous at x| and at x,,_;.

EXERCISE SET 35

1. Determine the natural cubic spline S that interpolates the data f(0) =0, (1) = 1, and f(2) = 2.
Determine the clamped cubic spline s that interpolates the data f(0) = 0, f(1) = 1, f(2) = 2 and
satisfies s'(0) = s'(2) = 1.

3.  Construct the natural cubic spline for the following data.

a. b. x S
8.3 | 17.56492 0.8 | 0.22363362
8.6 | 18.50515 1.0 | 0.65809197
c. X ‘ fx) d x fx)
—-0.5 —0.0247500 0.1 | —0.62049958
—0.25 0.3349375 0.2 | —0.28398668
0 1.1010000 0.3 0.00660095
0.4 0.24842440

4. Construct the natural cubic spline for the following data.

a  x f b. x fx)
0 1.00000 —0.25 | 1.33203
0.5 | 2.71828 0.25 | 0.800781
c. X fx) d. X ‘ f(x)
0.1 | —0.29004996 -1 0.86199480
0.2 | —0.56079734 —0.5 | 0.95802009
0.3 | —0.81401972 0 1.0986123

0.5 | 1.2943767
5.  Thedatain Exercise 3 were generated using the following functions. Use the cubic splines constructed
in Exercise 3 for the given value of x to approximate f(x) and f’(x), and calculate the actual error.
a. f(x) =xlnx; approximate f(8.4) and f'(8.4).
b. f(x) =sin(e* —2); approximate f(0.9) and f'(0.9).
¢ f(x)=x’+4.001x* +4.002x + 1.101; approximate f(—1) and f'(—1).
d. f(x) =xcosx —2x>+3x—1; approximate f(0.25) and f'(0.25).
6. The data in Exercise 4 were generated using the following functions. Use the cubic splines constructed
in Exercise 4 for the given value of x to approximate f(x) and f’(x), and calculate the actual error.
a. fx) = > approximate f(0.43) and f/(0.43).
b. f(x)=x*—x*+x>—x+1; approximate £(0) and f'(0).
c¢. f(x) =x%*cosx —3x; approximate f(0.18) and f’(0.18).
d. f(x)=In(e*+2); approximate f(0.25) and f'(0.25).
7.  Construct the clamped cubic spline using the data of Exercise 3 and the fact that
a. f’(8.3) =3.116256 and f'(8.6) = 3.151762
b. f/(0.8) =2.1691753 and f’(1.0) = 2.0466965
c. f'(—0.5) =0.7510000 and f'(0) = 4.0020000
d. f'(0.1) =3.58502082 and f'(0.4) = 2.16529366
8.  Construct the clamped cubic spline using the data of Exercise 4 and the fact that
a. f’(0) =2and f'(0.5) = 5.43656
b. f'(—0.25) = 0.437500 and f’(0.25) = —0.625000
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Interpolation and Polynomial Approximation

c.  f'(0.1) = —2.8004996 and f'(0) = —2.9734038

d. f/(—1)=0.15536240 and f’(0.5) = 0.45186276

Repeat Exercise 5 using the clamped cubic splines constructed in Exercise 7.
Repeat Exercise 6 using the clamped cubic splines constructed in Exercise 8.
A natural cubic spline S on [0, 2] is defined by

S So(x) = 1+42x — X3, if 0<x<l,
X) =
SiX) =24+bx—D4+cx—1D2+dx—1)3 if l <x<2.

Find b, ¢, and d.
A clamped cubic spline s for a function f is defined on [1, 3] by

s) = So() =3 — 1) +2(x— 1> — (x—1)3, if 1 <x<2,
s =a+bx—2)+e(x -2 +dx—2)%, if 2<x<3.

Given f'(1) = f'(3), find a, b, ¢, and d.
A natural cubic spline S is defined by

S0 = Sox) =1+ B(x — 1) = D(x — 1)?, if 1<x<2,
S =14+b(-2) -3 -22+dx—2)}, if2<x<3.

If S interpolates the data (1, 1), (2, 1), and (3,0), find B, D, b, and d.
A clamped cubic spline s for a function f is defined by

- so(x) = 1+ Bx + 2x% — 23, if0<x<l,
s(x) =
s10)=14+bx—1)—4x—-D>+7x—-1)3, if 1<x<2.

Find f’(0) and f’(2).

Construct a natural cubic spline to approximate f(x) = cosmx by using the values given by f(x) at
x =0,0.25,0.5,0.75, and 1.0. Integrate the spline over [0, 1], and compare the result to fol cosTxdx =
0. Use the derivatives of the spline to approximate f’(0.5) and f”(0.5). Compare these approximations
to the actual values.

Construct a natural cubic spline to approximate f (x) = e™* by using the values given by f(x) atx = 0,
0.25, 0.75, and 1.0. Integrate the spline over [0, 1], and compare the result to fol etdx=1-1/e.
Use the derivatives of the spline to approximate f'(0.5) and f”(0.5). Compare the approximations to
the actual values.

Repeat Exercise 15, constructing instead the clamped cubic spline with f'(0) = f'(1) = 0.
Repeat Exercise 16, constructing instead the clamped cubic spline with f/(0) = —1, f'(1) = —e~ .

Suppose that f(x) is a polynomial of degree 3. Show that f(x) is its own clamped cubic spline, but
that it cannot be its own natural cubic spline.

Suppose the data {x;, f(x;))}/_, lie on a straight line. What can be said about the natural and clamped
cubic splines for the function f? [Hint: Take a cue from the results of Exercises 1 and 2.]

Given the partition xo = 0, x; = 0.05, and x, = 0.1 of [0, 0.1], find the piecewise linear interpolating
function F for f(x) = e*. Approximate foo‘l e* dx with foo'l F(x) dx, and compare the results to the
actual value.

Let f € C*[a,b), and let the nodes a = xy < x| < --- < x, = b be given. Derive an error estimate
similar to that in Theorem 3.13 for the piecewise linear interpolating function F. Use this estimate to
derive error bounds for Exercise 21.

Extend Algorithms 3.4 and 3.5 to include as output the first and second derivatives of the spline at the
nodes.

Extend Algorithms 3.4 and 3.5 to include as output the integral of the spline over the interval [x, x,,].
Given the partition xo = 0, x; = 0.05, x, = 0.1 of [0,0.1] and f(x) = e

a.  Find the cubic spline s with clamped boundary conditions that interpolates f.

b. Find an approximation for foo‘l e* dx by evaluating foo‘l s(x) dx.
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c.  Use Theorem 3.13 to estimate maxo<y<o1 | f (x) — s(x)| and

0.1

0.1
f&) dx — / s(x) dx
0

0
d. Determine the cubic spline S with natural boundary conditions, and compare S(0.02), s(0.02),
and " = 1.04081077.

26. Let f be defined on [a, b], and let the nodes a = xy < x; < x, = b be given. A quadratic spline
interpolating function S consists of the quadratic polynomial

So(x) = ag + bo(x — x9) + co(x —x9)*  on [xg, 1]
and the quadratic polynomial
S1(x) = ay + bi(x —x1) + c1(x —x1)°  on [x,x,],

such that
i S(o) = f(x0),S(x1) = f(x1), and S(x2) = f(x2),
ii. S e CI[X(),Xz].
Show that conditions (i) and (ii) lead to five equations in the six unknowns ay, by, co, a1, b1, and c;.
The problem is to decide what additional condition to impose to make the solution unique. Does the
condition S € C?[xy, x,] lead to a meaningful solution?
27. Determine a quadratic spline s that interpolates the data f(0) = 0, f(1) = 1, f(2) = 2 and satisfies
s'(0) = 2.
28. a. The introduction to this chapter included a table listing the population of the United States from
1950 to 2000. Use natural cubic spline interpolation to approximate the population in the years
1940, 1975, and 2020.
b.  The population in 1940 was approximately 132,165,000. How accurate do you think your 1975
and 2020 figures are?
29. A cartraveling along a straight road is clocked at a number of points. The data from the observations
are given in the following table, where the time is in seconds, the distance is in feet, and the speed is
in feet per second.

Time 0 3 5 8 13

Distance 0| 225 | 383 | 623 | 993
Speed 75 77 80 74 72

a. Use a clamped cubic spline to predict the position of the car and its speed when ¢t = 10 s.

b.  Use the derivative of the spline to determine whether the car ever exceeds a 55-mi/h speed limit
on the road; if so, what is the first time the car exceeds this speed?

c¢.  What is the predicted maximum speed for the car?

30. The 2009 Kentucky Derby was won by a horse named Mine That Bird (at more than 50:1 odds)
in a time of 2:02.66 (2 minutes and 2.66 seconds) for the 1i—mile race. Times at the quarter-mile,
half-mile, and mile poles were 0:22.98, 0:47.23, and 1:37.49.

a. Use these values together with the starting time to construct a natural cubic spline for Mine That
Bird’s race.

b.  Use the spline to predict the time at the three-quarter-mile pole, and compare this to the actual
time of 1:12.09.

c.  Use the spline to approximate Mine That Bird’s starting speed and speed at the finish line.

31. Itis suspected that the high amounts of tannin in mature oak leaves inhibit the growth of the winter
moth (Operophtera bromata L., Geometridae) larvae that extensively damage these trees in certain
years. The following table lists the average weight of two samples of larvae at times in the first 28 days
after birth. The first sample was reared on young oak leaves, whereas the second sample was reared
on mature leaves from the same tree.

a. Use a natural cubic spline to approximate the average weight curve for each sample.
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164 CHAPTER 3 = Interpolation and Polynomial Approximation
b.  Find an approximate maximum average weight for each sample by determining the maximum
of the spline.
Day 0 6 10 13 17 20 28
Sample 1 average weight (mg) | 6.67 | 17.33 | 42.67 | 37.33 | 30.10 | 29.31 | 28.74
Sample 2 average weight (mg) | 6.67 | 16.11 | 18.89 | 15.00 | 10.56 | 9.44 | 8.89
32. The upper portion of this noble beast is to be approximated using clamped cubic spline interpolants.
The curve is drawn on a grid from which the table is constructed. Use Algorithm 3.5 to construct the
three clamped cubic splines.
&
O Slope —% Slope 3 Slope —4
8
: N vl \\
6 Slope 1 — ——
5 // N/ \\\ Slope %
) ) / ~N \ <
3 - ——
2 Curve 1 Curve 2 Curve 3 sjope _%
1
5 10 15 20 25 30 x
Curve 1 Curve 2 Curve 3
1 Xi S (x) fGa) i Xi S &) 1) i Xi S (x) I
0 1 3.0 1.0 0o 17 4.5 3.0 0 277 4.1 0.33
1 2 3.7 1 20 7.0 1 28 43
2 5 3.9 2 23 6.1 2 29 4.1
3 6 4.2 3 24 5.6 3 30 3.0 -1.5
4 7 5.7 4 25 5.8
5 8 6.6 5 27 5.2
6 10 7.1 6 277 4.1 —4.0
7 13 6.7
8 17 4.5 —0.67
33. Repeat Exercise 32, constructing three natural splines using Algorithm 3.4.

3.6

Parametric Curves

None of the techniques developed in this chapter can be used to generate curves of the form
shown in Figure 3.15 because this curve cannot be expressed as a function of one coordinate
variable in terms of the other. In this section we will see how to represent general curves
by using a parameter to express both the x- and y-coordinate variables. Any good book
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on computer graphics will show how this technique can be extended to represent general
curves and surfaces in space. (See, for example, [FVFH].)

A straightforward parametric technique for determining a polynomial or piecewise
polynomial to connect the points (xo, ¥o), (x1,¥1), - .., (Xn,¥,) in the order given is to use
a parameter ¢ on an interval [#, #,], with #y < #; < --- < t,, and construct approximation
functions with

x; =x(t;) and y; =y(t), foreachi=0,1,...,n.

The following example demonstrates the technique in the case where both approximat-
ing functions are Lagrange interpolating polynomials.

Construct a pair of Lagrange polynomials to approximate the curve shown in Figure 3.15,
using the data points shown on the curve.

Solution There is flexibility in choosing the parameter, and we will choose the points
{t;}:_, equally spaced in [0,1], which gives the data in Table 3.20.

i 0 1 2 3 4
i 0 0.25 0.5 0.75 1
X -1 0 1 0 1
yi 0 1 0.5 0 ~1

This produces the interpolating polynomials
x() = (((64r — )+ 60)t — 4)r—1 and y(@) = (((-Fr+48) 1t — L) r+11)1.

Plotting this parametric system produces the graph shown in blue in Figure 3.16. Although
it passes through the required points and has the same basic shape, it is quite a crude ap-
proximation to the original curve. A more accurate approximation would require additional
nodes, with the accompanying increase in computation. [ ]
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Figure 3.16

A successful computer design
system needs to be based on a
formal mathematical theory so
that the results are predictable,
but this theory should be
performed in the background so
that the artist can base the design
on aesthetics.

Interpolation and Polynomial Approximation

(x(9), (1))

Parametric Hermite and spline curves can be generated in a similar manner, but these
also require extensive computational effort.

Applications in computer graphics require the rapid generation of smooth curves that
can be easily and quickly modified. For both aesthetic and computational reasons, changing
one portion of these curves should have little or no effect on other portions of the curves.
This eliminates the use of interpolating polynomials and splines since changing one portion
of these curves affects the whole curve.

The choice of curve for use in computer graphics is generally a form of the piece-
wise cubic Hermite polynomial. Each portion of a cubic Hermite polynomial is completely
determined by specifying its endpoints and the derivatives at these endpoints. As a conse-
quence, one portion of the curve can be changed while leaving most of the curve the same.
Only the adjacent portions need to be modified to ensure smoothness at the endpoints. The
computations can be performed quickly, and the curve can be modified a section at a time.

The problem with Hermite interpolation is the need to specify the derivatives at
the endpoints of each section of the curve. Suppose the curve has n + 1 data points
(x(t0),y(®0)), ..., (x(t)),y(t,)), and we wish to parameterize the cubic to allow complex
features. Then we must specify x'(¢;,) and y'(¢;), for each i = 0, 1,...,n. This is not as
difficult as it would first appear, since each portion is generated independently. We must
ensure only that the derivatives at the endpoints of each portion match those in the adjacent
portion. Essentially, then, we can simplify the process to one of determining a pair of cubic
Hermite polynomials in the parameter ¢, where fyp = 0 and #; = 1, given the endpoint data
(x(0),y(0)) and (x(1),y(1)) and the derivatives dy/dx (at t = 0) and dy/dx (att = 1).

Notice, however, that we are specifying only six conditions, and the cubic polynomials
in x(¢) and y(¢) each have four parameters, for a total of eight. This provides flexibility
in choosing the pair of cubic Hermite polynomials to satisfy the conditions, because the
natural form for determining x(¢) and y(¢) requires that we specify x'(0), x'(1), y'(0), and
y'(1). The explicit Hermite curve in x and y requires specifying only the quotients

/ /
dy g YO _ya
dx x'(0) x'(1)

By multiplying x'(0) and y'(0) by a common scaling factor, the tangent line to the curve
at (x(0), y(0)) remains the same, but the shape of the curve varies. The larger the scaling

dy
d =@=1
an dx( )

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



Figure 3.17

Example 2
¥

Guidepoints
0+ YR

= -
©.0) @)
Figure 3.18

(" |

3.6 Parametric Curves 167

factor, the closer the curve comes to approximating the tangent line near (x(0),y(0)). A
similar situation exists at the other endpoint (x(1), y(1)).

To further simplify the process in interactive computer graphics, the derivative at an
endpoint is specified by using a second point, called a guidepoint, on the desired tangent
line. The farther the guidepoint is from the node, the more closely the curve approximates
the tangent line near the node.

In Figure 3.17, the nodes occur at (xg,yo) and (x;,y;), the guidepoint for (xg,yo) is
(x0 + 0, Yo + Po), and the guidepoint for (xy,y;) is (x; — «1,y1 — B1). The cubic Hermite
polynomial x(#) on [0, 1] satisfies

x(0)=xy, x(1)=x;, X0)=0ap and x'(1)=o.

Y A

(xo + 0, ¥0 + Bo)

(x1— o, 30— By)

(*0, ¥0)
(1, 31)

<Y

The unique cubic polynomial satisfying these conditions is
x(1) = [2000 — x1) + (@0 + a1’ + [B(x1 — x0) — (a1 4 200)1* + aot + %0 (3.23)
In a similar manner, the unique cubic polynomial satisfying
y©0) =yo, y) =y, YO =p, and y(1)=p
is
Y(®) = 1200 — 1) + (Bo + BDIE + B = yo) = (B1 +2B0)18% + ot +y0.  (3.24)

Determine the graph of the parametric curve generated Eq. (3.23) and (3.24) when the end
points are (xg,yo) = (0,0) and (x;,y;) = (1,0), and respective guide points, as shown in
Figure 3.18 are (1, 1) and (0, 1).

Solution The endpoint information implies that xo = 0, x; = 1, yo = 0, and y; = 0, and
the guide points at (1, 1) and (0, 1) imply that g = 1, ¢y = 1, Bp = 1, and B; = —1. Note
that the slopes of the guide lines at (0,0) and (1, 0) are, respectively

1 —1
@z—zl and ﬂz—z—l
o 1 o] 1

Equations (3.23) and (3.24) imply that for ¢ € [0, 1] we have

X =RO-D+A+DIF+BO-0)—1+2-DIF+1-14+0=1
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and
YO =[20-0)+ 1+ (= +BO-0)—(=1+2-D]F+1-t+0=—1+1.

This graph is shown as (a) in Figure 3.19, together with some other possibilities of curves
produced by Egs. (3.23) and (3.24) when the nodes are (0,0) and (1,0) and the slopes at

these nodes are 1 and —1, respectively. [ ]
Figure 3.19
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Pierre Etienne Bézier
(1910-1999) was head of design
and production for Renault
motorcars for most of his
professional life. He began his
research into computer-aided
design and manufacturing in
1960, developing interactive tools
for curve and surface design, and
initiated computer-generated
milling for automobile modeling.

The Bézier curves that bear his
name have the advantage of being
based on a rigorous mathematical
theory that does not need to be
explicitly recognized by the
practitioner who simply wants to
make an aesthetically pleasing
curve or surface. These are the
curves that are the basis of the
powerful Adobe Postscript
system, and produce the freehand
curves that are generated in most

sufficiently powerful computer
graphics packages.
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The standard procedure for determining curves in an interactive graphics mode is to first
use a mouse or touchpad to set the nodes and guidepoints to generate a first approximation
to the curve. These can be set manually, but most graphics systems permit you to use your
input device to draw the curve on the screen freehand and will select appropriate nodes and
guidepoints for your freehand curve.

The nodes and guidepoints can then be manipulated into a position that produces an
aesthetically pleasing curve. Since the computation is minimal, the curve can be determined
so quickly that the resulting change is seen immediately. Moreover, all the data needed to
compute the curves are imbedded in the coordinates of the nodes and guidepoints, so no
analytical knowledge is required of the user.

Popular graphics programs use this type of system for their freehand graphic representa-
tions in a slightly modified form. The Hermite cubics are described as Bézier polynomials,
which incorporate a scaling factor of 3 when computing the derivatives at the endpoints.
This modifies the parametric equations to

x(t) = [2(xp — x1) + 3(ap + otl)]t3 + [3(x1 — x9) — 3(a1 + 20(0)]t2 + 3apt + xg, (3.25)
and

y(@) = [2(vo — 1) + 3(Bo + BN + 301 — yo) — 3(B1 + 2Bo)1t* + 3ot + yo., (3.26)

for 0 <t < 1, but this change is transparent to the user of the system.
Algorithm 3.6 constructs a set of Bézier curves based on the parametric equations in
Egs. (3.25) and (3.26).

Bézier Curve

To construct the cubic Bézier curves Co, ...
sented by

, Cy—1 in parametric form, where C; is repre-

@i (0, 1(0) = (@ + a1 + a0 + a2, b0 + b1 + b1 + Y1),

for 0 <t < 1, as determined by the left endpoint (x;,y;), left guidepoint o, y;’), right

endpoint (x;41,i+1), and right guidepoint (x;, ;,y;, ) foreachi =0,1,...,n —1:

i+1°
INPUT 15 (%0, 0): - - - » (s Yn)3 (g5 g )5 Qi 1o V)3 (0D s (5 3.
OUTPUT  coefficients {a’,a\’,a}’,a’, b, b, b, by, for 0 < i < n—1).
Step 1 Foreachi=0,1,...,n— 1do Steps 2 and 3.
Step 2 Set ag) = X;;

by =i

a =30 —x);

b =307 -y

ag) =30 +x — Zx;’);

b =301+ y5, — 2

a = xip — x4 35— 3x

il
by = yie1 —yi + 3y = 3y
Step3 OUTPUT (... a®, b0, b b2, ).
Step 4 STOP. ]

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions requireit.



170 CHAPTER 3 =

Interpolation and Polynomial Approximation

Three-dimensional curves are generated in a similar manner by additionally specifying
third components zp and z; for the nodes and zo+yy and z; — y; for the guidepoints. The more
difficult problem involving the representation of three-dimensional curves concerns the loss
of the third dimension when the curve is projected onto a two-dimensional computer screen.
Various projection techniques are used, but this topic lies within the realm of computer
graphics. For an introduction to this topic and ways that the technique can be modified for
surface representations, see one of the many books on computer graphics methods, such as
[FVFH].

EXERCISE SET 3.6

1.

Let (x0,y0) = (0,0) and (x1,y1) = (5,2) be the endpoints of a curve. Use the given guide-
points to construct parametric cubic Hermite approximations (x(z), y(#)) to the curve, and graph the
approximations.

a. (1,1)and (6,1) c. (1,1)and (6,3)

b. (0.5,0.5) and (5.5,1.5) d. (2,2)and (7,0)

Repeat Exercise 1 using cubic Bézier polynomials.

Construct and graph the cubic Bézier polynomials given the following points and guidepoints.
a. Point (1, 1) with guidepoint (1.5, 1.25) to point (6, 2) with guidepoint (7, 3)

b.  Point (1, 1) with guidepoint (1.25, 1.5) to point (6,2) with guidepoint (5, 3)

c.  Point (0,0) with guidepoint (0.5, 0.5) to point (4, 6) with entering guidepoint (3.5, 7) and exiting
guidepoint (4.5, 5) to point (6, 1) with guidepoint (7,2)

d. Point (0,0) with guidepoint (0.5, 0.5) to point (2, 1) with entering guidepoint (3, 1) and exiting
guidepoint (3, 1) to point (4,0) with entering guidepoint (5, 1) and exiting guidepoint (3, —1)
to point (6, —1) with guidepoint (6.5, —0.25)

Use the data in the following table and Algorithm 3.6 to approximate the shape of the letter N.

IRV ARAY
0 3 6 | 33 ] 65

1 2 2 1281|3025 25
2 6 6 | 58| 505058
3 5 2 55|22 1]45 |25
4165 |3 6.4 | 2.8

Suppose a cubic Bézier polynomial is placed through (uo, vo) and (u3, v3) with guidepoints (uy, v;)
and (uy, v7), respectively.

a. Derive the parametric equations for u(¢) and v(f) assuming that
u0) =up, u(l)=us, WO =u —up, w(l)=us—u
and
v(0) =1y, v(1)=wv3, V() =v; —vy, V(1)=0v;— ;.
b. Let f(i/3) = u;, fori = 0,1,2,3 and g(i/3) = v;, fori = 0,1,2,3. Show that the Bernstein

polynomial of degree 3 in ¢ for f is u(¢) and the Bernstein polynomial of degree three in # for g
is v(t). (See Exercise 23 of Section 3.1.)
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3.7 Survey of Methods and Software

In this chapter we have considered approximating a function using polynomials and piece-
wise polynomials. The function can be specified by a given defining equation or by pro-
viding points in the plane through which the graph of the function passes. A set of nodes
X0,X1,-..,X, 1S given in each case, and more information, such as the value of various
derivatives, may also be required. We need to find an approximating function that satisfies
the conditions specified by these data.

The interpolating polynomial P(x) is the polynomial of least degree that satisfies, for
a function f,

P(x;)) = f(x;), foreachi=0,1,...,n.

Although this interpolating polynomial is unique, it can take many different forms. The
Lagrange form is most often used for interpolating tables when »n is small and for deriving
formulas for approximating derivatives and integrals. Neville’s method is used for eval-
uating several interpolating polynomials at the same value of x. Newton’s forms of the
polynomial are more appropriate for computation and are also used extensively for deriv-
ing formulas for solving differential equations. However, polynomial interpolation has the
inherent weaknesses of oscillation, particularly if the number of nodes is large. In this case
there are other methods that can be better applied.

The Hermite polynomials interpolate a function and its derivative at the nodes. They
can be very accurate but require more information about the function being approximated.
When there are a large number of nodes, the Hermite polynomials also exhibit oscillation
weaknesses.

The most commonly used form of interpolation is piecewise-polynomial interpolation.
If function and derivative values are available, piecewise cubic Hermite interpolation is
recommended. This is the preferred method for interpolating values of a function that is
the solution to a differential equation. When only the function values are available, natural
cubic spline interpolation can be used. This spline forces the second derivative of the spline
to be zero at the endpoints. Other cubic splines require additional data. For example, the
clamped cubic spline needs values of the derivative of the function at the endpoints of the
interval.

Other methods of interpolation are commonly used. Trigonometric interpolation, in
particular the Fast Fourier Transform discussed in Chapter 8, is used with large amounts
of data when the function is assumed to have a periodic nature. Interpolation by rational
functions is also used.

If the data are suspected to be inaccurate, smoothing techniques can be applied, and
some form of least squares fit of data is recommended. Polynomials, trigonometric functions,
rational functions, and splines can be used in least squares fitting of data. We consider these
topics in Chapter 8.

Interpolation routines included in the IMSL Library are based on the book A Practical
Guide to Splines by Carl de Boor [Deb] and use interpolation by cubic splines. There
are cubic splines to minimize oscillations and to preserve concavity. Methods for two-
dimensional interpolation by bicubic splines are also included.

The NAG library contains subroutines for polynomial and Hermite interpolation, for
cubic spline interpolation, and for piecewise cubic Hermite interpolation. NAG also contains
subroutines for interpolating functions of two variables.

The netlib library contains the subroutines to compute the cubic spline with various
endpoint conditions. One package produces the Newton’s divided difference coefficients for
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a discrete set of data points, and there are various routines for evaluating Hermite piecewise
polynomials.

MATLAB can be used to interpolate a discrete set of data points, using either nearest
neighbor interpolation, linear interpolation, cubic spline interpolation, or cubic interpola-
tion. Cubic splines can also be produced.

General references to the methods in this chapter are the books by Powell [Pow] and
by Davis [Da]. The seminal paper on splines is due to Schoenberg [Scho]. Important books
on splines are by Schultz [Schul], De Boor [Deb2], Dierckx [Di], and Schumaker [Schum)].
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Introduction

A sheet of corrugated roofing is constructed by pressing a flat sheet of aluminum into one
whose cross section has the form of a sine wave.

[ o7

A corrugated sheet 4 ft long is needed, the height of each wave is 1 in. from the center
line, and each wave has a period of approximately 27 in. The problem of finding the length
of the initial flat sheet is one of determining the length of the curve given by f(x) = sinx
from x = 0 in. to x = 48 in. From calculus we know that this length is

48 48
L=/ V14 (/) dx = 1 + (cosx)? dx,
0 0

so the problem reduces to evaluating this integral. Although the sine function is one of
the most common mathematical functions, the calculation of its length involves an elliptic
integral of the second kind, which cannot be evaluated explicitly. Methods are developed in
this chapter to approximate the solution to problems of this type. This particular problem
is considered in Exercise 25 of Section 4.4 and Exercise 12 of Section 4.5.

We mentioned in the introduction to Chapter 3 that one reason for using alge-
braic polynomials to approximate an arbitrary set of data is that, given any continuous
function defined on a closed interval, there exists a polynomial that is arbitrarily close to
the function at every point in the interval. Also, the derivatives and integrals of polyno-
mials are easily obtained and evaluated. It should not be surprising, then, that many
procedures for approximating derivatives and integrals use the polynomials that
approximate the function.

173
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41

Difference equations were used
and popularized by Isaac Newton
in the last quarter of the 17th
century, but many of these
techniques had previously been
developed by Thomas Harriot
(1561-1621) and Henry Briggs
(1561-1630). Harriot made
significant advances in navigation
techniques, and Briggs was the
person most responsible for the
acceptance of logarithms as an
aid to computation.

Example 1

Numerical Differentiation

The derivative of the function f at xj is

fxo+h) — f(xo)
p )

y .
Xo) = lim

S (x0) lim

This formula gives an obvious way to generate an approximation to f’(xg); simply compute

S o+ h) — f(xo)
h

for small values of . Although this may be obvious, it is not very successful, due to our
old nemesis round-off error. But it is certainly a place to start.

To approximate f'(xo), suppose first that xo € (a,b), where f € C?[a,b], and that
x1 = xo + h for some h # 0 that is sufficiently small to ensure that x; € [a, b]. We construct
the first Lagrange polynomial Py (x) for f determined by xj and x,, with its error term:

700 = Pos ) + ETETI) e
_ f(xo)(x_—th —h) n J (o + hZ(x —X) (- xO)(xz— xo — h) FEW).
for some & (x) between x( and x;. Differentiating gives
£ = fxo+ h})l — o) D, [(x = xO)(xz— xo — h) f“(é(x))]
_ St h})l — f(xo) n 2(x —)260) — hf”(é(x))
L TN ) o).

2
Deleting the terms involving & (x) gives

SO0+ 1) = fxo)

[l ~ .

One difficulty with this formula is that we have no information about D, f” (£ (x)), so the
truncation error cannot be estimated. When x is xo, however, the coefficient of D, f” (& (x))
is 0, and the formula simplifies to

fo+h) — fxo) h ,

7 3 17 &).

For small values of 4, the difference quotient [ f (xo + &) — f(x0)]/h can be used to

approximate f’(xo) with an error bounded by M|h|/2, where M is a bound on | f”(x)| for x

between xy and x + 4. This formula is known as the forward-difference formula if 7 > 0
(see Figure 4.1) and the backward-difference formula if 7 < 0.

f'(x) =

“.1)

Use the forward-difference formula to approximate the derivative of f(x) = Inxatxy = 1.8
using - = 0.1, 2 = 0.05, and & = 0.01, and determine bounds for the approximation errors.

Solution The forward-difference formula

F(1.8+h) — f(1.8)
h
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Figure 4.1
" Stope ' (xo)
S + h) = f(xo)
Slope ——————
h
xlo Xo +h x
with 7 = 0.1 gives
In1.9—1Inl. .641 — 0.58778667
nl9—1InlS8 _ 0.64185389 — 0.5877866 — 0.5406722.
0.1 0.1
Because f”(x) = —1/x? and 1.8 < £ < 1.9, a bound for this approximation error is
hf” h 0.1
1@l = 1Al < = 0.0154321.
2 282 2(1.8)2
The approximation and error bounds when 4 = 0.05 and # = 0.01 are found in a similar
manner and the results are shown in Table 4.1.
Table 4.1 , 84 F(1.84h) — f(1.8) Ih

' h 2(1.8)?
0.1 0.64185389 0.5406722 0.0154321
0.05 0.61518564 0.5479795 0.0077160
0.01 0.59332685 0.5540180 0.0015432

Since f'(x) = 1/x, the exact value of f’(1.8) is 0.555, and in this case the error bounds are

quite close to the true approximation error. [ ]

To obtain general derivative approximation formulas, suppose that {xo, xy, ..., x,} are
(n + 1) distinct numbers in some interval I and that f € C"*'(I). From Theorem 3.3 on
page 112,

(x —x0) - (x — xp)

wrnr e,

fo) =) fELx) +

k=0
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for some £(x) in I, where L; (x) denotes the kth Lagrange coefficient polynomial for f at

X0, X1, - - .  X,. Differentiating this expression gives
(x—x0) - (x—x0) | L
[ = Z fOa)L(x) + Dy [ D ] FVE@)
CZX0) OO0 fy 4wt g o))

(n+ 1!

We again have a problem estimating the truncation error unless x is one of the numbers
x;. In this case, the term multiplying D,[ f +D (&(x))] is 0, and the formula becomes

" (n+1)
) =" FEL () + ——= €W H( X — %), (4.2)
P (n+1)!
k#/
which is called an (# + 1)-point formula to approximate f'(x;).

In general, using more evaluation points in Eq. (4.2) produces greater accuracy, al-
though the number of functional evaluations and growth of round-off error discourages this
somewhat. The most common formulas are those involving three and five evaluation points.

We first derive some useful three-point formulas and consider aspects of their errors.
Because

_ _ T — xy —
Lo(x) = = x)(x =) , wehave Lj(x) = i B S
(xo — x1) (X0 — x2) (xo — x1) (X0 — X2)
Similarly,
2% — xp — 2% — xp —
L =—"20""  and L) = —— 0T
(x1 — x0) (x1 — x2) (x2 — x0) (X2 — x1)

Hence, from Eq. (4.2),
2% — x| — 2x: — Xy —
f/(x.i)=f(xo)[ w A }"Ff( 1)|: A e ]

(X0 — x1)(x0 — Xz) (x1 — x0)(x1 — x2)

2
%~ Xo = X1 L) T —
+flx 2)[(x2—x0)(x2—x)i|+6f (s,)k]:[O(x, ), (4.3)
k#j

for each j = 0, 1,2, where the notation &; indicates that this point depends on x;.

Three-Point Formulas

The formulas from Eq. (4.3) become especially useful if the nodes are equally spaced, that
is, when

x1=xo+h and x, =x9+2h, forsomeh #O0.

We will assume equally-spaced nodes throughout the remainder of this section.
Using Eq. (4.3) with x; = xp,x; = xo + h, and x, = xo + 2h gives

L[ 3 , 1 R
f(xo) = W [—Ef(xo) +2f(x) — Ef(xz):| + ?f (o).

Doing the same for x; = x| gives

1 1 R
[—Ef(xo) + Ef(xz)] - gf ¢,

S =

floa) =
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and for x; = x2,

LI , 3 R
f(xz)_ﬁl:if(XO)_ f(x1)+§f(x2)]+?f (&).

Since x; = x9 + h and x, = xp + 2h, these formulas can also be expressed as

, 17 3 1 R
fo) =+ |:_§f(x0) +2f (0 +h) — 5 fxo +2h)} + 3/,

1 1 NI
[—Ef(xo) + Ef(xo + ):| - Ef ¢,

=1

flo+h) =
and
, 11 3 h? 3)
[ +2h) = 7 Ef(xo) —2f(xo+h) + zf(xo +2h) |+ ?f (é2).
As a matter of convenience, the variable substitution xq for xy + % is used in the middle

equation to change this formula to an approximation for f’(xg). A similar change, x, for
Xo + 2h, is used in the last equation. This gives three formulas for approximating f”(xo):

1 K2
f'(xo) = 273 00) + 4 0o+ 1) — f o + 2] + ?fo)(éo),

1 h?
f(xo) = G =M+ flo+ )] - gf“)(sl),

and

1 h?
f'@0) = - [f 0o = 2h) = 4f (xo = ) + 3 (xo)] + ?f(s)(é'z)-

Finally, note that the last of these equations can be obtained from the first by simply replacing
h with —h, so there are actually only two formulas:

Three-Point Endpoint Formula

, 1 h? 3)
* fi(xo) = E[_Sf(x()) +4fxo+h) — flxo+2m)]+ ?f (%0), (4.4)
where & lies between xy and xy + 2h.

Three-Point Midpoint Formula
, 1 h? 3)
* f'(xo) = E[f(onrh) — flo—h)]— gf (é1), (4.5)

where &; lies between xy — h and xy + h.

Although the errors in both Eq. (4.4) and Eq. (4.5) are O(h?), the error in Eq. (4.5) is
approximately half the error in Eq. (4.4). This is because Eq. (4.5) uses data on both sides of
xo and Eq. (4.4) uses data on only one side. Note also that f needs to be evaluated at only two
points in Eq. (4.5), whereas in Eq. (4.4) three evaluations are needed. Figure 4.2 on page 178
gives an illustration of the approximation produced from Eq. (4.5). The approximation in
Eq. (4.4) is useful near the ends of an interval, because information about f outside the
interval may not be available.
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Figure 4.2

Example 2
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Slope /" (x0)

Slope -~ [/(xo + 1) — /(xo — A

=

S)
=
=

=)

=

<)
+
=
<Y

Five-Point Formulas

The methods presented in Egs. (4.4) and (4.5) are called three-point formulas (even though
the third point f (xp) does not appear in Eq. (4.5)). Similarly, there are five-point formulas
that involve evaluating the function at two additional points. The error term for these for-
mulas is O(h*). One common five-point formula is used to determine approximations for
the derivative at the midpoint.

Five-Point Midpoint Formula

1 h
o fl(xp) = T L 6o = 21) = 8f (xo = 1) + 8 (xo + ) — f(xo + 2] + %f“)(é),
(4.6)

where £ lies between xy — 2k and xy + 2h.

The derivation of this formula is considered in Section 4.2. The other five-point formula is
used for approximations at the endpoints.

Five-Point Endpoint Formula

1
. F/(0) = S5 [=25F (x0) + 48 (o + 1) =36 (3o + 2)
4
+ 16 f (xo + 3h) — 3 f(xo + 4h)] + %f@ &), 4.7
where & lies between x and xy + 4h.

Left-endpoint approximations are found using this formula with # > 0 and right-endpoint
approximations with 2 < 0. The five-point endpoint formula is particularly useful for the
clamped cubic spline interpolation of Section 3.5.

Values for f(x) = xe* are given in Table 4.2. Use all the applicable three-point and five-point
formulas to approximate f’(2.0).
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Table 4.2

x f®)
1.8 10.889365
1.9 12.703199
2.0 14.778112
2.1 17.148957
22 19.855030

4.1 Numerical Differentiation 179

Solution The data in the table permit us to find four different three-point approximations.
We can use the endpoint formula (4.4) with 2 = 0.1 or with 7 = —0.1, and we can use the
midpoint formula (4.5) with 4 = 0.1 or with 2 = 0.2.
Using the endpoint formula (4.4) with 7 = 0.1 gives
1
E[_3f(2'0) +4f£2.1) — f(2.2] =5[-3(14.778112) + 4(17.148957)
. — 19.855030)] = 22.032310,
and with & = —0.1 gives 22.054525.
Using the midpoint formula (4.5) with 2 = 0.1 gives

1
5L/ @D = f(19)] = 5(17.148957 — 12.7703199) = 22.228790,

and with 4 = 0.2 gives 22.414163.
The only five-point formula for which the table gives sufficient data is the midpoint
formula (4.6) with & = 0.1. This gives

%[f(ls) —8£(1.9) +8f(2.1) — f(22)] = %[10.889365 — 8(12.703199)

+ 8(17.148957) — 19.855030]
= 22.166999

If we had no other information we would accept the five-point midpoint approximation using
h = 0.1 as the most accurate, and expect the true value to be between that approximation
and the three-point mid-point approximation that is in the interval [22.166,22.229].
The true value in this case is f/(2.0) = (2 + 1)e? = 22.167168, so the approximation
errors are actually:
Three-point endpoint with 7 = 0.1: 1.35 x 107';
Three-point endpoint with 7 = —0.1: 1.13 x 107';
Three-point midpoint with 7 = 0.1: —6.16 x 107%;
Three-point midpoint with & = 0.2: —2.47 x 107;
Five-point midpoint with 2 = 0.1: 1.69 x 107*. [
Methods can also be derived to find approximations to higher derivatives of a function
using only tabulated values of the function at various points. The derivation is algebraically
tedious, however, so only a representative procedure will be presented.

Expand a function f in a third Taylor polynomial about a point xy and evaluate at xo+h
and xo — h. Then

/ 1 " 2 1 " 3 1 4) 4
fo+h) = f(xo) + f(xo)h + Ef (xo)h” + gf (xo)h” + ﬂf Eh
and
/ 1 " 2 1 7 3 1 ) 4
fo—h) = fxo) — f (xo)h+ Ef (xo)h” — gf (xo)h” + ﬁf E_Dh",

where xo —h <& | <xo <& <xo+h
If we add these equations, the terms involving f’(x) and — f”(xo) cancel, so

_ " 2 1 4) “4) 4
fo+h) + fxo—h) =2f(x0) + f(x0)h +ﬂ[f €D+ fE-Dln.
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Table 4.3

x fx)

1.8 10.889365

1.9 12.703199

2.0 14.778112

2.1 17.148957

2.2 19.855030

Numerical Differentiation and Integration

Solving this equation for f”(xg) gives

1 h?
1 (xo) = L (o = ) = 2f (o) + f (o + )] = ﬁ[f“‘)@l) + fPED]L (4.8)

Suppose f@ is continuous on [xg — /,xo + h]. Since [ f@ (&) + f@ (£_1)] is between
f@ (&) and f@(£_)), the Intermediate Value Theorem implies that a number £ exists
between & and &_1, and hence in (xo — &, xo + h), with

1
P = 3 [f@E) + rPED].

This permits us to rewrite Eq. (4.8) in its final form.

Second Derivative Midpoint Formula
1 h?
. (o) = 35 1f (o = h) = 2f (x0) + f (o + )] = 5 FH©), (4.9)

for some &, where xo — h < & < xy + h.
If £@ is continuous on [xo — &, xo + K] it is also bounded, and the approximation is O(h?).
In Example 2 we used the data shown in Table 4.3 to approximate the first derivative of
f(x) = xe* at x = 2.0. Use the second derivative formula (4.9) to approximate f”(2.0).
Solution The data permits us to determine two approximations for f”(2.0). Using (4.9)

with h = 0.1 gives

Olm[f(l.% —2f.0)+ f(2.1)] = 100[12.703199 — 2(14.778112) 4 17.148957]

= 29.593200,

and using (4.9) with 1 = 0.2 gives

0—1)4[]0(1.8) —2£(2.0) + £(2.2)] = 25[10.889365 — 2(14.778112) + 19.855030]

= 29.704275.

Because f”(x) = (x + 2)e", the exact value is f”(2.0) = 29.556224. Hence the actual
errors are —3.70 x 102 and —1.48 x 1071, respectively. ]

Round-Off Error Instability

It is particularly important to pay attention to round-off error when approximating deriva-
tives. To illustrate the situation, let us examine the three-point midpoint formula Eq. (4.5),

(o) = h - g
S o) = [ o+ 1) = flxo = W] = =S (6,

more closely. Suppose that in evaluating f(xo + &) and f(xo — h) we encounter round-off
errors e(xo + h) and e(xp — h). Then our computations actually use the values f(xo + /)
and f(xo — h), which are related to the true values f(xo + /) and f(xo — h) by
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fo+h) = f(xo+h)+e(xo+h) and f(xo—h)= f(xo—h)+e(x— h).

The total error in the approximation,
fo+h) = fo—h) _eto+h) —eto—h) K
2h B 2h 6

is due both to round-off error, the first part, and to truncation error. If we assume that the
round-off errors e(xy & /) are bounded by some number ¢ > 0 and that the third derivative
of f is bounded by a number M > 0, then

1 (x0) — FOED,

faot+h = fao—hm| _
2h -

h2
f/(.X()) - + gM

S| ™

To reduce the truncation error, h2M /6, we need to reduce h. But as 4 is reduced, the round-
off error £ /h grows. In practice, then, it is seldom advantageous to let 4 be too small, because
in that case the round-off error will dominate the calculations.

Consider using the values in Table 4.4 to approximate f’(0.900), where f(x) = sinx. The
true value is cos 0.900 = 0.62161. The formula

£(0.900 + h) — £(0.900 — h)
2h ’

with different values of &, gives the approximations in Table 4.5.

£(0.900) ~

Table 4.4 sin x N sinx Table 4.5 Approximation
h to f7(0.900) Error

0.800 0.71736 0.901 0.78395

0.001 0.62500 0.00339
0.850 0.75128 0.902 0.78457

0.002 0.62250 0.00089
0.880 0.77074 0.905 0.78643

0.005 0.62200 0.00039
0.890 0.77707 0.910 0.78950

0.010 0.62150 —0.00011
0.895 0.78021 0.920 0.79560

0.020 0.62150 —0.00011
0.898 0.78208 0.950 0.81342
0.899 0.78270 1.000 0.84147 0.050 0.62140 —0.00021

0.100 0.62055 —0.00106

The optimal choice for i appears to lie between 0.005 and 0.05. We can use calculus to
verify (see Exercise 29) that a minimum for

2

w=4"n
ethy=-+—M,
h e

occurs at h = J/3¢/M, where

M= max |f”(x)]= max |cosx|=cos0.8~ 0.69671.
x€[0.800,1.00] x€[0.800,1.00]

Because values of f are given to five decimal places, we will assume that the round-off
error is bounded by ¢ = 5 x 107°. Therefore, the optimal choice of  is approximately

[3(0.000005
h= 30.000005) 0.028,
0.69671

which is consistent with the results in Table 4.6. O
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Keep in mind that difference
method approximations might be
unstable.

Numerical Differentiation and Integration

In practice, we cannot compute an optimal / to use in approximating the derivative, since
we have no knowledge of the third derivative of the function. But we must remain aware
that reducing the step size will not always improve the approximation. (]

We have considered only the round-off error problems that are presented by the three-
point formula Eq. (4.5), but similar difficulties occur with all the differentiation formulas.
The reason can be traced to the need to divide by a power of /. As we found in Section 1.2
(see, in particular, Example 3), division by small numbers tends to exaggerate round-off
error, and this operation should be avoided if possible. In the case of numerical differenti-
ation, we cannot avoid the problem entirely, although the higher-order methods reduce the
difficulty.

As approximation methods, numerical differentiation is unstable, since the small values
of h needed to reduce truncation error also cause the round-off error to grow. This is the first
class of unstable methods we have encountered, and these techniques would be avoided if it
were possible. However, in addition to being used for computational purposes, the formulas
are needed for approximating the solutions of ordinary and partial-differential equations.

EXERCISE SET 4.1

1.

Use the forward-difference formulas and backward-difference formulas to determine each missing
entry in the following tables.

a x| S0 [ f® b x| S0 | S
0.5 | 0.4794 0.0 | 0.00000
0.6 | 0.5646 0.2 | 0.74140
0.7 | 0.6442 0.4 | 1.3718

Use the forward-difference formulas and backward-difference formulas to determine each missing
entry in the following tables.

a x| f® | f® b x| f® | f'®
—0.3 | 1.9507 1.0 | 1.0000
=02 | 2.0421 1.2 | 1.2625
—0.1 | 2.0601 1.4 | 1.6595

The data in Exercise 1 were taken from the following functions. Compute the actual errors in Exer-
cise 1, and find error bounds using the error formulas.

a. f(x)=sinx b. f(x)=e¢ —2x*+3x—1

The data in Exercise 2 were taken from the following functions. Compute the actual errors in Exer-
cise 2, and find error bounds using the error formulas.

a.  f(x) =2cos2x —x b. fx)=x*Inx+1
Use the most accurate three-point formula to determine each missing entry in the following tables.
a x f@ b x| f® [ f®
1.1 9.025013 8.1 | 16.94410
1.2 11.02318 8.3 | 17.56492
1.3 13.46374 8.5 | 18.19056
14 16.44465 8.7 | 18.82091
e x &) ‘ 1) d x ) ‘ 1)
29 | —4.827866 2.0 | 3.6887983
3.0 | —4.240058 2.1 | 3.6905701
3.1 | —3.496909 2.2 | 3.6688192
3.2 | —2.596792 2.3 | 3.6245909
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Use the most accurate three-point formula to determine each missing entry in the following tables.

a. x| f® | f®
—0.3 | —0.27652
-02 | —-0.25074
-0.1 | —-0.16134
0 0
¢ x| fw | fw
1.1 | 1.52918
1.2 | 1.64024
1.3 | 1.70470
L4 | 171277

b.

x| | S
7.4 | —68.3193

7.6 | —71.6982

7.8 | =75.1576

8.0 | —78.6974

x| fe W
=27 0.054797

=25 0.11342

-23 0.65536

=2.1 0.98472

The data in Exercise 5 were taken from the following functions. Compute the actual errors in Exer-
cise 5, and find error bounds using the error formulas.
a. f(x)=e* b.
¢  f(x)=xcosx —x*sinx d.

f(x) =xInx

f(x) =2(nx)?+ 3sinx

The data in Exercise 6 were taken from the following functions. Compute the actual errors in Exer-
cise 6, and find error bounds using the error formulas.
a.  f(x) =e* —cos2x b.

c. f(x) =xsinx +x*cosx d.

fO) =Inkx+2) - x+ 1)

f(x) = (cos3x)? — e

Use the formulas given in this section to determine, as accurately as possible, approximations for each
missing entry in the following tables.

a  x fx) J'(x) b. X fx) J'(x)
2.1 | —1.709847 —3.0 | 9.367879
22 | —1.373823 —2.8 | 8.233241
23 | —1.119214 —2.6 | 7.180350
24 | —0.9160143 —2.4 | 6.209329
2.5 | —0.7470223 —2.2 | 5.320305
2.6 | —0.6015966 —2.0 | 4513417

Use the formulas given in this section to determine, as accurately as possible, approximations for each

missing entry in the following tables.

a  x Jf) J')
1.05 | —1.709847
1.10 | —1.373823
.15 | —1.119214
120 | —0.9160143
1.25 | —0.7470223
1.30 | —0.6015966

b.

x J ) J'(x)
—3.0 | 16.08554
—2.8 | 12.64465
—2.6 9.863738
—24 7.623176
2.2 5.825013
—2.0 4.389056

The data in Exercise 9 were taken from the following functions. Compute the actual errors in Exer-
cise 9, and find error bounds using the error formulas and Maple.

fx) =3+ x?

a. f(x)=tanx

b.

The data in Exercise 10 were taken from the following functions. Compute the actual errors in Exer-
cise 10, and find error bounds using the error formulas and Maple.

a. f(x) =tan2x

Use the following data and the knowledge that the first five derivatives of f are bounded on [1, 5] by
2,3, 6, 12 and 23, respectively, to approximate f'(3) as accurately as possible. Find a bound for the

€rror.

X

‘ 1

b.

‘ 3

f)=e*—1+x

4|3

fx) ‘ 2.4142 ‘ 2.6734 ‘ 2.8974 ‘ 3.0976 ‘ 3.2804
Repeat Exercise 13, assuming instead that the third derivative of f is bounded on [1, 5] by 4.
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15.

16.

17.

18.

19.

20.

21.

22.

23.
24.

25.

26.

Numerical Differentiation and Integration

Repeat Exercise 1 using four-digit rounding arithmetic, and compare the errors to those in
Exercise 3.

Repeat Exercise 5 using four-digit chopping arithmetic, and compare the errors to those in
Exercise 7.

Repeat Exercise 9 using four-digit rounding arithmetic, and compare the errors to those in
Exercise 11.

Consider the following table of data:
X ‘ 0.2 ‘ 0.4 ‘ 0.6 ‘ 0.8 ‘ 1.0
fx) ‘ 0.9798652 ‘ 0.9177710 ‘ 0.808038 ‘ 0.6386093 ‘ 0.3843735

a.  Use all the appropriate formulas given in this section to approximate f’(0.4) and f”(0.4).
b.  Use all the appropriate formulas given in this section to approximate f’(0.6) and f”(0.6).

Let f(x) = cosmx. Use Eq. (4.9) and the values of f(x) at x = 0.25, 0.5, and 0.75 to approximate
£"(0.5). Compare this result to the exact value and to the approximation found in Exercise 15 of
Section 3.5. Explain why this method is particularly accurate for this problem, and find a bound for
the error.

Let f(x) = 3xe® — cosx. Use the following data and Eq. (4.9) to approximate f”(1.3) with 7 = 0.1
and with 2 = 0.01.

X ‘ 1.20 ‘ 1.29 ‘ 1.30 ‘ 1.31 ‘ 1.40
fx) \ 11.59006 \ 13.78176 \ 14.04276 \ 14.30741 \ 16.86187

Compare your results to f”(1.3).
Consider the following table of data:

x ‘ 0.2 ‘ 0.4 ‘ 0.6 ‘ 0.8 ‘ 1.0
Fx) \ 0.9798652 \ 0.9177710 \ 0.8080348 \ 0.6386093 \ 0.3843735

a. Use Eq. (4.7) to approximate f'(0.2).
b. Use Eq. (4.7) to approximate f’(1.0).
c. Use Eq. (4.6) to approximate f'(0.6).

Derive an O(h*) five-point formula to approximate f’(x,) that uses f(xo — h), f(x), f(xo + h),
f(xo + 2h), and f(xo + 3h). [Hint: Consider the expression A f (xo — h) + Bf (xo + h) + C f(xo +
2h) + D f (xo + 3h). Expand in fourth Taylor polynomials, and choose A, B, C, and D appropriately.]

Use the formula derived in Exercise 22 and the data of Exercise 21 to approximate f’(0.4) and f’(0.8).
a.  Analyze the round-off errors, as in Example 4, for the formula

S+ h) — fxo)

f'(x) = Y

h
Ef”(%'o)-

b.  Find an optimal & > O for the function given in Example 2.

In Exercise 10 of Section 3.4 data were given describing a car traveling on a straight road. That
problem asked to predict the position and speed of the car when ¢ = 10 s. Use the following times and
positions to predict the speed at each time listed.

Time [0] 3| 5| 8| 10| 13
Distance | 0 | 225 | 383 | 623 | 742 | 993

In a circuit with impressed voltage £(¢) and inductance L, Kirchhoff’s first law gives the relationship

di
E(t)=L— +Ri,
) 7 + Ri
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where R is the resistance in the circuit and i is the current. Suppose we measure the current for several
values of ¢ and obtain:

¢ 100 | 101 | 102 | 103 | 10
i 310312314 | 318 | 324

where ¢ is measured in seconds, i is in amperes, the inductance L is a constant 0.98 henries, and the
resistance is 0.142 ohms. Approximate the voltage £(¢f) when ¢ = 1.00, 1.01, 1.02, 1.03, and 1.04.

All calculus students know that the derivative of a function f at x can be defined as

Ja+h—fx
- :

f'(x) = lim
h—0
Choose your favorite function f, nonzero number x, and computer or calculator. Generate approxi-

mations f, (x) to f'(x) by

fx+107") — f(x)
10"

fa) =

s

forn =1,2,...,20, and describe what happens.

"

Derive a method for approximating f”(xo) whose error term is of order #? by expanding the function
f in a fourth Taylor polynomial about xy and evaluating at x, &= 4 and xy & 2A.
Consider the function

2

w=5+"y
ethy=—+ —M,
6

where M is a bound for the third derivative of a function. Show that e(/) has a minimum at i/3¢/M.

4.2

Lewis Fry Richardson
(1881-1953) was the first person
to systematically apply
mathematics to weather
prediction while working in
England for the Meteorological
Office. As a conscientious
objector during World War I, he
wrote extensively about the
economic futility of warfare,
using systems of differential
equations to model rational
interactions between countries.
The extrapolation technique that
bears his name was the
rediscovery of a technique with
roots that are at least as old as
Christiaan Hugyens
(1629-1695), and possibly
Archimedes (287-212 B.C.E.).

Richardson’s Extrapolation

Richardson’s extrapolation is used to generate high-accuracy results while using low-
order formulas. Although the name attached to the method refers to a paper written by
L. F. Richardson and J. A. Gaunt [RG] in 1927, the idea behind the technique is much older.
An interesting article regarding the history and application of extrapolation can be found
in [Joy].

Extrapolation can be applied whenever it is known that an approximation technique
has an error term with a predictable form, one that depends on a parameter, usually the step
size h. Suppose that for each number & # 0 we have a formula N, (k) that approximates an
unknown constant M, and that the truncation error involved with the approximation has the
form

M — Ni(h) = Kih + Kol? + Ksh® + - - -

for some collection of (unknown) constants K, K>, K3, .. ..
The truncation error is O(h), so unless there was a large variation in magnitude among
the constants K, K>, K3, ...,

M —N;(0.1) ~ 0.1K;, M — N;(0.01) ~ 0.01K;,

and, in general, M — Nyi(h) = K|h .

The object of extrapolation is to find an easy way to combine these rather inaccu-
rate O(h) approximations in an appropriate way to produce formulas with a higher-order
truncation error.
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Suppose, for example, we can combine the N;(h) formulas to produce an O(h*)
approximation formula, N, (h), for M with

M — N>(h) = Kol + K3k + -+ -,
for some, again unknown, collection of constants IA(Z, k3, .... Then we would have
M —N»(0.1) ~ 0.01K>, M — N,(0.01) ~ 0.0001K5,

and so on. If the constants K; and kz are roughly of the same magnitude, then the N, (%)
approximations would be much better than the corresponding N, (/) approximations. The
extrapolation continues by combining the N, (k) approximations in a manner that produces
formulas with O(A?) truncation error, and so on.

To see specifically how we can generate the extrapolation formulas, consider the O(h)
formula for approximating M

M =N,(h) +Kih+Kh+Kh+---. (4.10)

The formula is assumed to hold for all positive &, so we replace the parameter / by half its
value. Then we have a second O(h) approximation formula

m=n (" +Kh+Kh2+Kh3+ A.11)
— V1 ) 12 24 38 . .

Subtracting Eq. (4.10) from twice Eq. (4.11) eliminates the term involving K; and gives

2 3
M =N, (g) + [N1 (g) —Nl(h)] +K, (% —h2> +K; <% —h3> +0. (4.12)

Define
No(h) =N —h + —h — h |

Then Eq. (4.12) is an O(h*) approximation formula for M:

Ko 3K

M = No(h) — ==h /S 4.13
> (h) 2 ) (4.13)

In Example 1 of Section 4.1 we use the forward-difference method with # = 0.1 and
h = 0.05 to find approximations to f’(1.8) for f(x) = In(x). Assume that this formula has
truncation error O(h) and use extrapolation on these values to see if this results in a better
approximation.

Solution In Example 1 of Section 4.1 we found that
with h = 0.1: f/(1.8) ~ 0.5406722, and with 7 = 0.05: f'(1.8) ~ 0.5479795.
This implies that
N1(0.1) = 0.5406722 and N;(0.05) = 0.5479795.
Extrapolating these results gives the new approximation
N>(0.1) = N;1(0.05) + (N1(0.05) — N;(0.1)) = 0.5479795 + (0.5479795 — 0.5406722)
= (0.555287.

The h = 0.1 and & = 0.05 results were found to be accurate to within 1.5 x 1072 and
7.7 x 1073, respectively. Because f'(1.8) = 1/1.8 = 0.5, the extrapolated value is accurate
to within 2.7 x 107, [
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Extrapolation can be applied whenever the truncation error for a formula has the form

m—1
DKk + O,

j=1

for a collection of constants K; and when ) < ap < a3 < -+ < a,. Many formulas used
for extrapolation have truncation errors that contain only even powers of £, that is, have the
form

M = Ny (h) + Kih* + Kb + K3h + - - - . (4.14)

The extrapolation is much more effective than when all powers of / are present because the
averaging process produces results with errors O(h?), O(h*), O(h®), ..., with essentially
no increase in computation, over the results with errors, O(h), o>, 0, ....

Assume that approximation has the form of Eq. (4.14 ). Replacing & with //2 gives the
O(h?) approximation formula

mM=n, (" +Kh2+1<h4+1(h6+
~\2 Y4 T 6 T Mo

Subtracting Eq. (4.14) from 4 times this equation eliminates the /> term,

3M = |4N h Ny (h K i )+ K i h®
—|: 1<E>_ 1()]—!— z(z— >+ 3<E_ >+

Dividing this equation by 3 produces an O(h*) formula

1 h K (nt )\ Ky (K5S¢
M=-|4N /(=) -NW) |+ = - -1 —|=-nh
3[ 1(2> 1():|+3(4 )+3 T +

Defining
Nh——14Nh Nh——Nh lNh Ni(h
2(h) §|: 1(5)_ 1()] ]<§>+§|: 1(5)_ 1()]’

produces the approximation formula with truncation error O(h*):
n 5h®
M =N(h) —K,— —Ks3— +---. 4.15
2(h) — K> 1 T (4.15)
Now replace % in Eq. (4.15) with /2 to produce a second O(h*) formula

h h 5hS
M=N(z)-K— -—Ks— —---.
2 64 1024

Subtracting Eq. (4.15 ) from 16 times this equation eliminates the 4* term and gives

15a0 = | 163, (1 Na(h) +K15h6—|—
- 2 2 2 3 64 .

Dividing this equation by 15 produces the new O(h%) formula

M= l1en, (! Na(h) +Kh6+
~ 15 \2 2 ? 64

We now have the O(h®) approximation formula
Ns(h) = ! 16N, h Ny(h) | =N, h + ! N h Ny (h)
T I e B U ANTE R ) U
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Continuing this procedure gives, for each j = 2,3, ..., the O(h*/) approximation

h N;_1(h/2) — N;_{(h
N = Ny <§)+ 2042 ~Na )

Table 4.6 shows the order in which the approximations are generated when

M = N;(h) + Kih* + Kbt + Kk + - - - . (4.16)

It is conservatively assumed that the true result is accurate at least to within the agreement
of the bottom two results in the diagonal, in this case, to within |[N3(h) — N4(h)|.

oh?) o O(h®) o(h®)
1: Ny(h)
2: Ni(%) 3: No(h)
4: N (L) 5: My(%) 6: N3(h)
7: Ni(%) 8: Ny(%) 9: N3(%) 10: Ny(h)

Taylor’s theorem can be used to show that centered-difference formula in Eq. (4.5) to
approximate f’(xg) can be expressed with an error formula:

’ _ 1 h h h2 i h4 5)
f(xO)—ﬂ[f(xOJr ) — flxo— )]—gf (xO)—mf (x) — -+~ .

Find approximations of order O(h%), O(h*), and O(h®) for f'(2.0) when f(x) = xe* and
h=0.2.

Solution The constants K; = — " (x9)/6, K» = — f® (x9)/120, - - -, are not likely to be
known, but this is not important. We only need to know that these constants exist in order
to apply extrapolation.

We have the O(h?) approximation

1 .
f'(x0) = Ni(h) — Efm(xo) - mf( )(x0) — -+, 4.17)

where
1
Ni(h) = E[f(x() +h) — flxo— M)l
This gives us the first O(h?) approximations

1
N1(0.2) = a[f(Z.Z) — f(1.8)] = 2.5(19.855030 — 10.889365) = 22.414160,
and
1
N1(0.1) = E[f(ll) — f(1.9)] = 5(17.148957 — 12.703199) = 22.228786.

Combining these to produce the first O(h*) approximation gives

1
N>(0.2) = N;(0.1) + §(N1 (0.1) — N1(0.2))

1
= 22.228786 + 5(22.228786 — 22.414160) = 22.166995.
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To determine an O(h®) formula we need another O(h*) result, which requires us to find the
third O(h?) approximation

1
N1(0.05) = m[f(2.05) — f(1.95)] = 10(15.924197 — 13.705941) = 22.182564.
We can now find the O(h*) approximation

1
N>(0.1) = N;(0.05) + g(Nl(0.0S) — N;(0.1))

1
= 22.182564 + 5(22.182564 —22.228786) = 22.167157.
and finally the O(h®) approximation
1
N3(0.2) = N>(0.1) + E(Nz(o.l) — N1(0.2))

1
=22.167157 + E(22.167157 — 22.166995) = 22.167168.

We would expect the final approximation to be accurate to at least the value 22.167 because
the N,(0.2) and N3(0.2) give this same value. In fact, N3(0.2) is accurate to all the listed
digits. [ ]

Each column beyond the first in the extrapolation table is obtained by a simple av-
eraging process, so the technique can produce high-order approximations with minimal
computational cost. However, as k increases, the round-off error in N (h/2*) will generally
increase because the instability of numerical differentiation is related to the step size //2*.
Also, the higher-order formulas depend increasingly on the entry to their immediate left in
the table, which is the reason we recommend comparing the final diagonal entries to ensure
accuracy.

In Section 4.1, we discussed both three- and five-point methods for approximating
f'(xp) given various functional values of f. The three-point methods were derived by
differentiating a Lagrange interpolating polynomial for f. The five-point methods can be
obtained in a similar manner, but the derivation is tedious. Extrapolation can be used to
more easily derive these formulas, as illustrated below.

lllustration  Suppose we expand the function f in a fourth Taylor polynomial about xy. Then

1 1
F) =f(x0) + f/(x0)(x — x0) + zf//(xo)(x —x0)? + gfm(xo)(x — X0)®
1 1
- ﬁf(“) (x0) (x — x0)* + mf“) &) (x — x0)°,

for some number & between x and xy. Evaluating f at xo + 4 and xy — & gives

1 1
fxo+h) =f(x0) + £ (xo)h + Ef”(xo)hz + gfw(xo)h3
1 1
@ 4 ) 5
5 f Y G0l + oo FO @D (4.18)

and

1 1
fxo—h) =f(x0) — ' (xo)h + Ef”(xo)hz - gf”’(x())lf
1 1
@ Ry ) 5
+ 57/ VG0t = oo f &R, (4.19)

where xg —h < & < xg <& <xo+h.
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Subtracting Eq. (4.19) from Eq. (4.18) gives a new approximation for f'(x).

W w
fxo+h) — flxo—h) =2hf (xo0) + ?f/”(xo) + m[f@(sl) + fOE)]L (4.20)

which implies that

1 h? h*
f(xo) = 0o+ = Flo =M = gf”’(xo) - m[f“)(a) + fOE)].

If f®is cgntinuous on [xg — h,xo + h], the Intermediate Value Theorem 1.11 implies that
anumber & in (xo — &, xo + h) exists with

[fOED + FOE&)].

N —

fO® =

As a consequence,we have the O(h?) approximation

1 h2 K -
f'(xo0) = Sl G0+ = fxo =] — gfw(xo) - ﬁf@@). 4.21)

Although the approximation in Eq. (4.21) is the same as that given in the three-point for-
mula in Eq. (4.5), the unknown evaluation point occurs now in f©, rather than in .
Extrapolation takes advantage of this by first replacing % in Eq. (4.21) with 24 to give the
new formula

(0) = ~ 2h oy — g 61" o e 422
S o) = L (o +2h) = fxo = 2] = == 7 (x0) = 155 /7€), (4.22)

where é is between xo — 24 and xo + 2h.

Multiplying Eq. (4.21) by 4 and subtracting Eq. (4.22) produces
2 1
3f (xo) = }—l[f(xO +h) — fxo—h)]— E[f(xo + 2h) — f(xo — 2h)]
h ) /2 2h* )2
- %f &)+ Ef &).

Even if f ®) is continuous on [xy — 2k, xy + 2A], the Intermediate Value Theorem 1.11
cannot be applied as we did to derive Eq. (4.21) because here we have the difference of
terms involving f. However, an alternative method can be used to show that f© () and
F® (&) can still be replaced by a common value £ (£). Assuming this and dividing by 3
produces the five-point midpoint formula Eq. (4.6) that we saw in Section 4.1

1 h
f(xo) = T LS 6o = 21) = 8f (xo = h) + 8 (¥o + h) — f (xo + 2] + %f“)(é). O

Other formulas for first and higher derivatives can be derived in a similar manner. See,
for example, Exercise 8.

The technique of extrapolation is used throughout the text. The most prominent appli-
cations occur in approximating integrals in Section 4.5 and for determining approximate
solutions to differential equations in Section 5.8.
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EXERCISE SET 4.2

1.

AN Sl A

10.

11.

Apply the extrapolation process described in Example 1 to determine N5 (h), an approximation to
f'(x0), for the following functions and stepsizes.

a. fx)=Inxx=10~rh=04 c. f(x)=2"sinx,x =1.05h=04
b. f(x)=x+¢ex%=00,h=04 d. fKx) =x3cosx,xg =23, h=04
Add another line to the extrapolation table in Exercise 1 to obtain the approximation N, (/).
Repeat Exercise 1 using four-digit rounding arithmetic.

Repeat Exercise 2 using four-digit rounding arithmetic.

The following data give approximations to the integral

T
M:/ sin x dx.
0

h h h
N;(h) = 1.570796, N, <5> =1.896119, N, <Z> = 1974232, N, <§> = 1.993570.

Assuming M = N, (h) + K| 1> + Kxh* 4+ K3h® + K4h® + O(h'?), construct an extrapolation table to
determine Ny (h).

The following data can be used to approximate the integral

372
M = / cos x dx.
0

h
Ny (h) = 2.356194, N, (§> = —0.4879837,

h h
N, (Z) = —0.8815732, N, <§) = —0.9709157.

Assume a formula exists of the type given in Exercise 5 and determine N4(h).

Show that the five-point formula in Eq. (4.6) applied to f(x) = xe* at xo = 2.0 gives N,(0.2) in Table
4.6 when h = 0.1 and N,(0.1) when & = 0.05.

The forward-difference formula can be expressed as

1 h h?
fl(xo) = ﬁ[f(xo +h) — fxo)] — Ef”(xo) - Efm(xo) + o).

Use extrapolation to derive an O(h*) formula for f’(xy).
Suppose that N (k) is an approximation to M for every 4 > 0 and that

M =N(h) + Kih+ KR + Kk + - -,

for some constants K;, K3, K3, .... Use the values N(h), N (%), and N (%) to produce an O(h*)
approximation to M.

Suppose that N (h) is an approximation to M for every 4 > 0 and that
M =Nh) + K\l + Kh* + Kb + - - -,

for some constants K;, K3, K, .... Use the values N(h), N (%), and N (%) to produce an O(h°)
approximation to M.

In calculus, we learn that e = lim,_,o(1 + h)/".

a. Determine approximations to e corresponding to 2 = 0.04, 0.02, and 0.01.

b. Use extrapolation on the approximations, assuming that constants Kj, K, ... exist with
e = (14+n""+Kh+ K:h> + Ksh® + - - -, to produce an O(h*) approximation to e, where
h = 0.04.

c¢. Do you think that the assumption in part (b) is correct?
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12.

13.

14.

15.

Numerical Differentiation and Integration

a. Show that

24\ M
lim (7> =e.
h—0 \ 2 —h

b.  Compute approximations to e using the formula N (h) = (%) l/h, for h = 0.04, 0.02, and 0.01.

Assume that e = N (h) + K h + Koh? + K3h? + - - - . Use extrapolation, with at least 16 digits of
precision, to compute an O(h*) approximation to e with & = 0.04. Do you think the assumption
is correct?

d. Show that N(—h) = N(h).
e. Use part (d) to show that K; = K3 = K5 = - -- = 0 in the formula

e=N) + Kih+ Koh* + K Koh* + Ksh” + - -
so that the formula reduces to
e:N(h)+K2h2+K4h4+K6h6+ .

f. Use the results of part (e) and extrapolation to compute an O(h°) approximation to e with
h =0.04.

Suppose the following extrapolation table has been constructed to approximate the number M with
M = N,(h) + K\I* + K>h* + K3h®:

Ny (h)
h
N <5> Ny (h)
N; h N h N5 (h
1 (Z) ) (§> 3(h)

a. Show that the linear interpolating polynomial Py (h) through (h2, N, (k)) and (h?/4,N;(h/2))
satisfies Py ;(0) = N,(h). Similarly, show that P ,(0) = N,(h/2).

b.  Show that the linear interpolating polynomial Py, (/) through (h*, N, (h)) and (h*/16, N2 (h/2))
satisfies Py, (0) = N3 (h).

Suppose that N, (h) is a formula that produces O(h) approximations to a number M and that

M=Nh) +Kh+Kh+- -,

for a collection of positive constants Ki, K, .... Then N;(h), Ny(h/2), Ni(h/4), ... are all lower
bounds for M. What can be said about the extrapolated approximations N, (h), N3(h),...?

The semiperimeters of regular polygons with k sides that inscribe and circumscribe the unit circle
were used by Archimedes before 200 B.C.E. to approximate 7, the circumference of a semicircle.
Geometry can be used to show that the sequence of inscribed and circumscribed semiperimeters {p; }
and {P;}, respectively, satisfy

pr = ksin (%) and P; = ktan (%) R

with p, < w < Py, whenever k > 4.
a.  Show that p, = 2+/2 and P, = 4.
b.  Show that for k > 4, the sequences satisfy the recurrence relations

and py = /piPu.

c. Approximate 7 to within 10~ by computing p, and Py until P, — p;, < 107
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d. Use Taylor Series to show that

1N\ 7/
”—””?(%) ‘E(%) "
p 73 12+2.7T5 1\
L (LY
IV 15 \k

e. Use extrapolation with 2 = 1/k to better approximate .

and

4.3 Elements of Numerical Integration

The need often arises for evaluating the definite integral of a function that has no explicit
antiderivative or whose antiderivative is not easy to obtain. The basic method involved in

approximating f[ f’ f (x) dx is called numerical quadrature. It uses asum ) »_,a; f(x;) to

approximate fab f(x) dx.

The methods of quadrature in this section are based on the interpolation polynomials
given in Chapter 3. The basic idea is to select a set of distinct nodes {x, . . .,x,} from the
interval [a, b]. Then integrate the Lagrange interpolating polynomial

Pyx) =Y fO)Lix)

i=0

and its truncation error term over [a, b] to obtain

b g f("H)(f(x))
Lf(x)dx—fa ;f(xi)Li(x)dx+/ Xi) CEEE

! T (n+1)
GEO / g(x—xi)f (W) dx,

= aif(x)+
i=0
where &(x) is in [a, b] for each x and

b
ai:/ Li(x) dx, foreachi=0,1,...,n

The quadrature formula is, therefore,

b n
/ ) dx~ aif (),
a i=0

with error given by

1 b~
_ v £+
E(f) = nr Dl 1)!/a i|=0| (= x;) f(E (X)) dx.

Before discussing the general situation of quadrature formulas, let us consider formulas
produced by using first and second Lagrange polynomials with equally-spaced nodes. This
gives the Trapezoidal rule and Simpson’s rule, which are commonly introduced in calculus
courses.
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194 CHAPTER 4 = Numerical Differentiation and Integration

The Trapezoidal Rule

To derive the Trapezoidal rule for approximating fa b fx)dx,letxo =a,xy =b,h=b—a
and use the linear Lagrange polynomial:

Pl = & x‘)f( )+ L2 f( ).
(xo — (x1
Then
b

/f(x)dx=/ [(x f(o)+( fm}

a X0 ( X0 — (
1o

+3 / FIEE)x— x0)(x — x1) . 423)
x0

The product (x — xp) (x — x;) does not change sign on [xp, x;], so the Weighted Mean Value
Theorem for Integrals 1.13 can be applied to the error term to give, for some & in (xg, x),

x| X1
/ FE@) @ —x0)(x —x1) dx = f”(S)/ (x — x0) (x — x1) dx
X0 X0

3 X1
= f"®) r _atm) +x0)x2 + xox1x
3 2 i
0
h3
== gf é).
When we use the term trapezoid Consequently, Eq. (4.23) implies that
we mean a four-sided figure that b x] 3
has at least two of its sides / F(x) dx = |: (x— f( o) + 100 (x— ) f( 1)j| _ —f//(é:)
parallel. The European term for a 2(xo — 2(x; X0 12

this figure is trapezium. To further

confuse the issue, the European (x1 — xo) h ”
S, = ——F—[fo) + faD]— = f&).
word trapezoidal refers to a 2 12

four-sided figure with no sides Using the notation & = x; — xg gives the following rule:
equal, and the American word for
this type of figure is trapezium. Trapezoidal Rule:

b h h3
/ @) dx = E[f()m) + [l — Ef”(é)-

This is called the Trapezoidal rule because when f is a function with positive values,
fa b f(x) dx is approximated by the area in a trapezoid, as shown in Figure 4.3.

Figure 4.3
Y
y =/
Y = Py(x)
a= Xg x;=b x

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.
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The error term for the Trapezoidal rule involves f”, so the rule gives the exact
result when applied to any function whose second derivative is identically zero, that is, any
polynomial of degree one or less.

Simpson’s Rule

Simpson’s rule results from integrating over [a, b] the second Lagrange polynomial with
equally-spaced nodes xo = a, x, = b, and x; = a + h, where h = (b — a)/2. (See

Figure 4.4.)
Figure 4.4
'Y
y=f&)
Y = Pyx)
a= Xg xll X, =0b =x
Therefore
b 20 (x—x)(x — (x — x0) (x —
d =
/a S dx / |:(X0 — XD —xz)f( Ry x2> S
(x — x0)(x — x1)
d
(X2 — x0) (X2 — x1) f(xz)] *
+ I ) ax
X0

Deriving Simpson’s rule in this manner, however, provides only an O(h*) error term involv-
ing f®. By approaching the problem in another way, a higher-order term involving f®
can be derived.

To illustrate this alternative method, suppose that f is expanded in the third Taylor
polynomial about x;. Then for each x in [xg, x»], a number & (x) in (xp, x,) exists with

” " “)
f;xl)(x_ ) féxl)(x_xl)3+f ;i(x»

f) = fa)+fa)G—x)+ x1)”+ (c—x)*

and

X ”
f f(x)dx=[f(x]>(x—xl)+&< - 1)2+M( )
X0

")
24

+ (x— Y‘} +§ f FPE@) @ —x)t dr. (424)
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Thomas Simpson (1710-1761)
was a self-taught mathematician
who supported himself during his
early years as a weaver. His
primary interest was probability
theory, although in 1750 he
published a two-volume calculus
book entitled The Doctrine and

Application of Fluxions.

Example 1

Numerical Differentiation and Integration

Because (x — x)* is never negative on [xg,x7], the Weighted Mean Value Theorem for
Integrals 1.13 implies that

| (e @ x @ x
o) ARG % /XO (x—x)* dr = fT(g‘)(x —x1>5L,

for some number & in (xg, x7).
However, h = x, — x; = x1 — Xxp, SO

(o —x)> = (0 —x)* = (p —x)* — (g —x1)* =0,
whereas
(2 —x)* = (o —x)’ =217 and (e —x)° — (v —x1)” = 2K°.
Consequently, Eq. (4.24) can be rewritten as

F@ED

K.
60

X2 h3
/ FO0 =200+ ) +
X0

If we now replace f”(x;) by the approximation given in Eq. (4.9) of Section 4.1, we
have

X2 h3 1 h2 @)
/X 0 f@)dx =2hf(x)+ ?{ﬁ[f(xo) —2f () + f()] — Ef(4)($2)} L6 6(()51);;5
—Il[f(x)—i—4f(x)-|-f(x)]_h_5 lf“‘)(g)_lf(‘l)(g)
= 3 0 1 2 1213 2 5 1 .

It can be shown by alternative methods (see Exercise 24) that the values &, and &, in this
expression can be replaced by a common value £ in (xg, x2). This gives Simpson’s rule.

Simpson’s Rule:

X h hS
/ @) dx = 31f (o) +4f () + f ()] - %f(“)(f).
X0

The error term in Simpson’s rule involves the fourth derivative of f, so it gives exact
results when applied to any polynomial of degree three or less.

2
Compare the Trapezoidal rule and Simpson’s rule approximations to / f(x) dx when f(x)
0
is
(@ x* (b) x* © @+
d 14+x2 (e) sinx & &

Solution On [0, 2] the Trapezoidal and Simpson’s rule have the forms
2
Trapezoid: / fx)de~ f(0)+ f(2) and
0

2
Simpson’s: / f&x) dx =~ %[f(O) +4f£0)+ f(2)]
0
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Table 4.7

Definition 4.1

The improved accuracy of
Simpson’s rule over the
Trapezoidal rule is intuitively
explained by the fact that
Simpson’s rule includes a
midpoint evaluation that provides
better balance to the
approximation.

The open and closed terminology
for methods implies that the open
methods use as nodes only points
in the open interval, (a, b) to
approximate /H/’ f(x)dx. The
closed methods include the points
a and b of the closed interval

[a, b] as nodes.

4.3 Elements of Numerical Integration 197

When f(x) = x* they give
2
Trapezoid: / f(x)dx~0*4+2>=4 and
0
; ? Lo 2,92 8
Simpson’s: f(x)dxwg[(o )+4-1742 ]:5.
0

The approximation from Simpson’s rule is exact because its truncation error involves @,
which is identically O when f(x) = x2.
The results to three places for the functions are summarized in Table 4.7. Notice that

in each instance Simpson’s Rule is significantly superior. [ ]
(@) (b) (© (d (e ®

fx) x2 x* x4+ D! 1+ x2 sinx e

Exact value 2.667 6.400 1.099 2.958 1.416 6.389

Trapezoidal 4.000 16.000 1.333 3.326 0.909 8.389

Simpson’s 2.667 6.667 1.111 2.964 1.425 6.421

Measuring Precision

The standard derivation of quadrature error formulas is based on determining the class of
polynomials for which these formulas produce exact results. The next definition is used to
facilitate the discussion of this derivation.

The degree of accuracy, or precision, of a quadrature formula is the largest positive integer
n such that the formula is exact for x*, foreachk =0, 1, ..., n. ]

Definition 4.1 implies that the Trapezoidal and Simpson’s rules have degrees of preci-
sion one and three, respectively.
Integration and summation are linear operations; that is,

b b b
/ (af (@) + Bg(x)) dx = Ot[ Jf(x)dx + ﬁ/ g(x) dx

and

D af )+ BN =aY fe)+BY g,

i=0 i=0 i=0

for each pair of integrable functions f and g and each pair of real constants o and S. This
implies (see Exercise 25) that:

e The degree of precision of a quadrature formula is n if and only if the error is zero for
all polynomials of degree k = 0, 1, ..., n, but is not zero for some polynomial of degree
n+ 1.

The Trapezoidal and Simpson’s rules are examples of a class of methods known as Newton-
Cotes formulas. There are two types of Newton-Cotes formulas, open and closed.
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Figure 4.5

Theorem 4.2

Roger Cotes (1682-1716) rose
from a modest background to
become, in 1704, the first
Plumian Professor at Cambridge
University. He made advances in
numerous mathematical areas
including numerical methods for
interpolation and integration.
Newton is reputed to have said of
Cotes ...if he had lived we might
have known something.

Numerical Differentiation and Integration

Closed Newton-Cotes Formulas

The (n+ 1)-point closed Newton-Cotes formula uses nodes x; = xo +ih, fori =0,1,...,n,
where xo = a, x, = b and h = (b — a)/n. (See Figure 4.5.) It is called closed because the
endpoints of the closed interval [a, b] are included as nodes.

=Y

The formula assumes the form

b n
f f de~ Yy aif (),
a i=0

where

Xn Xp M e
a,-:/ L,-(x)dx:/ Hudx
X0 X0 =0 (-xi - -x])
J#L
The following theorem details the error analysis associated with the closed Newton-
Cotes formulas. For a proof of this theorem, see [IK], p. 313.

Suppose that > a; f (x;) denotes the (n + 1)-point closed Newton-Cotes formula with
Xo = a,x, = b,and h = (b — a)/n. There exists & € (a, b) for which

hn+3f(n+2) (S) n

b n
/ f(x)dx:Za,-f(xi)—}- @t —1)---(t —n) dt,
a i=0

(n+2)!
if nis even and f € C"*?[a, b], and
b n hn+2f(n+1)(§-) n
dx = o)+ ———2 ] e —1)---(t —n) dt,
fa f(x) dx ;af(x) L ), D=
ifnisoddand f € C"*'[a, b]. ™

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



4.3 Elements of Numerical Integration 199

Note that when n is an even integer, the degree of precision is n + 1, although the
interpolation polynomial is of degree at most n. When n is odd, the degree of precision is
only n.

Some of the common closed Newton-Cotes formulas with their error terms are listed.
Note that in each case the unknown value £ lies in (a, b).

n = 1: Trapezoidal rule
x| h h3
/ J@) dx=SLf (o) + f)] = 5 /7€), where xp <& <. (4.25)
X0
n = 2: Simpson’s rule

X h hS
/ F @) dx = 31f (o) +4f () + f ()] - 9—Of<4’<s>, where xp < & < x,.
’ (4.26)

n = 3: Simpson’s Three-Eighths rule

5 3h 3
/ FO0 de = S0 43700 4370+ F@] - 30 U@, @)
X0

where xp < & < x3.

n=4:

X4 2h 8hn’
/ G dx = 27 f (o) +32f () + 12f (02) + 32f (63) + 7 f ()] — %f(“(é‘),
X0

where xp < & < x4. (4.28)

Open Newton-Cotes Formulas

The open Newton-Cotes formulas do not include the endpoints of [a, b] as nodes. They use
the nodes x; = xo + ih, foreachi =0,1,...,n, where h = (b—a)/(n+2) and xo = a+ h.
This implies that x,, = b — h, so we label the endpoints by setting x_; = @ and x,,41 = b,
as shown in Figure 4.6 on page 200. Open formulas contain all the nodes used for the
approximation within the open interval (a, b). The formulas become

b Xn+1 n
| rwar= [ rw s Y arco.
¢ i=0

xX_]

where

b
a,~=/ L;(x) dx.
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Figure 4.6
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Y A

a=x_4 Xy X1 Xy X, X, 1=b X

Theorem 4.3

The following theorem is analogous to Theorem 4.2; its proof is contained in [IK],
p- 314.

Suppose that > a; f (x;) denotes the (n + 1)-point open Newton-Cotes formula with
X_1 =a,X,+1 =b,and h = (b — a)/(n + 2). There exists & € (a, b) for which

b n hn+3 (n+2) n+1
[ rwas=Yarm+ =L E [ te-ni-na
a l:O . —

if nis even and f € C"*?[a, b], and

hn+2 (n+1)
/f(x)dx_Zaf(x,)+ (f+1)'($) ] t(t—1)~-~(t—n)dt,

ifnisodd and f € C"'[a,b]. -

Notice, as in the case of the closed methods, we have the degree of precision compar-
atively higher for the even methods than for the odd methods.

Some of the common open Newton-Cotes formulas with their error terms are as
follows:

n = 0: Midpoint rule
X1 h3
/ Fx) dx =2hf(x) + ?f”(é), where x_; < £ < xj. (4.29)
x_1
n=1:

& 3h 3,
f f(x)dx = T[f(x(’) + fDl+ Tf (§), where x_j <& <x. (430
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3 4h 1413 @
/ fx) dx = ?[Zf(xO) — [ +2f ()] + ?f é), (4.31)
X_p
where x_| <& < x3.

n=3:

*4 5h 95
/ fO0 dx = IHLf (o) + f () + f () + T1f )] + mhsf(‘”(é), (4.32)
X—1

where x| <& < x4.

Example 2 Compare the results of the closed and open Newton-Cotes formulas listed as (4.25)—(4.28)
and (4.29)—(4.32) when approximating

/4
/ sinx dx = 1 — +/2/2 ~ 0.29289322.
0

Solution For the closed formulas we have

4
no1. TP [sino 1 sin %] ~ 0.27768018
8
n=2: (”SL [sin 0 -+ 4sin % 4 sin %] ~ 0.29293264
(/12
n=3 (’Té ) [sinO + 3sin % 43 sin% +sin %] ~ 0.29291070
2(7/16)
n—

3
5 |:7sin0—|—32sinf—6 n 123in%+325in1—76r +7sin %] ~ 0.29289318

and for the open formulas we have

n=0: 20t/8) [sin %] ~ 0.30055887

IRRAGIA§ AN 2]~ 029798754
n= sin — 4+ sin — | = 0.
2 L 12 6
4(z/16) [ bia bis 37
n=2: MO G0 T _in T 4 2sin X | ~ 0.29285866
3 L 16 8 16
5m@/200 [, . = 1 . 3w Lo
=3 ————— | 11 sin — + sin — +sin — + 11sin — | &~ 0.29286923
" Sy T R T T I 5
Table 4.8 summarizes these results and shows the approximation errors. [ ]
Table 4.8 n 0 1 ) 3 4
Closed formulas 0.27768018 0.29293264 0.29291070 0.29289318
Error 0.01521303 0.00003942 0.00001748 0.00000004
Open formulas 0.30055887 0.29798754 0.29285866 0.29286923
Error 0.00766565 0.00509432 0.00003456 0.00002399
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EXERCISE SET 43

1.  Approximate the following integrals using the Trapezoidal rule.

1 0.5 2
a. f x*dx b. / dx
0.5 o x—4

15 1
[ / X nxdx d. / x2e ™ dx
1 0

1.6 035
2x 2
. dx f. d
¢ /1 x2—4 /0 4™
/4 /4
g / xsinx dx h. / ¥ sin 2x dx
0 0
2.  Approximate the following integrals using the Trapezoidal rule.
025 0
a. / (cosx)* dx b. f xIn(x+ 1) dx
—0.25 -0.5
1.3 e+1 1
c f ((sinx)* — 2xsinx + 1) dx d. f dx
0.75 e xInx

Find a bound for the error in Exercise 1 using the error formula, and compare this to the actual error.
Find a bound for the error in Exercise 2 using the error formula, and compare this to the actual error.
Repeat Exercise 1 using Simpson’s rule.

Repeat Exercise 2 using Simpson’s rule.

Repeat Exercise 3 using Simpson’s rule and the results of Exercise 5.

Repeat Exercise 4 using Simpson’s rule and the results of Exercise 6.

L XN RW

Repeat Exercise 1 using the Midpoint rule.

10. Repeat Exercise 2 using the Midpoint rule.

11.  Repeat Exercise 3 using the Midpoint rule and the results of Exercise 9.

12. Repeat Exercise 4 using the Midpoint rule and the results of Exercise 10.

13. The Trapezoidal rule applied to foz f(x) dx gives the value 4, and Simpson’s rule gives the value 2.
What is f(1)?

14.  The Trapezoidal rule applied to foz f(x) dx gives the value 5, and the Midpoint rule gives the value 4.
What value does Simpson’s rule give?

15.  Find the degree of precision of the quadrature formula

/:f(x)dx=f(—\f>+f(?).

16. Leth = (b—a)/3,x0 = a,x; = a+ h, and x, = b. Find the degree of precision of the quadrature
formula

b 9 3
/ F)de = {0 + 3hf ).

17. The quadrature formula fll f@) dx = cof(—1) + ¢1 £(0) + 2 f(1) is exact for all polynomials of
degree less than or equal to 2. Determine cy, ¢y, and ¢;.

18. The quadrature formula foz f@) dx = cof(0) + c1 f(1) + c2f(2) is exact for all polynomials of
degree less than or equal to 2. Determine ¢y, ¢, and c;.

19. Find the constants ¢y, ¢, and x; so that the quadrature formula

1
/ FO) dr = cof ©) + 1 f ()
0

has the highest possible degree of precision.
20. Find the constants xo, X1, and ¢, so that the quadrature formula

1
1
/ fx) dx = Ef(xo) + o fx)
0

has the highest possible degree of precision.
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21. Approximate the following integrals using formulas (4.25) through (4.32). Are the accuracies of
the approximations consistent with the error formulas? Which of parts (d) and (e) give the better
approximation?

0.1 /2
a. V1+4xdx b. / (sinx)? dx
0 0
15 10 4
c. / e' dx d. / —dx
L1 1 X
55 1 10 1 1
e. / fdx—i—‘/. —dx f. / X3 dx
1 X 55 X 0
22.  Given the function f at the following values,
x ‘ 1.8 ‘ 2.0 ‘ 2.2 ‘ 2.4 ‘ 2.6
fx) ‘ 3.12014 ‘ 4.42569 ‘ 6.04241 ‘ 8.03014 ‘ 10.46675
approximate || 12_56 f (%) dx using all the appropriate quadrature formulas of this section.

23.  Suppose that the data of Exercise 22 have round-off errors given by the following table.

X ‘ 1.8 ‘ 2.0 ‘ 22 ‘ 24 ‘ 2.6

Error in f(x) ‘ 2x107° ‘ —2x107° ‘ —09 x 107 ‘ —09 x 10~ ‘ 2 x 107
Calculate the errors due to round-off in Exercise 22.

24. Derive Simpson’s rule with error term by using
X2
/ J@) dx = agf(xo) +arf () +arf(x2) +kfOE).
X0

Find ay,a,, and a, from the fact that Simpson’s rule is exact for f(x) = x" when n = 1,2, and 3.
Then find k by applying the integration formula with f(x) = x*.

25. Prove the statement following Definition 4.1; that is, show that a quadrature formula has degree of
precision n if and only if the error E(P(x)) = 0 for all polynomials P(x) of degree k = 0, 1,...,n,
but E(P(x)) # 0 for some polynomial P(x) of degree n + 1.

26. Derive Simpson’s three-eighths rule (the closed rule with n = 3) with error term by using
Theorem 4.2.

27. Derive the open rule with n = 1 with error term by using Theorem 4.3.

4.4 Composite Numerical Integration

Piecewise approximation is often
effective. Recall that this was
used for spline interpolation.

Example 1

The Newton-Cotes formulas are generally unsuitable for use over large integration inter-
vals. High-degree formulas would be required, and the values of the coefficients in these
formulas are difficult to obtain. Also, the Newton-Cotes formulas are based on interpola-
tory polynomials that use equally-spaced nodes, a procedure that is inaccurate over large
intervals because of the oscillatory nature of high-degree polynomials.

In this section, we discuss a piecewise approach to numerical integration that uses the
low-order Newton-Cotes formulas. These are the techniques most often applied.

Use Simpson’s rule to approximate f04 e dx and compare this to the results obtained

by adding the Simpson’s rule approximations for f02 e* dx and f; e dx. Compare these

approximations to the sum of Simpson’s rule for fol e dx, |, ]2 e* dx, f; e* dx, and f; e* dx.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



204 CHAPTER 4 = Numerical Differentiation and Integration

Solution Simpson’s rule on [0, 4] uses & = 2 and gives
4 2
/ e dx ~ 5(eo +4e” + e*) = 56.76958.
0

The exact answer in this case is e* — ¢® = 53.59815, and the error —3.17143 is far larger
than we would normally accept.
Applying Simpson’s rule on each of the intervals [0, 2] and [2, 4] uses & = 1 and gives

4 2 4
/exdxz-/e"dx—i—/ e dx
0 0 2

%(eo+4e+e2)+%(e2+4e3+e4)
1

I

= (eo +de + 2% + 483 + e4)

(O]

= 53.86385.

The error has been reduced to —0.26570.
For the integrals on [0, 1],[1, 2],[3, 4], and [3, 4] we use Simpson’s rule four times with
h= % giving

4 1 2 3 4
/e’%lx:/exdx—i—/ exaix—i—/ exdx—i—f e dx
0 0 1 2 3
1 1
%g(e0+4e1/2+e)+5(e+4e3/2+62)

+ - (e +4e + ) + é (¢ + 4’ + %)

N =

1
=< (eo +4e'? 4 2e + 4e¥% + 26 + 46% 2% 4 47?4 e4)
= 53.61622.
The error for this approximation has been reduced to —0.01807. [ ]

b
To generalize this procedure for an arbitrary integral / f(x) dx, choose an even

integer n. Subdivide the interval [a, b] into n subintervals, and apply Simpson’s rule on
each consecutive pair of subintervals. (See Figure 4.7.)

Figure 4.7

<Y

a=Xg X2 Xgj—2 Xoj—1 Xy b=x,
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With h = (b — a)/n and x; = a + jh, foreachj = 0,1, ...,n, we have

n/2 j

/ fx) dx— fx) dx
— X2j—-2
n/2

5
Z{ [f (ajo2) + 4 (62jo1) + f (02 )] = Of“)(s,)},

for some &; with xp;_» < & < x;, provided that f € C*a,b]. Using the fact that for each
j=12,...,(n/2) — 1 we have f(x,;) appearing in the term corresponding to the interval
[x2j—2,%2;] and also in the term corresponding to the interval [x;;, x2;42], we can reduce

this sum to
h (n/2)—1 n/2 S n/2 \
f fE)de= 2 f(xo) +2 ,Zl f(xz])+4jzl:f(xz, D+ () —9OZf“($,

The error associated with this approximation is

5 n/2

h
E(f) = Z )

where xp;_» < & < xpj,foreachj=1,2,...,n/2.
If f € C*[a, b], the Extreme Value Theorem 1.9 implies that £ assumes its maximum
and minimum in [a, b]. Since

min fP @) < f9E) < max P,

x€la,b]
we have
n n/2
“4) “) “4)
— mm x) < — max X
5 min fO0) = Zf ) = 5 max fO0)
J
and
2 n/2
“4) “) 4)
min xX) < — ;) < max X).
min fO0) = n;f &) = max fY@)
J:

By the Intermediate Value Theorem 1.11, there is a u € (a, b) such that

n/2

fOm) = Z fOE).

Thus

5 n/2

E(f) = Z o) = —@nf“”(u)

or, since h = (b — a)/n,

—a)
180

These observations produce the following result.

E(f) = ———=—h'fP(w).
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Theorem 4.4 Let f € C*[a,b], nbe even, h = (b — a)/n, and x; = a + jh, for each j = 0, 1,...,n.
There exists a i € (a, b) for which the Composite Simpson’s rule for n subintervals can
be written with its error term as

b h (n/2)—1 n/2 b—a
/ f@dv=2 | f@+2 3 foa)+4Y o0+ f0) | - o=k FO0.
a j=1 Jj=1

Notice that the error term for the Composite Simpson’s rule is O(h*), whereas it was
O(h?) for the standard Simpson’s rule. However, these rates are not comparable because for
standard Simpson’s rule we have & fixed at # = (b — a)/2, but for Composite Simpson’s
rule we have & = (b — a)/n, for n an even integer. This permits us to considerably reduce
the value of & when the Composite Simpson’s rule is used.

Algorithm 4.1 uses the Composite Simpson’s rule on n subintervals. This is the most
frequently used general-purpose quadrature algorithm.

Composite Simpson’s Rule
To approximate the integral / = fab f ) dx:

INPUT endpoints a, b; even positive integer n.
OUTPUT  approximation XI to I.
Step 1 Seth= (b —a)/n.

Step 2 Set XIO = f(a) + f(b);
XI1 =0; (Summation of f(x2;—1).)
XI2 =0. (Summation of f(x2;).)

Step3 Fori=1,...,n—1do Steps 4 and 5.
Step4 SetX =a+ih.

Step 5 If i is even then set XI2 = XI2 + f(X)
else set XI1 = XI1 + f(X).

Step 6 Set XI = h(XI0 +2 - XI2 + 4 - XI1)/3.

Step 7 OUTPUT (XI);
STOP. "

The subdivision approach can be applied to any of the Newton-Cotes formulas. The
extensions of the Trapezoidal (see Figure 4.8) and Midpoint rules are given without proof.
The Trapezoidal rule requires only one interval for each application, so the integer n can be
either odd or even.

Theorem 4.5 Let f € C?[a,b], h = (b — a)/n, and X; = a+ jh,foreachj = 0,1,...,n. There exists
a i € (a,b) for which the Composite Trapezoidal rule for n subintervals can be written
with its error term as

b h n—1 bh— ,
/a f@dx=2| f@+2) fo)+f®) |- Tahzf (). ]

j=1
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Figure 4.8

Figure 4.9

Theorem 4.6

Example 2

4.4 Composite Numerical Integration 207

YA
NS
AN
A
a=xy X1 XX x,., b=x, x
For the Composite Midpoint rule, n» must again be even. (See Figure 4.9.)
DAY
y =)
-~
N
\_/-
: : : >
a=X_1 X X Xpj—1Xy Xoj+1  Xp—1 Xy b=x,41 x

Let f € C?[a,b], n be even, h = (b — a)/(n + 2), and x; = a+ (j + 1)h for each
j=—1,0,...,n+ 1. There exists a u € (a, b) for which the Composite Midpoint rule
for n + 2 subintervals can be written with its error term as

n/2

/ F0dr =20 Flan+ R ), 2

Jj=0

Determine values of % that will ensure an approximation error of less than 0.00002 when
approximating foﬂ sin x dx and employing
(a) Composite Trapezoidal rule and (b) Composite Simpson’s rule.

Solution (a) The error form for the Composite Trapezoidal rule for f(x) = sinx on [0, ]
is

| = | (= sin | =
f = 12 sin i |sm,u|

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions requireit.



208

CHAPTER 4

Numerical Differentiation and Integration

To ensure sufficient accuracy with this technique we need to have
mh’ |sin | < T .00002
——|sin — < 0. .
2 =T
Since h = 7 /n implies that n = 7 /h, we need
3

12n?

3

12(0.00002)

1/2
< 0.00002 which implies that n > < ) ~ 359.44.

and the Composite Trapezoidal rule requires n > 360.

(b) The error form for the Composite Simpson’s rule for f(x) = sinx on [0, 7] is

aht
——|sin ul.

P )' '—smu 30

‘180 180

To ensure sufficient accuracy with this technique we need to have

18;' sinu| < %h; < 0.00002.
Using again the fact that n = 7 /h gives
73 7 i
180 < 0.00002 which implies that n > (WOOOOZ)) ~ 17.07.

So Composite Simpson’s rule requires only n > 18.
Composite Simpson’s rule with n = 18 gives

2i—1
/smxdx~— ZZsm( )+4Zs <(J )”> = 2.0000104.
0

This is accurate to within about 10~ because the true value is — cos(rr) — (— cos(0)) = 2.
[

Composite Simpson’s rule is the clear choice if you wish to minimize computation.
For comparison purposes, consider the Composite Trapezoidal rule using & = /18 for the
integral in Example 2. This approximation uses the same function evaluations as Composite
Simpson’s rule but the approximation in this case

17 .
/smxdx~l 2Zsm(18>+smo+smn =;T_6 Z;Sin <’1£8) — 1.9949205.

0

is accurate only to about 5 x 1073,
Maple contains numerous procedures for numerical integration in the NumericalAnal-
ysis subpackage of the Student package. First access the library as usual with

with(Student[NumericalAnalysis])

The command for all methods is Quadrature with the options in the call specifying the
method to be used. We will use the Trapezoidal method to illustrate the procedure. First
define the function and the interval of integration with

fi=x—sinx); a:=00; b:=nx
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After Maple responds with the function and the interval, enter the command

Quadrature( f (x),x = a..b, method = trapezoid, partition = 20, output = value)
1.995885973

The value of the step size  in this instance is the width of the interval b — a divided by the
number specified by partition = 20.

Simpson’s method can be called in a similar manner, except that the step size / is
determined by b — a divided by twice the value of partition. Hence, the Simpson’s rule
approximation using the same nodes as those in the Trapezoidal rule is called with

Quadrature( f (x),x = a..b, method = simpson, partition = 10, output = value)
2.000006785
Any of the Newton-Cotes methods can be called using the option
method = newtoncotes[open,n] or method = newtoncotes[closed,n]

Be careful to correctly specify the number in partition when an even number of divisions
is required, and when an open method is employed.

Round-Off Error Stability

In Example 2 we saw that ensuring an accuracy of 2 x 10~ for approximating foﬂ sin x dx
required 360 subdivisions of [0, ] for the Composite Trapezoidal rule and only 18 for
Composite Simpson’s rule. In addition to the fact that less computation is needed for the
Simpson’s technique, you might suspect that because of fewer computations this method
would also involve less round-off error. However, an important property shared by all the
composite integration techniques is a stability with respect to round-off error. That is, the
round-off error does not depend on the number of calculations performed.

To demonstrate this rather amazing fact, suppose we apply the Composite Simpson’s
rule with n subintervals to a function f on [a, b] and determine the maximum bound for the
round-off error. Assume that f(x;) is approximated by f (x;) and that

Numerical integration is expected
to be stable, whereas numerical
differentiation is unstable.

f(x) = f(x)+e, foreach i=0,1,...,n,

where e; denotes the round-off error associated with using f (x;) to approximate f (x;). Then
the accumulated error, e(h), in the Composite Simpson’s rule is

h (n/2)—1 n/2
e(h) = 3 eo+2 ; 62j+4j2:;32j71+en

(n/2)—1 n/2

h
3| leol+2 D7 leal +43 leajtl + leal

Jj=1 J=1

IA

If the round-off errors are uniformly bounded by ¢, then

e(h)g§[8+2(g—1>8+4(g)8+8]=§3n8:nh8.
Butnh =b —a, so

e(h) < (b—ae,
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a bound independent of & (and n). This means that, even though we may need to divide
an interval into more parts to ensure accuracy, the increased computation that is required
does not increase the round-off error. This result implies that the procedure is stable as &
approaches zero. Recall that this was not true of the numerical differentiation procedures
considered at the beginning of this chapter.

EXERCISE SET 44

1. Use the Composite Trapezoidal rule with the indicated values of n to approximate the following

integrals.
2 2
a. / xlnxdx, n=4 b. / Xefdx, n=4
12 ) 2
C. / ——dx, n=6 d. f x’cosxdx, n=6
0 )Cz +4 0
2 3
e. / e sin3xdx, n=38 f. / ———dx, n=28
0 1 x2 —+ 4
5 1 37/8
8 ———dx, n=2~8 h. / tanxdx, n=28
8 3 x2—4 0

2. Use the Composite Trapezoidal rule with the indicated values of n to approximate the following

integrals.
0.5 0.5
a. / cos’xdx, n=4 b. / xInx+Ddx, n=6
—-0.5 —-0.5
1.75 e+2
c. / (six —2xsinx+ D dxy, n=8 d. / dx, n=38
. xInx

75
Use the Composite Simpson’s rule to approximate the integrals in Exercise 1.

Use the Composite Simpson’s rule to approximate the integrals in Exercise 2.

Use the Composite Midpoint rule with n + 2 subintervals to approximate the integrals in Exercise 1.
Use the Composite Midpoint rule with n 4 2 subintervals to approximate the integrals in Exercise 2.
Approximate foz x?In(x? + 1) dx using h = 0.25. Use

a. Composite Trapezoidal rule.

N R ®

b. Composite Simpson’s rule.
¢.  Composite Midpoint rule.
8. Approximate [, x2¢™ dx using h = 0.25. Use
a. Composite Trapezoidal rule.
b. Composite Simpson’s rule.
c.  Composite Midpoint rule.
9. Suppose that f(0) = 1, f(0.5) = 2.5, f(1) = 2, and f(0.25) = f(0.75) = «. Find « if the
Composite Trapezoidal rule with n = 4 gives the value 1.75 for f()] fx) dx.

10.  The Midpoint rule for approximating fjl f(x) dx gives the value 12, the Composite Midpoint rule
with n = 2 gives 5, and Composite Simpson’s rule gives 6. Use the fact that f(—1) = f(1) and
f(=0.5) = f(0.5) — 1 to determine f(—1), f(—0.5), £(0), £(0.5), and f(1).

11.  Determine the values of n and /& required to approximate

2
/ e sin 3x dx
0

to within 1074, Use

a. Composite Trapezoidal rule.
b. Composite Simpson’s rule.
¢.  Composite Midpoint rule.
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21.
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Repeat Exercise 11 for the integral fO” x? cos x dx.
Determine the values of n and % required to approximate

2
/ dx
0 X+4

to within 10~ and compute the approximation. Use

a. Composite Trapezoidal rule.

b.  Composite Simpson’s rule.

c¢.  Composite Midpoint rule.

Repeat Exercise 13 for the integral flz xInx dx.
Let f be defined by

X411, 0<x=<0.l1,
F) = {1.001 +0.03(x — 0.1) + 0.3(x — 0.1)2 +2(x — 0.1)}>, 0.1 <x <02,
1.009 + 0.15(x — 0.2) +0.9(x — 0.2)> +2(x — 0.2)>, 02 <x <0.3.

a. Investigate the continuity of the derivatives of f.

b.  Use the Composite Trapezoidal rule with n = 6 to approximate f00'3 f (%) dx, and estimate the
error using the error bound.

c¢.  Use the Composite Simpson’s rule with n = 6 to approximate f00'3 f (x) dx. Are the results more
accurate than in part (b)?

Show that the error E( f) for Composite Simpson’s rule can be approximated by

1’14
_ " b _ " .

180[f b) = (@]
[Hint: Y% £ (&)(2h) is a Riemann Sum for [7 £ (x) dx.]
a. Derive an estimate for E( f)) in the Composite Trapezoidal rule using the method in Exercise 16.
b.  Repeat part (a) for the Composite Midpoint rule.
Use the error estimates of Exercises 16 and 17 to estimate the errors in Exercise 12.
Use the error estimates of Exercises 16 and 17 to estimate the errors in Exercise 14.
In multivariable calculus and in statistics courses it is shown that

/oo ! =/ gy — 1
— ¢ =1,
—o00 OA/ 2T

for any positive o. The function

1 2
fx) = e~ (1/DG/0)
O ZTT

is the normal density function with mean p = 0 and standard deviation o. The probability that a
randomly chosen value described by this distribution lies in [a, b] is given by fa b f (x) dx. Approximate
to within 107> the probability that a randomly chosen value described by this distribution will lie in
a. [—o,0] b. [—20,20] c. [—30,30]

Determine to within 10~ the length of the graph of the ellipse with equation 4x> 4 9y? = 36.

A car laps a race track in 84 seconds. The speed of the car at each 6-second interval is determined
by using a radar gun and is given from the beginning of the lap, in feet/second, by the entries in the
following table.

Time ‘0 ‘6 ‘12 ‘18 ‘24 ‘30 ‘36 ‘42 ‘48‘54‘60‘66‘72 ‘78 ‘84
Speed\124\134\148\156\147\133\121\109\99\85\78\89\104\116\123

How long is the track?
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CHAPTER 4

23.

24.

25.

26.

Numerical Differentiation and Integration

A particle of mass m moving through a fluid is subjected to a viscous resistance R, which is a function
of the velocity v. The relationship between the resistance R, velocity v, and time 7 is given by the

equation
v(t)
m
(= [
v(ty) R(u)

Suppose that R(v) = —v./v for a particular fluid, where R is in newtons and v is in meters/second. If
m = 10 kg and v(0) = 10 m/s, approximate the time required for the particle to slow to v = 5 m/s.
To simulate the thermal characteristics of disk brakes (see the following figure), D. A. Secrist and
R. W. Hornbeck [SH] needed to approximate numerically the “area averaged lining temperature,” 7,
of the brake pad from the equation

)
/ T(r)r6, dr

) ’
/ r6, dr

where r, represents the radius at which the pad-disk contact begins, r, represents the outside radius
of the pad-disk contact, 6, represents the angle subtended by the sector brake pads, and T'(r) is the
temperature at each point of the pad, obtained numerically from analyzing the heat equation (see
Section 12.2). Suppose 7, = 0.308 ft, ryp = 0.478 ft, 6, = 0.7051 radians, and the temperatures given
in the following table have been calculated at the various points on the disk. Approximate 7.

T =

rfo T@HCH rdy TEHCEH rd T CH

0.308 640 0.376 1034 0.444 1204
0.325 794 0.393 1064 0.461 1222
0.342 885 0.410 1114 0.478 1239
0.359 943 0.427 1152

Brake disk

Find an approximation to within 10~* of the value of the integral considered in the application opening
this chapter:

48
v 1+ (cosx)? dx.
0

The equation

| —2p
—e dt =045
,/0 V2
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45 Romberg Integration 213

can be solved for x by using Newton’s method with

f) = / Tl g 04
0 V2w

and
1 2
f/ ()C) — e /2‘
V2
To evaluate f at the approximation p;, we need a quadrature formula to approximate
/pk Le”z/z dr.
0 /27

a. Find a solution to f(x) = 0 accurate to within 107> using Newton’s method with py = 0.5 and
the Composite Simpson’s rule.

b. Repeat (a) using the Composite Trapezoidal rule in place of the Composite Simpson’s rule.

45 Romberg Integration

In this section we will illustrate how Richardson extrapolation applied to results from the
Composite Trapezoidal rule can be used to obtain high accuracy approximations with little
computational cost.

In Section 4.4 we found that the Composite Trapezoidal rule has a truncation error of
order O(h?). Specifically, we showed that for & = (b — a)/n and x; = a + jh we have

n—1

’ h (b —a) f" ()
fa fydv= 51 f(a) +2j;f(xj) IO | - 2.

for some number w in (a, b).
By an alternative method it can be shown (see [RR], pp. 136-140), thatif f € C*[a, b],
the Composite Trapezoidal rule can also be written with an error term in the form

b n—1
f fx) dx = g F@+2) f)+ fb) |+ Kih® + Koh* + Ksh® + -, (4.33)
a j=1

where each K; is a constant that depends only on £~V (a) and f@~V(b).
Recall from Section 4.2 that Richardson extrapolation can be performed on any
approximation procedure whose truncation error is of the form

m—1
Kk 4 0,
j=1

for a collection of constants K; and when @) < a < a3 < -+ < a,. In that section we
gave demonstrations to illustrate how effective this techniques is when the approximation
procedure has a truncation error with only even powers of &, that is, when the truncation
error has the form.

m—1
> K+ o).
j=1
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214 CHAPTER 4 = Numerical Differentiation and Integration

Werner Romberg (1909-2003) Because the Composite Trapezoidal rule has this form, it is an obvious candidate for
devised this procedure for extrapolation. This results in a technique known as Romberg integration.

improving the accuracy of the To approximate the integral fab f (x) dx we use the results of the Composite Trapezoidal
rule with n = 1,2,4,8, 16, ..., and denote the resulting approximations, respectively, by
Ri1, R21, R3 1, etc. We then apply extrapolation in the manner given in Section 4.2, that is,

we obtain O(h*) approximations R, R32, R4, etc., by

Trapezoidal rule by eliminating
the successive terms in the
asymptotic expansion in 1955.

1
Rip = Ri1 + g(Rk,l —Ri_11), fork=2,3,...
Then O(h®) approximations Rj 3, R4 3, Rs 3, etc., by
1
Ri3 =Ry + E(Rk,z —Ri_1p), fork=3,4,....

In general, after the appropriate Ry j_; approximations have been obtained, we determine
the O(h?/) approximations from

1 ..
Rij=Rij1+ j_l—_l(Rk,j—l —Ry_1,j-1), fork=j,j+1,...

4
Example 1  Use the Composite Trapezoidal rule to find approximations to foﬂ sinx dx withn = 1,2, 4,
8, and 16. Then perform Romberg extrapolation on the results.

The Composite Trapezoidal rule for the various values of n gives the following approx-
imations to the true value 2.

Ry :%[sin0+sinn] =0;
T . 4 .
Ru=7 [smO +25in 2+ smn] = 1.57079633;
x[ . .. T . w3 .
= sin0 + 2 s1nZ+sm5+smT +sinm | = 1.89611890;

8
- |:sin0 +2 (sin T opsin oo sin X 4sin 7—”) + sinn] — 1.97423160;
16 8 4 4 8
Rsy == [sinO n 2(sin T opsin T 4o 4sin 2 4 sin 15—”) + sin n} — 1.99357034.
32 16 8 8 16
The O(h*) approximations are

1 1
Rop =Ray+ 5 (Roy — Rip) =2.09439511; Rys =Ry + 3Ry — Ray) = 2.00455976;

Rip =Ry; + %(RM — R31) =2.00026917; Rsp, =Rs; + %(Ril — R41) = 2.00001659;
The O(h®) approximations are

R33 = R3p + %(Riz — Ry3) = 1.99857073; Ru3 = Ran+ 1—15(R4,2 — R35) = 1.99998313;
Rs3 = Rsp + %(Rs,z — R4p) = 1.99999975.

The two O(h®) approximations are

1 1
Ria = Rist = (Ris—R33) = 200000355:  Rsa = Rssto= (Rs3—Raz) = 200000001,
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and the final O(h'?) approximation is

1
Rss = Rs4 + ﬁ(RSA — R44) = 1.99999999.

These results are shown in Table 4.9. [
Table 49
1.57079633 2.09439511
1.89611890 2.00455976 1.99857073
1.97423160 2.00026917 1.99998313 2.00000555
1.99357034 2.00001659 1.99999975 2.00000001 1.99999999

Notice that when generating the approximations for the Composite Trapezoidal rule
approximations in Example 1, each consecutive approximation included all the functions
evaluations from the previous approximation. That is, R; ; used evaluations at 0 and 7, R |
used these evaluations and added an evaluation at the intermediate point 7 /2. Then Rz
used the evaluations of R, ; and added two additional intermediate ones at 7 /4 and 37 /4.
This pattern continues with R4 using the same evaluations as R3; but adding evaluations
at the 4 intermediate points /8, 37/8, 57/8, and 77/8, and so on.

This evaluation procedure for Composite Trapezoidal rule approximations holds for an
integral on any interval [a, b]. In general, the Composite Trapezoidal rule denoted Ry 1
uses the same evaluations as Ry, but adds evaluations at the 2k=2 intermediate points.
Efficient calculation of these approximations can therefore be done in a recursive manner.

To obtain the Composite Trapezoidal rule approximations for fa b f)dx, let by =
(b —a)/my = (b —a)/2""'. Then

h b —
Ry = 2@ + f0) = (2—“)[f<a> + O

and
h
Ry = g[f(a) + f(b)+2f(a+h)l.

By reexpressing this result for R, ; we can incorporate the previously determined approxi-
mation R

b—a)
4

(b—a
2

1
Ry = |:f(a) +fD)+2f (a + >i| = E[Rl,] + hy f(a+ hy)].

In a similar manner we can write

1
R3; = E{RZ,I + ol fla+h3) + f(a+3h3)]};

and, in general (see Figure 4.10 on page 216), we have

)

1
Ret =5 | Ricia+hir 3 f (a+ Q= Dhy) |, (4.34)

i=1

foreach k = 2,3,...,n. (See Exercises 14 and 15.)
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Figure 4.10
Y Y A Y A
Ry S0 Ry S0 Ry VIO
Cll b .'x Cll T b } CIZ T T T b }
Extrapolation then is used to produce O(h,%j ) approximations by
1 ..
Rij=Rij-1+ m(Rk,j—l —Ry_1,j-1), fork=j,j+1,...
as shown in Table 4.10.
Tabled0 o@)  om) o) o) 0 (")
1 Rl,l
2 Ry, Ry,
3 R3,1 R3,2 R3,3
4 R4 R4 Ry3 Ryg
n Rn,l Rn,2 Rn,3 Rn,4 e Rn,n

The effective method to construct the Romberg table makes use of the highest order
of approximation at each step. That is, it calculates the entries row by row, in the order
Ri1, Ry1, Ra2, R3 1, R332, R33, etc. This also permits an entire new row in the table to be
calculated by doing only one additional application of the Composite Trapezoidal rule. It
then uses a simple averaging on the previously calculated values to obtain the remaining
entries in the row. Remember

e (Calculate the Romberg table one complete row at a time.

Example 2 Add an additional extrapolation row to Table 4.10 to approximate fon sin x dx.

Solution 'To obtain the additional row we need the trapezoidal approximation

2k — Dr

—— | = 1.99839336.
32

24
1 T .
Ry = E Rsy + E ki] sin

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



45 Romberg Integration 217

The values in Table 4.10 give
1 1
Rex =Re1 + g(R6,1 — Rs 1) = 1.99839336 + 5(1.99839336 — 1.99357035)
= 2.00000103;

1 1
Re3 =Re2 + B(RG‘Q — Rs53) = 2.00000103 + E(2.00000103 —2.00001659)

= 2.00000000;
1
R6’4 = R6!3 + 6_3(R6’3 — R5’3) = 200000000,
1
R6,5 = R6’4 + E(R6’4 - R5’4) = 200000000,

and Rgs = Rgs + IJT(RG‘j — Rs5) = 2.00000000. The new extrapolation table is shown
in Table 4.11. u

Table 411

1.57079633 2.09439511

1.89611890 2.00455976 1.99857073

1.97423160 2.00026917 1.99998313 2.00000555

1.99357034 2.00001659 1.99999975 2.00000001 1.99999999

1.99839336 2.00000103 2.00000000 2.00000000 2.00000000 2.00000000

Notice that all the extrapolated values except for the first (in the first row of the second
column) are more accurate than the best composite trapezoidal approximation (in the last row
of the first column). Although there are 21 entries in Table 4.11, only the six in the left column
require function evaluations since these are the only entries generated by the Composite
Trapezoidal rule; the other entries are obtained by an averaging process. In fact, because
of the recurrence relationship of the terms in the left column, the only function evaluations
needed are those to compute the final Composite Trapezoidal rule approximation. In general,
Ry requires 1 + 2%=1 function evaluations, so in this case 1 + 2° = 33 are needed.

Algorithm 4.2 uses the recursive procedure to find the initial Composite Trapezoidal
Rule approximations and computes the results in the table row by row.

Romberg
To approximate the integral I = fa b f(x) dx, select an integer n > 0.

INPUT endpoints a, b; integer n.
OUTPUT anarray R.  (Compute R by rows; only the last 2 rows are saved in storage.)
Step1 Seth=b—a;
Ry = 5(f(@ + f(b)).
Step 2 OUTPUT (Ry).
Step 3 Fori=2,...,ndo Steps 4-8.
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2i=2

1
Step4 SetRy, = 5 | Ruith Z fa+ (k—0.5)h)
k=1

(Approximation from Trapezoidal method.)
Step5 Forj=2,...,i

Ry i1 — Ry -
set R27j = Rggj_l + et LY

41—
Step 6 OUTPUT (R, forj=1,2,...,i).
Step 7 Seth=h/2.

Step8 Forj=1,2,...,isetR;; =Ryj. (Updaterow I ofR.)
Step 9 STOP. ]

(Extrapolation.)

Algorithm 4.2 requires a preset integer n to determine the number of rows to be gen-
erated. We could also set an error tolerance for the approximation and generate n, within
some upper bound, until consecutive diagonal entries R,_; ,_; and R, , agree to within
the tolerance. To guard against the possibility that two consecutive row elements agree
with each other but not with the value of the integral being approximated, it is common to
generate approximations until not only |R,_;,-1 — R, | is within the tolerance, but also
|Ry—2.1—2 — Ry—1n—1|. Although not a universal safeguard, this will ensure that two differ-
ently generated sets of approximations agree within the specified tolerance before R, ,, is
accepted as sufficiently accurate.

Romberg integration can be performed with the Quadrature command in the Numeri-
calAnalysis subpackage of Maple’s Student package. For example, after loading the package
and defining the function and interval, the command

Quadrature( f (x),x = a..b, method = rombergg, output = information)

produces the values shown in Table 4.11 together with the information that 6 applications
of the Trapezoidal rule were used and 33 function evaluations were required.

Romberg integration applied to a function f on the interval [a, b] relies on the assump-
tion that the Composite Trapezoidal rule has an error term that can be expressed in the
form of Eq. (4.33); that is, we must have f € C**2?[a, b] for the kth row to be generated.
General-purpose algorithms using Romberg integration include a check at each stage to
method indicates that a check is ensure that this assumption is fulfilled. These methods are known as cautious Romberg
incorporated to determine if the algorithms and are described in [Joh]. This reference also describes methods for using the
continuity hypotheses are likely ~ Romberg technique as an adaptive procedure, similar to the adaptive Simpson’s rule that
to be true. will be discussed in Section 4.6.

The adjective cautious used in
the description of a numerical

EXERCISE SET 45

1. Use Romberg integration to compute Rj 5 for the following integrals.

15 1
a. [ x*Inx dx b. / x2e™ dx
1 0

0.35 2 /4
c. / ——dx d. / x%sinx dx
0o x*—4 0
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L 16 oy
e. e sin 2x dx f. — dx
0 1 X2 =4
35 /4
g L h. / (cosx)? dx
3 Jx2—4 0
2. Use Romberg integration to compute R; 3 for the following integrals.
1 0.75
a. / (cosx)* dx b. / xIn(x+1) dx
-1 —0.75
4 2e 1
c. / ((sin x)? — 2xsinx + 1) dx d. / dx
1 xIlnx

3. Calculate R4, for the integrals in Exercise 1.
4. Calculate Ry, for the integrals in Exercise 2.

5. Use Romberg integration to approximate the integrals in Exercise 1 to within 10~°. Compute the
Romberg table until either |R,—1,—1 — R,,| < 107°, or n = 10. Compare your results to the exact
values of the integrals.

6. Use Romberg integration to approximate the integrals in Exercise 2 to within 10~°. Compute the
Romberg table until either |R,_,_; — R,.| < 107%, or n = 10. Compare your results to the exact
values of the integrals.

7.  Use the following data to approximate fls f(x) dx as accurately as possible.
x ‘ 1 ‘ 2 ‘ 3 ‘ 4 ‘ 5
£ | 24142 | 26734 | 2.8974 | 3.0976 | 3.2804

8. Romberg integration is used to approximate

1 X2
[ s
0 1+x3

If Ry; = 0.250 and Ry, = 0.2315, what is Ry, ?

9. Romberg integration is used to approximate

/23 fx) dx.

If £(2) =0.51342, f(3) = 0.36788, R;; = 0.43687, and R;; = 0.43662, find f(2.5).

10. Romberg integration for approximating fol f(x) dx gives Ry} = 4 and Ry, = 5. Find f(1/2).

11. Romberg integration for approximating fa b f(x) dx gives Ry = 8, Ry = 16/3, and R3; = 208/45.
Find R3;.

12. Use Romberg integration to compute the following approximations to

48
V14 (cosx)? dx.
0

[Note: The results in this exercise are most interesting if you are using a device with between seven-
and nine-digit arithmetic.]

a. Determine Ry 1, Ry, R31, R4, and Rs;, and use these approximations to predict the value of the
integral.

Determine R, 5, R33, R4, and Rs 5, and modify your prediction.
Determine Rg 1, Re2, Re3, Ro 4, Res, and R ¢, and modify your prediction.
Determine R;7, Rgg, Rog, and Ry 10, and make a final prediction.

e &0 T

Explain why this integral causes difficulty with Romberg integration and how it can be reformu-

lated to more easily determine an accurate approximation.

13.  Show that the approximation obtained from Ry, is the same as that given by the Composite Simpson’s
rule described in Theorem 4.4 with h = hy.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



220 CHAPTER 4 = Numerical Differentiation and Integration

14.  Show that, for any k,
2k=1_q . 2k=2 1 2k=2_1
i
a+ —h_ | = a+i— =) )+ a—+ ihg_y).
;ﬁ( 2k1> g:f( < 2)k1> ;f( 1)
15.  Use the result of Exercise 14 to verify Eq. (4.34); that is, show that for all £,

k=2

1 1
Ry = 3 Ri—11 + My ; f (a + (i - 5) hk—l)

16. In Exercise 26 of Section 1.1, a Maclaurin series was integrated to approximate erf(1), where erf(x)
is the normal distribution error function defined by

erf(r) = = / S
Nz '

Approximate erf(1) to within 1077,

k. 4.6 Adaptive Quadrature Methods

The composite formulas are very effective in most situations, but they suffer occasionally
because they require the use of equally-spaced nodes. This is inappropriate when integrating
afunction on an interval that contains both regions with large functional variation and regions
with small functional variation.

lllustration  The unique solution to the differential equation y” + 6y’ + 25 = 0 that additionally satisfies
y(0) = 0 and y'(0) = 4 is y(x) = e ¥ sin4x. Functions of this type are common in
mechanical engineering because they describe certain features of spring and shock absorber
systems, and in electrical engineering because they are common solutions to elementary
circuit problems. The graph of y(x) for x in the interval [0, 4] is shown in Figure 4.11.

Figure 4.11
A
05 +
0.4 +
0.3 +
y () = e ¥5in 4x
0.2
0.1 +
1
~—"" 3 4 X
_01 4
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Suppose that we need the integral of y(x) on [0, 4]. The graph indicates that the integral on
[3,4] must be very close to 0, and on [2, 3] would also not be expected to be large. However,
on [0, 2] there is significant variation of the function and it is not at all clear what the integral
is on this interval. This is an example of a situation where composite integration would be
inappropriate. A very low order method could be used on [2, 4], but a higher-order method
would be necessary on [0, 2]. O

The question we will consider in this section is:

e How can we determine what technique should be applied on various portions of the
interval of integration, and how accurate can we expect the final approximation to be?

We will see that under quite reasonable conditions we can answer this question and also
determine approximations that satisfy given accuracy requirements.

If the approximation error for an integral on a given interval is to be evenly distributed,
a smaller step size is needed for the large-variation regions than for those with less variation.
An efficient technique for this type of problem should predict the amount of functional vari-
ation and adapt the step size as necessary. These methods are called Adaptive quadrature
methods. Adaptive methods are particularly popular for inclusion in professional software
packages because, in addition to being efficient, they generally provide approximations that
are within a given specified tolerance.

In this section we consider an Adaptive quadrature method and see how it can be used to
reduce approximation error and also to predict an error estimate for the approximation that
does not rely on knowledge of higher derivatives of the function. The method we discuss
is based on the Composite Simpson’s rule, but the technique is easily modified to use other
composite procedures.

Suppose that we want to approximate fa b f (x) dx to within a specified tolerance & > 0.
The first step is to apply Simpson’s rule with step size & = (b — a)/2. This produces (see
Figure 4.12)

b hS
/ f(x) dx = S(a,b) — % F@&), forsome £ in (a, b), (4.35)
where we denote the Simpson’s rule approximation on [a, b] by

h
$(a,b) = 31/ (@) +4f @+ 1) + f (D).

Figure 4.12

A=Sab) Ny = /()

N !

Q-

=<
=<
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The next step is to determine an accuracy approximation that does not require f® ().
To do this, we apply the Composite Simpson’s rule with n = 4 and step size (b—a)/4 = h/2,
giving

/ f(x)dx_g[f(a)+4f <a+;>+2f(a+h)+4f <a+3h>+f(b):|

b
_ <§> ( f<4> @), (4.36)

for some £ in (a, b). To simplify notation, let

S<a,#) =g[f(a)+4f <a+g>+f(a+h)}

and

a+b h 3h

Then Eq. (4.36) can be rewritten (see Figure 4.13) as

/ f(x)dx = ( +b) +S <#,b) - i6 (Z()) F@E). (4.37)

Y A

Figure 4.13

N

The error estimation is derived by assuming that§ ~ £ or, more precisely, that @ (&) ~
F@ (&), and the success of the technique depends on the accuracy of this assumption. If it
is accurate, then equating the integrals in Egs. (4.35) and (4.37) gives

a+b a+b Lk @ _h_5 @
s(a, : >+s( : ,b> = <90>f © ~ 5@.b) — o 9 E).

@ a+b B a+b )}
f &) ~ [(ab) (—2) S<2 ») ]
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Using this estimate in Eq. (4.37) produces the error estimation

b a+b a+b \| 1 (BN 4
/af(x)dX—S<a,T>—S<T,b>‘~1—6<%)f &)
%l‘S(a,b)—s<a,“+b>—s<a+b,b>‘.
1 2 2

This implies that S(a, (a+b)/2) + S((a+ b) /2, b) approximates fab f(x) dx about 15 times
better than it agrees with the computed value S(a, b). Thus, if

b b
’S(a,b)—s<a,“;r )—S(";r ,b)’ < 15¢, (4.38)

b a+b a+b
/af(x)a')c—5<a,—2 >—S< 5 ,b>
a+b a+b
S(a, 5 >+S<—2 ,b)

is assumed to be a sufficiently accurate approximation to fa b f(x) dx.

we expect to have

<e, (4.39)

and

Example 1 Check the accuracy of the error estimate given in (4.38) and (4.39) when applied to the

integral
/2
/ sinx dx = 1.
0
by comparing

55035055 GI) -

Solution 'We have

/4T . 4 . T 14
S (o, —) == [s1n()+4sm % +sin 5] - ﬁ(2\/§+ 1) = 1.002279878

and
S(On)—i—S(n n)_n/8 ,O+4,n+2,n+4,3n+,n
> =3 sin sin 5 sin 2 sin s sin >

= 1.000134585.
So
T T T
’S (o, E) B, (0, Z> _5s (Z’ 5)’ — 11.002279878 — 1.000134585] = 0.002145293.
The estimate for the error obtained when using S(a, (a+ b)) + S((a+ b), b) to approximate
fab f(x) dx is consequently

% ‘s (0, %) _s (o, %) _s (% %)‘ — 0.000143020,
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which closely approximates the actual error

/2
/ sinx dx — 1.000134585| = 0.000134585,
0

even though D? sin x = sin x varies significantly in the interval (0, 7 /2). [

When the approximations in (4.38) differ by more than 15¢, we can apply the Simpson’s
rule technique individually to the subintervals [a, (a + b)/2] and [(a + b)/2, b]. Then we
use the error estimation procedure to determine if the approximation to the integral on each
subinterval is within a tolerance of ¢/2. If so, we sum the approximations to produce an
approximation to fa b f (x) dx within the tolerance ¢.

If the approximation on one of the subintervals fails to be within the tolerance ¢ /2, then
that subinterval is itself subdivided, and the procedure is reapplied to the two subintervals to
determine if the approximation on each subinterval is accurate to within & /4. This halving
procedure is continued until each portion is within the required tolerance.

Problems can be constructed for which this tolerance will never be met, but the tech-
nique is usually successful, because each subdivision typically increases the accuracy of
the approximation by a factor of 16 while requiring an increased accuracy factor of only 2.

Algorithm 4.3 details this Adaptive quadrature procedure for Simpson’s rule, although
some technical difficulties arise that require the implementation to differ slightly from the
preceding discussion. For example, in Step 1 the tolerance has been set at 10¢ rather than
the 15¢ figure in Inequality (4.38). This bound is chosen conservatively to compensate for
error in the assumption @ (£) ~ f@(&). In problems where f® is known to be widely
varying, this bound should be decreased even further.

Itis a good idea to include a The procedure listed in the algorithm first approximates the integral on the leftmost
margin of safety when it is subinterval in a subdivision. This requires the efficient storing and recalling of previously
impossible to verify accuracy computed functional evaluations for the nodes in the right half subintervals. Steps 3, 4,

assumptions.

and 5 contain a stacking procedure with an indicator to keep track of the data that will be
required for calculating the approximation on the subinterval immediately adjacent and to
the right of the subinterval on which the approximation is being generated. The method is
easier to implement using a recursive programming language.

Adaptive Quadrature
To approximate the integral I = fab f (%) dx to within a given tolerance:
INPUT endpoints a, b; tolerance TOL; limit N to number of levels.

OUTPUT approximation APP or message that N is exceeded.
Step 1 Set APP = 0;

i=1;

TOL; = 10 TOL;
ap = da;

hi = (b —a)/2;
FA; = f(a);

FCi = f(a+ h);
FB; = f(b);

Si = hi(FA; +4FC; + FB;)/3; (Approximation from Simpson’s
method for entire interval.)

L=l
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Step 2 While i > 0 do Steps 3-5.

Step 3 Set FD = f(a; + hi/2);
FE = f(a; + 3hi/2);
S1 = h;(FA; +4FD + FC;)/6; (Approximations from Simpson’s
method for halves of subintervals.)
S2 = hj(FC; + 4FE + FB;) /6;
v1 = a;; (Save data at this level.)

Uy = FA,';
vy = FC,';
vy = FB;;
vs = hy;

Ve = TOL,';
v7 =85

Vg = Li.

Step4 Seti=i— 1. (Delete the level.)
Step 5 If |S1+ 52 — vy| < vg
then set APP = APP + (S1 + S2)

else
if (vg > N)
then
OUTPUT (‘LEVEL EXCEEDED’);  (Procedure fails.)
STOP.
else (Add one level.)

seti=1i4 1; (Data for right half subinterval.)
a; = v + vs;
FA; = vs;
FC; = FE,
FB; = va4;
hi = vs/2;
TOL,' = U6/2;
S,‘ = S2;
Li=vg+1;

seti =i+ 1; (Data for left half subinterval.)
a; = Vg,
FA; = vy;
FC;, = FD,
FB; = v3;
hi = hi_y;
TOL; = TOL;_q;
S; =S1;
Li=L_,.

Step 6 OUTPUT (APP); (APP approximates I to within TOL.)
STOP. =

lllustration  The graph of the function f(x) = (100/x?)sin(10/x) for x in [1,3] is shown in Figure
4.14. Using the Adaptive Quadrature Algorithm 4.3 with tolerance 10~* to approximate
/, 13 f(x) dx produces —1.426014, a result that is accurate to within 1.1 x 107> The approxi-
mation required that Simpson’s rule with n = 4 be performed on the 23 subintervals whose
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endpoints are shown on the horizontal axis in Figure 4.14. The total number of functional
evaluations required for this approximation is 93.

60 +

01 st -1 g 1)
X

20 +

10 +

_10 =+

—20 +

—30 +

—40 4

The largest value of & for which the standard Composite Simpson’s rule gives 10~ accuracy
is h = 1/88. This application requires 177 function evaluations, nearly twice as many as
Adaptive quadrature. (]

Adaptive quadrature can be performed with the Quadrature command in the Numerical-
Analysis subpackage of Maple’s Student package. In this situation the option adaptive =
true is used. For example, to produce the values in the Illustration we first load the package
and define the function and interval with

100 10
fi=x— —z-sin<—); a:=1.0; b:=3.0
X X
Then give the NumericalAnalysis command
Quadrature(f (x),x = a.b,adaptive = true,method = [simpson, 1074, output =
information)
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This produces the approximation —1.42601481 and a table that lists all the intervals
on which Simpson’s rule was employed and whether the appropriate tolerance was satisfied
(indicated by the word PASS) or was not satisfied (indicated by the word fail). It also
gives what Maple thinks is the correct value of the integral to the decimal places listed, in
this case —1.42602476. Then it gives the absolute and relative errors, 9.946 x 10~ and
6.975 x 107, respectively, assuming that its correct value is accurate.

EXERCISE SET 4.6

1. Compute the Simpson’s rule approximations S(a, b), S(a, (a + b)/2), and S((a + b)/2,b) for the
following integrals, and verify the estimate given in the approximation formula.

15 1
a. / x*Inx dx b. / x2e™ dx
1 0
035 o /4
C. / — dx d. / x% sinx dx
o x*—4 0

/4 16 o
e. / & sin 2x dx f. / al dx
1 x2 — 4

0
3.5 X /4 s
. ——— dx h. / (cosx)” dx
g 3 x2—4 0

2. Use Adaptive quadrature to find approximations to within 103 for the integrals in Exercise 1. Do not
use a computer program to generate these results.

3. Use Adaptive quadrature to approximate the following integrals to within 107>,

3 3
a. / e sin 3x dx b. / €% sin 2x dx
1 1
5 5
c / (2xcos(2x) — (x — 2)?) dx d. / (4x cos(2x) — (x — 2)*) dx
0 0
4. Use Adaptive quadrature to approximate the following integrals to within 1073,
b4 2
a. / (sinx + cosx) dx b. / (x + sin4x) dx
0 1
1 /2
c. / x sin4x dx d. / (6 cos 4x + 4 sin 6x)e* dx
—1 0
5. Use Simpson’s Composite rule withn = 4,6, 8, . . ., until successive approximations to the following

integrals agree to within 107¢. Determine the number of nodes required. Use the Adaptive Quadrature
Algorithm to approximate the integral to within 10, and count the number of nodes. Did Adaptive
quadrature produce any improvement?

g b4
a. / xcosx? dx b. / xsinx? dx
0 0

T T
c. / x? cosx dx d. / x%sinx dx
0 0

6.  Sketch the graphs of sin(1/x) and cos(1/x) on [0.1,2]. Use Adaptive quadrature to approximate the
following integrals to within 1073.

2 1 2 1
a. / sin — dx b. / cos — dx
0.1 X 0.1 X
7. The differential equation
mu (t) + ku(t) = Fy cos wt

describes a spring-mass system with mass m, spring constant &k, and no applied damping. The term
Fy cos wt describes a periodic external force applied to the system. The solution to the equation when
the system is initially at rest («'(0) = u(0) = 0) is
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[k
(coswt — coswypt), where wy=,— # w.
m

0

ult) = ——
@ m(@} — »?)

Sketch the graph of u whenm = 1,k =9, Fy = 1, w = 2, and t € [0, 27]. Approximate fozﬂ u(t) dt

to within 1074,

If the term cu'(¢) is added to the left side of the motion equation in Exercise 7, the resulting differential

equation describes a spring-mass system that is damped with damping constant ¢ # 0. The solution
to this equation when the system is initially at rest is

Fo

u(t) = cie" + cre” +
Aw? + mZ(wg _ w2)2

(cosinwt +m (w5 — w*) coswt),

where

—c+,/c? — 4wkm? —c —/c? — 4wim?

r = . and r, = ™

a. Letm =1,k =9,F) = 1,¢c = 10, and w = 2. Find the values of ¢; and ¢, so that
u(0) = u/(0) = 0.

b.  Sketch the graph of u(¢) for ¢ € [0,27] and approximate fozﬂ u(t) dt to within 1074,

Let T(a, b) and T (a, %) + T(#, b) be the single and double applications of the Trapezoidal rule

to ff f (x) dx. Derive the relationship between

b b
‘T(a,b)—T(a,“Jr )—T(a+ ,b)‘
2 2

b a+b a+b
/‘:f(x)dx—T(a, > )—T( 2 ,b)‘.

The study of light diffraction at a rectangular aperture involves the Fresnel integrals

and

to (-
c(t) = / cos —w*dw and s(t) = / sin = o’ do.
o 2 o 2

Construct a table of values for c¢(¢) and s(¢) that is accurate to within 10~ for values of = 0.1,
0.2,...,1.0.

4.7

Gaussian Quadrature

The Newton-Cotes formulas in Section 4.3 were derived by integrating interpolating poly-
nomials. The error term in the interpolating polynomial of degree n involves the (n + 1)st
derivative of the function being approximated, so a Newton-Cotes formula is exact when
approximating the integral of any polynomial of degree less than or equal to n.

All the Newton-Cotes formulas use values of the function at equally-spaced points.
This restriction is convenient when the formulas are combined to form the composite rules
we considered in Section 4.4, but it can significantly decrease the accuracy of the approx-
imation. Consider, for example, the Trapezoidal rule applied to determine the integrals of
the functions whose graphs are shown in Figure 4.15.

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).

Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



47 Gaussian Quadrature 229

Figure 4.15
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The Trapezoidal rule approximates the integral of the function by integrating the linear
function that joins the endpoints of the graph of the function. But this is not likely the best
line for approximating the integral. Lines such as those shown in Figure 4.16 would likely
give much better approximations in most cases.
Figure 4.16
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Gauss demonstrated his method
of efficient numerical integration
in a paper that was presented to
the Gottingen Society in 1814.
He let the nodes as well as the
coefficients of the function
evaluations be parameters in the
summation formula and found
the optimal placement of the
nodes. Goldstine [Golds],

pp 224-232, has an interesting
description of his development.

Gaussian quadrature chooses the points for evaluation in an optimal, rather than equally-
spaced, way. The nodes xi, x, . . ., x,, in the interval [a, b] and coefficients ¢, ¢, . . ., ¢;, are
chosen to minimize the expected error obtained in the approximation

n

b
/ )y de~ cif(x).

i=1

To measure this accuracy, we assume that the best choice of these values produces the exact
result for the largest class of polynomials, that is, the choice that gives the greatest degree
of precision.

The coefficients cy, ¢y, . . . , ¢, in the approximation formula are arbitrary, and the nodes
X1,X2,...,X%, are restricted only by the fact that they must lie in [a, b], the interval of
integration. This gives us 2n parameters to choose. If the coefficients of a polynomial are
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considered parameters, the class of polynomials of degree at most 2n — 1 also contains
2n parameters. This, then, is the largest class of polynomials for which it is reasonable to
expect a formula to be exact. With the proper choice of the values and constants, exactness
on this set can be obtained.

To illustrate the procedure for choosing the appropriate parameters, we will show how
to select the coefficients and nodes when n = 2 and the interval of integration is [—1, 1]. We
will then discuss the more general situation for an arbitrary choice of nodes and coefficients
and show how the technique is modified when integrating over an arbitrary interval.

Suppose we want to determine cy, ¢z, X1, and x; so that the integration formula

1
/ f) dx = cyf(x)) +caf(x2)
—1

gives the exact result whenever f(x) is a polynomial of degree 2(2) — 1 = 3 or less, that
is, when

f(X) = ap + arx + ax* + asx’,

for some collection of constants, ag, a;, a>, and as. Because
/(ao+a1x+a2x2+a3x3) dx:a()/ldx+a1/xdx+a2/x2dx+a3[x3 dx,

this is equivalent to showing that the formula gives exact results when f(x) is 1, x, x2,
and x>. Hence, we need ¢y, ¢3, X1, and x5, so that

1 1
c1~1—|—czo1=/ ldx =2, cl-xl—i-czoxg:/ xdx =0,
-1 -1

1 2 1
c1~x%+02-x2 :/ xzdng, and cl~xf+cz-x3=/ x> dx = 0.
-1 -1

A little algebra shows that this system of equations has the unique solution

C1 :1, C2=1, Xl = ——— and Xy = —

which gives the approximation formula

1 —
fl fde~ f (Tﬁ> +f (£> (4.40)

This formula has degree of precision 3, that is, it produces the exact result for every poly-
nomial of degree 3 or less.

Legendre Polynomials

The technique we have described could be used to determine the nodes and coefficients for
formulas that give exact results for higher-degree polynomials, but an alternative method
obtains them more easily. In Sections 8.2 and 8.3 we will consider various collections of
orthogonal polynomials, functions that have the property that a particular definite integral
of the product of any two of them is 0. The set that is relevant to our problem is the Legendre
polynomials, a collection {Py(x), P1(x), ..., P,(x),...,} with properties:

(1) For each n, P,(x) is a monic polynomial of degree n.
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Recall that monic polynomials
have leading coefficient 1.

Adrien-Marie Legendre
(1752—-1833) introduced this set
of polynomials in 1785. He had
numerous priority disputes with
Gauss, primarily due to Gauss’
failure to publish many of his
original results until long after he
had discovered them.

Theorem 4.7
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1
2) / P(x)P,(x) dx = 0 whenever P(x) is a polynomial of degree less than 7.
—1

The first few Legendre polynomials are

1

Pox) =1, Pi(x)=x, Py(x)=x>— 3
P(x)—xs—éx and Py(x) = X—Ex—i—i
T s ! 77 T35

The roots of these polynomials are distinct, lie in the interval (—1, 1), have a symmetry
with respect to the origin, and, most importantly, are the correct choice for determining the
parameters that give us the nodes and coefficients for our quadrature method.

The nodes xi,x3,...,x, needed to produce an integral approximation formula that
gives exact results for any polynomial of degree less than 2n are the roots of the nth-degree
Legendre polynomial. This is established by the following result.

Suppose that x|, x,, . .., x, are the roots of the nth Legendre polynomial P,(x) and that for
eachi =1,2,...,n, the numbers c; are defined by

L X X
¢ = / 1_[ T dx.
_ Xi — Xj
1j:1 i j
J#

If P(x) is any polynomial of degree less than 2n, then

1
P(x) dx = P(x;).
/_1 (x) dx Zc (x;) [ |

i=1

Proof Letus first consider the situation for a polynomial P(x) of degree less than n. Rewrite
P(x) in terms of (n — 1)st Lagrange coefficient polynomials with nodes at the roots of the
nth Legendre polynomial P,(x). The error term for this representation involves the nth
derivative of P(x). Since P(x) is of degree less than n, the nth derivative of P(x) is 0, and
this representation of is exact. So

P(x) = ZP(x,)L () = Z H 4 PG

l]]]
JF#L

and

/IP(x)dxzfl Z]‘[ fo(x, dx
—1 _

1 lljl
J#i

:Xn: /1 ; e L dx P(xl)_Zc,P(xl

i=1 j=1 i=1

Hence the result is true for polynomials of degree less than n.

Now consider a polynomial P(x) of degree at least »n but less than 2n. Divide P(x) by
the nth Legendre polynomial P, (x). This gives two polynomials Q(x) and R(x), each of
degree less than n, with

P(x) = Q(x)Py(x) + R(x).
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Note that x; is a root of P, (x) foreachi = 1,2,...,n, so we have
P(x;) = OQ(x)P,(x;) + R(x;) = R(x;).

We now invoke the unique power of the Legendre polynomials. First, the degree of the
polynomial Q(x) is less than n, so (by Legendre property (2)),

1
/ Ox)Py(x) dx = 0.
~1

Then, since R(x) is a polynomial of degree less than n, the opening argument implies that
1 n
/ R(x) dx = ciR(x;).
-1 i=1

Putting these facts together verifies that the formula is exact for the polynomial P(x):

1 1 1 n n
/ P(x) dx = / [Q(X)P,(x) + R(x)] dx = f R(x) dx =) ciR(x) =Y _ ciP(xy).
-1 -1 -1 i=1 i=1

The constants ¢; needed for the quadrature rule can be generated from the equation
in Theorem 4.7, but both these constants and the roots of the Legendre polynomials are
extensively tabulated. Table 4.12 lists these values for n = 2,3, 4, and 5.

n Roots 7,,; Coefficients ¢, ;
0.5773502692 1.0000000000
—0.5773502692 1.0000000000
0.7745966692 0.5555555556
0.0000000000 0.8888888889
—0.7745966692 0.5555555556
0.8611363116 0.3478548451
0.3399810436 0.6521451549
—0.3399810436 0.6521451549
—0.8611363116 0.3478548451
0.9061798459 0.2369268850
0.5384693101 0.4786286705
0.0000000000 0.5688888889
—0.5384693101 0.4786286705
—0.9061798459 0.2369268850

Approximate fll e* cos x dx using Gaussian quadrature with n = 3.

Solution The entries in Table 4.12 give us

1
/ &* cos x dx ~ 0.5¢%7749692 005 (.774596692
-1
+ 0.8c0s 0 + 0.5 0774396692 5(—0.774596692)
= 1.9333904.

Integration by parts can be used to show that the true value of the integral is 1.9334214, so
the absolute error is less than 3.2 x 107, [ |
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Gaussian Quadrature on Arbitrary Intervals

An integral f: f(x) dx over an arbitrary [a, b] can be transformed into an integral over
[—1, 1] by using the change of variables (see Figure 4.17):
_2x—a-b

1
t=——— <= x=-[(b—a)t+a+Db].
b—a 2

Figure 4.17
A

(®,1)

(a, —1)

This permits Gaussian quadrature to be applied to any interval [a, b], because

b 1 _ _
f F0) dx = f ¥ (“’ “)’; &+ “)) * _ D (4.41)
a -1

3
Example 2 Consider the integral / x® — x? sin(2x) dx = 317.3442466.
1

(@) Compare the results for the closed Newton-Cotes formula with n = 1, the open
Newton-Cotes formula with n = 1, and Gaussian Quadrature when n = 2.

(b) Compare the results for the closed Newton-Cotes formula with n = 2, the open
Newton-Cotes formula with n = 2, and Gaussian Quadrature when n = 3.

Solution (a) Each of the formulas in this part requires 2 evaluations of the function f(x) =

x® — x? sin(2x). The Newton-Cotes approximations are

2
Closedn=1: 2 [f (D) + f(3)] = 731.6054420;

Openn=1: @ [£(5/3) + f(7/3)] = 188.7856682.

Gaussian quadrature applied to this problem requires that the integral first be transformed
into a problem whose interval of integration is [—1, 1]. Using Eq. (4.41) gives

3 1
/ X0 — x?sin(2x) dx = / (t+2)% — (t +2)%sin(2(t + 2)) dt.
1 -1
Gaussian quadrature with n = 2 then gives

3
/ x% —x?sin(2x) dx ~ f(—0.5773502692 +2) + £(0.5773502692 +2) = 306.8199344;
1
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(b) Each of the formulas in this part requires 3 function evaluations. The Newton-Cotes
approximations are

Closedn =2 : % [f(1) +4£2)+ £(3)] = 333.2380940;
Openn =2: ‘“gﬁ [2f(1.5) — £(2) + 2£(2.5)] = 303.5912023.

Gaussian quadrature with n = 3, once the transformation has been done, gives
3
/ x® — x%sin(2x) dx ~ 0.5 £ (—0.7745966692 + 2) + 0.8 £ (2)
I

+ 0.5 £(0.7745966692 + 2) = 317.2641516.

The Gaussian quadrature results are clearly superior in each instance. [ ]

Maple has Composite Gaussian Quadrature in the NumericalAnalysis subpackage of
Maple’s Student package. The default for the number of partitions in the command is 10,
so the results in Example 2 would be found for n = 2 with

f = x0 — x%sin(2x);a := 1;b :=3:

Quadrature( f (x),x = a..b, method = gaussian[2], partition = 1, output = information)
which returns the approximation, what Maple assumes is the exact value of the integral, the
absolute, and relative errors in the approximations, and the number of function evaluations.

The result when n = 3 is, of course, obtained by replacing the statement method =
gaussian[2] with method = gaussian[3].

EXERCISE SET 4.7

1.

A

Approximate the following integrals using Gaussian quadrature with n = 2, and compare your results
to the exact values of the integrals.

15 1
a. / XInxdx b. / x2e™* dx
1 0

0.35 2 /4
C. / > dx . / x%sinx dx
0 x*—4 0

(="

/4 s 1.6 2x
e. e sin 2x dx f. — dx
0 1 X2 —4
35 x /4
g. / dx h. / (cosx)? dx
3 x2—4 0

Repeat Exercise 1 with n = 3.
Repeat Exercise 1 with n = 4.
Repeat Exercise 1 withn = 5.
Determine constants a, b, ¢, and d that will produce a quadrature formula

1
/ f@de=af(=D)+bf()+cf' (=D +df (1)
-1

that has degree of precision 3.
Determine constants a, b, ¢, and d that will produce a quadrature formula

1
/1 f@dx=af(=D)+bfO)+cf(D)+df' (=D +ef'(1)

that has degree of precision 4.
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7.  Verify the entries for the values of n = 2 and 3 in Table 4.12 on page 232 by finding the roots of the
respective Legendre polynomials, and use the equations preceding this table to find the coefficients
associated with the values.

8. Show that the formula Q(P) = ZLI ¢;P(x;) cannot have degree of precision greater than 2n — 1,
regardless of the choice of ¢y, ..., c, and xy, ..., x,. [Hint: Construct a polynomial that has a double
root at each of the x;’s.]

9. Apply Maple’s Composite Gaussian Quadrature routine to approximate fjl x2e* dx in the following
manner.

a.  Use Gaussian Quadrature with n = 8 on the single interval [—1, 1].

b.  Use Gaussian Quadrature with n = 4 on the intervals [—1,0] and [0, 1].

c¢.  Use Gaussian Quadrature with n = 2 on the intervals [—1, —0.5], [—0.5, 0], [0, 0.5] and [0.5, 1].
d Give an explanation for the accuracy of the results.

| 4.8 Multiple Integrals

The techniques discussed in the previous sections can be modified for use in the approxi-
mation of multiple integrals. Consider the double integral

/ Sfx,y) dA,

R

where R = {(x,y) | a < x < b,c <y < d}, for some constants a, b, c, and d, is a
rectangular region in the plane. (See Figure 4.18.)

Figure 4.18
O o =f(ny)
@
\\\ \d\A
b y
R
X

The following illustration shows how the Composite Trapezoidal rule using two subin-
tervals in each coordinate direction would be applied to this integral.

lllustration  Writing the double integral as an iterated integral gives

b s pd
/ f(x,y)dA:/ (/ f(x,y)dy) dx.

R

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



236

CHAPTER 4 = Numerical Differentiation and Integration

To simplify notation, letk = (d—c)/2 and h = (b—a) /2. Apply the Composite Trapezoidal
rule to the interior integral to obtain

d k c+d
/ f,y)dy ~ 3 [f(x,c)+f(x,d)+2f (x, T)}

This approximation is of order O ((d - c)3). Then apply the Composite Trapezoidal rule
again to approximate the integral of this function of x:

b d b —
/ <f f(x,y)dy) dxaef (%) |:f(x,c)+2f (L#) +f(d)} dx

- b;“ (dlc) |:f(a,c)+2f (a,#)+f(a,d)i|

S () [ (5)
o (SR (50a)])

b—a(d—c c+d

_(b—a)d—o)
o 16

a+b a+b c+d
w21 (50 1 (F550) 41 (25)
c+d a+b c+d
wr (0 557)) o (5]

This approximation is of order O ((b —a)(d — ¢) [(b — a)* + (d — ¢)*]). Figure 4.19
shows a grid with the number of functional evaluations at each of the nodes used in the

[f(a,C) + f(a.d) + f(b,c) + f(b,d)

approximation. (]
Figure 4.19

VY

1 2 1
d =+

% (+dt 2 4 2

1 2 1
c 4

a 1@ +b) b X
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As the illustration shows, the procedure is quite straightforward. But the number of
function evaluations grows with the square of the number required for a single integral. In
a practical situation we would not expect to use a method as elementary as the Composite
Trapezoidal rule. Instead we will employ the Composite Simpson’s rule to illustrate the
general approximation technique, although any other composite formula could be used in
its place.

To apply the Composite Simpson’s rule, we divide the region R by partitioning both
[a, b] and [c, d] into an even number of subintervals. To simplify the notation, we choose
even integers n and m and partition [a, b] and [c, d] with the evenly spaced mesh points
X05X1, - - X, and Yo, ¥1, - - ., Ym, respectively. These subdivisions determine step sizes h =
(b —a)/n and k = (d — c¢)/m. Writing the double integral as the iterated integral

b d
/ f(x,y)dAZ/ </ f(x,y)dy> dx,

R

we first use the Composite Simpson’s rule to approximate

d
f fx,y)dy,

treating x as a constant.
Lety; = ¢ + jk, foreachj =0,1,...,m. Then

d k (m/2)—1 m/2
/ faydy =2 | fEy)+2 Y floy)+4) f@y0+ @)
c j=1 j=1
(d—o)k* d*f
TR0 gy

for some w in (c,d). Thus

(m/2)—1

b d k b b
//f(x,y)dydx:§[/ seandi+2 3 [ s
a c a j:1 a

m/2

b b
+4Z/ f G0 y2j-1) dx +f f(x,ym>dx]
j=1 a a

d—ok* [Pa*f
- | = dx.
130 /a oyt (x, ) dx

Composite Simpson’s rule is now employed on the integrals in this equation. Letx; = a+ih,
foreachi =0,1,...,n Then foreachj =0,1,...,m, we have

b h (n/2)—1 n/2
/ fl,y)dx = 3 |:f(xo,)’j) +2 Z S y) + 42 fOi1,y) + f(xn,y)
a i=1 i=1
-kt oS

180 axd &)
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for some &; in (a, b). The resulting approximation has the form

(n/2)—1

// fx, y)dydx~—{|:f(xo,y0)+2 Z S (x2i,y0)

n/2

+4) " fli,y0) + f(xn,y())}

i=1

(m/2)-1 m/2-1 (/-1
[ Yo fGey)+2 Y Y fany))
=1 =1 =l
/-1 n)2 (m/2)—1
+4 3 > fhny)t Y f(xmy2j):|
=1 = =1

m/2 m/2 (n/2)—1
+4|:Zf(x0,y2jl)+2z > fanya-n)

j=1 j=1 =l

m/2 n/2 m/2

+ 42 Z S iz, y2j-1) + Z f(xn,yzj_l)]
j=1 i=1 i

(n/2)-1 n/2
+ I:f(x()»ym) + 2 Z f(x2isym) + 42 f(x2iflsym) + f(xnaym)j| }

i=1 i=1

The error term E is given by

oo —k(b—a)h“[a“f 2 o f Lotf

20 (€0.y0) +2 Z S sz,,yz,>+42 PERGISISIEY

f (d — okt 'f
(gm’ m):| W/a ( /L)dx

If 3*f/3x* is continuous, the Intermediate Value Theorem 1.11 can be repeatedly
applied to show that the evaluation of the partial derivatives with respect to x can be replaced
by a common value and that

kb —aht [ 3 ] @d—okt Patf
E—T[ ( )] W/a (,u)dx

for some (7, ) in R. If 3* f/3y* is also continuous, the Weighted Mean Value Theorem for
Integrals 1.13 implies that

b 84 4
f f(x M)dX—(b—a)—f(ﬁ ),

for some (7, i) in R. Because m = (d — c)/k, the error term has the form

—k(b —a)h* M d—ob—a) ,0*f . .
E=———"3 - k=
540 |: M () 180 ay* 1)
which simplifies to
d—cob—a) [, ,0*f _ _ JONf
E = - ]’l - 5 k ) )
180 [ opd () + P (1, 1)

for some (77, @) and (7, i) in R.
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Example 1  Use Composite Simpson’s rule with n = 4 and m = 2 to approximate

20 pL5
/ / In(x + 2y) dy dx,
14 Jio

Solution The step sizes for this application are & = (2.0 — 1.4)/4 = 0.15 and k =
(1.5 — 1.0)/2 = 0.25. The region of integration R is shown in Figure 4.20, together with
the nodes (x;,y;), wherei =0, 1,2,3,4 and j = 0, 1, 2. It also shows the coefficients w;; of
f(xi,y) = In(x; + 2y;) in the sum that gives the Composite Simpson’s rule approximation
to the integral.

Figure 4.20
VA
1 4 2 4 1
150 +
4 16 8 16 4
1.25 +
1 4 2 4 1
1.00 +
1.40 1.55 1.70 1.85 200 X
The approximation is
20 15 (0.15)(0.25) o o
/ / In(x 4+ 2y) dydx = —9 Z Z w;j In(x; + 2y;)
1.4 1.0 i=0 j=0
= 0.4295524387.
We have
84f( ) -6 84f( ) —-96
-, = T A —— X, = T A 1
ot VT ¥y YT ¥ 2y

and the maximum values of the absolute values of these partial derivatives occur on R when
x = 1.4 and y = 1.0. So the error is bounded by
(0.5)(0.6) [

6
(0.15)* max ——— + (0.25)* ma

|E| < X ———
@yink (x + 2y)* @wink (x + 2y)*

<472 x 1079,
180

The actual value of the integral to ten decimal places is

20 (15
/ f In(x + 2y) dy dx = 0.4295545265,
14 J10
so the approximation is accurate to within 2.1 x 107, [ ]

The same techniques can be applied for the approximation of triple integrals as well as
higher integrals for functions of more than three variables. The number of functional evalu-
ations required for the approximation is the product of the number of functional evaluations
required when the method is applied to each variable.
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Gaussian Quadrature for Double Integral Approximation

To reduce the number of functional evaluations, more efficient methods such as Gaussian
quadrature, Romberg integration, or Adaptive quadrature can be incorporated in place of the
Newton-Cotes formulas. The following example illustrates the use of Gaussian quadrature
for the integral considered in Example 1.

Use Gaussian quadrature with n = 3 in both dimensions to approximate the integral

20 L5
/ / In(x + 2y) dy dx.
14 J1.0

Solution Before employing Gaussian quadrature to approximate this integral, we need to
transform the region of integration

R={(xy |14<x<20,10<y<15}
into
k:{(u,v)|—1§u§l,—l§v§l}.

The linear transformations that accomplish this are

1
2x—14-20) and v=-———(2y—1.0-15),

" T 15-10

T20-14

or, equivalently, x = 0.3u 4+ 1.7 and y = 0.25v 4 1.25. Employing this change of variables
gives an integral on which Gaussian quadrature can be applied:

20 plS 1 pl
/ / In(x 4+ 2y) dy dx = 0.075 / / In(0.3u 4+ 0.5v + 4.2) dv du.
14 Jio —1J-1

The Gaussian quadrature formula for n = 3 in both u and v requires that we use the nodes
uy=v,=nr3=0, uyg=vy=r3; =—0.7745966692,
and
uy; = vy = r33 = 0.7745966692.
The associated weights are c3, = 0.8 and €31 =033 = 0.5. (These are given in Table 4.12

on page 232.) The resulting approximation is

20 pLS 3.3
f / In(x + 2y) dydx ~ 0.075 Y > " c3,¢3;1n(0.3r3; + 0.5r3; + 4.2)
1.4 1.0

i=1 j=1
= 0.4295545313.
Although this result requires only 9 functional evaluations compared to 15 for the Composite

Simpson’s rule considered in Example 1, it is accurate to within 4.8 x 10~°, compared to
2.1 x 1075 accuracy in Example 1. [ ]
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Non-Rectangular Regions

The use of approximation methods for double integrals is not limited to integrals with
rectangular regions of integration. The techniques previously discussed can be modified to
approximate double integrals of the form

b pd(x)
/ fx,y)dydx 4.42)
a c(x)
or
d rb@y)
[ f(x,y)dxdy. (4.43)
c Ja(y)

In fact, integrals on regions not of this type can also be approximated by performing appro-
priate partitions of the region. (See Exercise 10.)
To describe the technique involved with approximating an integral in the form

b pdx)
[ [ remnasa
a c(x)

we will use the basic Simpson’s rule to integrate with respect to both variables. The
step size for the variable x is # = (b — a)/2, but the step size for y varies with x (see
Figure 4.21) and is written

k) = d(x) ;c(x)
Figure 4.21
z=fx,)
Y
d(a) - = d(x
d% ] y=dx)
k(a)
k(b)

c(b) { I }
WT X y=c |
k(a +h)” ! :

& ath b x

(a) (b)
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This gives

b d(x) b ()
/ /() fx,y)dydx ~ / —[f(x c@) +4f(x,c(x) + k() + f(x,dx))]dx

k(a
~3 { Q[f( c(@)) +4f(a,c(a) + k(@) + f(a,d(a))]
N w[f(a+h,c(a+h)) +4f(a+hca+hy

+k(a+h))+ f(a+ h,d(a+ h))]

k
5 1,co) + 41 ) +5 0D + 10, d(b))]}
Algorithm 4.4 applies the Composite Simpson’s rule to an integral in the form (4.42).

Integrals in the form (4.43) can, of course, be handled similarly.

Simpson’s Double Integral

b pd)
I:/ / f,y)dydx :
a c(x)

INPUT endpoints a, b: even positive integers m, n.

To approximate the integral

OUTPUT approximation J to I.

Step 1 Seth= (b —a)/n;
J1 =0; (Endterms.)
Jo =0; (Even terms.)
J3 =0. (0dd terms.)

Step2 Fori=0,1,...,ndo Steps 3-8.

Step 3 Setx =a+ih; (Composite Simpson’s method for x.)
X = (d(x) —c(x)/m;
K= f(x,c(x))+ f(x,d(x)); (End terms.)
K, =0; (Even terms.)
K3 =0. (0Odd terms.)

Step4 Forj=1,2,...,m—1do Step 5 and 6.
Step 5 Sety = c(x) + jHX;
Q=f(x’y)

Step 6 Ifjiseventhenset K, = K, + Q
else set K3 = K3 + Q.

Step 7 SetL = (K, + 2K, + 4K3)HX/3.

d(x;)
(L A / fxi,y)dy by the Composite Simpson’s method )
c(x;)
Step8 Ifi=0ori=nthenset; =J; +L
elseifiiseventhensetJ, =J, + L
elsesetJ; =J; + L.
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The reduced calculation makes it
generally worthwhile to apply
Gaussian quadrature rather than a
Simpson’s technique when
approximating double integrals.
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Step 9 SetJ = h(J| + 2J, + 4J3)/3.

Step 10 OUTPUT (J);
STOP. =

To apply Gaussian quadrature to the double integral

b pdx)
f / f(x,y) dydx,
a c(x)

first requires transforming, for each x in [a, b], the variable y in the interval [c(x), d (x)] into
the variable 7 in the interval [—1, 1]. This linear transformation gives

’ (d(x) — C(X))t2+ dx) + C(x)> and dy = d(x) QC(X) dr.

[y =f(x

Then, for each x in [a, b], we apply Gaussian quadrature to the resulting integral

A . ~
£, y)dy = / 7 (x, (d() — e +d(x) + c(x)) y
-1

c(x) 2
to produce
b pd() b _ n — .
/ Foy) dydx~ / cl(x)2 c(x) chJ 7 (x7 (d(x) C(X))rné, +d(x) + C(X)> i,
a Je(x) a

Jj=1

where, as before, the roots 7,; and coefficients ¢,; come from Table 4.12 on page 232.
Now the interval [a,b] is transformed to [—1, 1], and Gaussian quadrature is applied
to approximate the integral on the right side of this equation. The details are given in
Algorithm 4.5.

Gaussian Double Integral

b pd(x)
[ [ remnavar:
a c(x)

INPUT endpoints a, b; positive integers m, n.
(The roots r;j and coefficients c;j need to be available for i = max{m, n}
andfor1 <j <i.)

OUTPUT  approximation J to [I.

Step 1 Sethy = (b —a)/2;
hy = (b+a)/2;
J=0.

Step 2 Fori=1,2,...,mdo Steps 3-5.
Step 3 SetJX = 0;

To approximate the integral

X =hiry; + ho;
dy = d(x);
¢ = c(x);

ky = (dy —c1)/2;
ky = (d +c1)/2.
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Step4 Forj=1,2,...,ndo
sety = kir,j + ko;
0= fxy);
JX =JX +¢,;0.

Step 5 SetJ =J+ Cm,ikl.]X.
Step 6 SetJ = hyJ.

Step 7 OUTPUT (J);
STOP. [ |

lllustration  The volume of the solid in Figure 4.22 is approximated by applying Simpson’s Double
Integral Algorithm with n =m = 10 to

0.5 px?
/ / e* dy dx.
01 Ji3

This requires 121 evaluations of the function f(x,y) = e’/* and produces the value
0.0333054, which approximates the volume of the solid shown in Figure 4.22 to nearly
seven decimal places. Applying the Gaussian Quadrature Algorithm with n = m = 5 re-
quires only 25 function evaluations and gives the approximation 0.03330556611, which is
accurate to 11 decimal places. (|

Figure 4.22

1+ (0.1,0.01, ) (0.5, 0.25, €%9)

(0.1, 0.001, €02

0.1

(0.5,0.25, 0)

(0.5,0.125, 0)
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Triple Integral Approximation

Triple integrals of the form

b pdx) ppy)
The reduced calculation makes it / / / S, y,2)dzdy dx
a C o

almost always worthwhile to ) (o)

apply Gaussian quadrature rather (see Figure 4.23) are approximated in a similar manner. Because of the number of calcu-
than a Simpson’s technique when 1a46ng involved, Gaussian quadrature is the method of choice. Algorithm 4.6 implements

approximating triple or higher this procedure

integrals.

Figure 4.23

Gaussian Triple Integral

To approximate the integral

b pdx) pp.y)
/ / / fx,y,2)dzdydx :
a Jex) Jalxy)

INPUT endpoints a, b; positive integers m, n, p.
(The roots r;j and coefficients c;j need to be available for i = max{n, m, p}
andfor1 <j <i.)

OUTPUT  approximation J to I.

Step 1 Seth; = (b—a)/2;
hy = (b+a)/2;
J=0.

Step2 Fori=1,2,...,mdo Steps 3-8.
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Step 3 SetJX = 0;

X =Mt + hy;
dy = d(x);
¢ = c(x);

ky = (dy —c1)/2;
ko = (dy +c1)/2.

Step4 Forj=1,2,...,ndo Steps 5-7.
Step 5 SetJY =0;

y = klrn,j + ka;
B = Bx,y);

ap =ax,y);
=B —a1)/2;
b= (B +a1)/2.

Step6 Fork=1,2,...,pdo
setz = llrp,k + I

0= fxy72);
JY = JY + ¢, 0.

Step 7 SetJX =JX+c, ;L|JY.
Step 8 SetJ =J + cpikiJX.
Step 9 SetJ = hyJ.

Step 10  OUTPUT (J);
STOP. =

The following example requires the evaluation of four triple integrals.

The center of a mass of a solid region D with density function o occurs at

— = = _ Myz sz Mw
(x’ya Z) - ( M b M b M b
where
M, = /f/ xo(x,y,2)dV, M, = /// yo(x,y,z)dV
D D
and

My, = ///Dza(x,y,z)dV

are the moments about the coordinate planes and the mass of D is

M = //f o(x,y,2)dV.
D

The solid shown in Figure 4.24 is bounded by the upper nappe of the cone z> = x> + y? and
the plane z = 2. Suppose that this solid has density function given by

o(x,y,2) = VX2 + )2
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Figure 4.24

Applying the Gaussian Triple Integral Algorithm 4.6 with n = m = p = 5 requires 125
function evaluations per integral and gives the following approximations:

4— xz
M= / / Va2 +y2dzdydx
iz L

2 47)(2 2
= 4/ / / Vx2 + y2dz dy dx ~ 8.37504476,
0o Jo X2 y?

xv/x2 +y2dzdydx ~ —5.55111512 x 10717,
yz / [4/4 x2 /;/x2+\

2 2
M, = / / / a2+ y2dzdydx ~ —8.01513675 x 107",
: 2 J—S4—x2 J \/x24y2

4 x2 2
v/ X2 + y? dz dy dx ~ 13.40038156.
/ /V4 x2 J/x24y2

This implies that the approximate location of the center of mass is
(x,y,2) = (0,0, 1.60003701).

These integrals are quite easy to evaluate directly. If you do this, you will find that the exact
center of mass occurs at (0, 0, 1.6). O

Multiple integrals can be evaluated in Maple using the MultInt command in the Multi-
variateCalculus subpackage of the Student package. For example, to evaluate the multiple

integral
4 pxt+6  pdty?
/ f / x* +y? +zdzdydx
2 x—1 -2
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we first load the package and define the function with
with(Student[MultivariateCalculus)): f = (x,y,2) = x> +y* +z
Then issue the command

Multilnt(f (x,y,2),z = —2..4 ~|—y2, y=x—1.x+6,x=2.4)

which produces the result

1.995885970

EXERCISE SET 4.8

1.

Use Algorithm 4.4 with n = m = 4 to approximate the following double integrals, and compare the
results to the exact answers.

2.5 14 0.5 0.5
a. / / xy? dy dx b. / / e dydx
2.1 1.2 0 0
22 2x 15 X
c. / / 2 +y*) dy dx d. f / (* + /) dy dx
2 x 1 0

Find the smallest values for n = m so that Algorithm 4.4 can be used to approximate the integrals in
Exercise 1 to within 107° of the actual value.

Use Algorithm 4.4 with (i) n =4, m = 8, (i) n = 8, m = 4, and (iii) n = m = 6 to approximate the
following double integrals, and compare the results to the exact answers.

/4 cosx e x
a. / (2y sinx + cos? x) dy dx b. / / Inxy dy dx
0 s 1 1

inx

1 2x 1 2x
c. / f 2 +y*) dy dx d. / f O* + x%) dy dx
0 x 0 x

e. //cosxdydx f. f/cosydydx
o Jo o Jo

/4 sinx 1 3m/2 2
g. / —_ / (ysinx + xcosy) dy dx
0 0 1—)2 -

T 0
Find the smallest values for n = m so that Algorithm 4.4 can be used to approximate the integrals in
Exercise 3 to within 107° of the actual value.

dy dx

5

Use Algorithm 4.5 with n = m = 2 to approximate the integrals in Exercise 1, and compare the
results to those obtained in Exercise 1.

Find the smallest values of n = m so that Algorithm 4.5 can be used to approximate the integrals in
Exercise 1 to within 10~°. Do not continue beyond n = m = 5. Compare the number of functional
evaluations required to the number required in Exercise 2.

Use Algorithm 4.5 with()n=m =3, (i)n=3,m=4,({i))n=4,m=3,and (iv)yn =m =4 to
approximate the integrals in Exercise 3.

Use Algorithm 4.5 with n = m = 5 to approximate the integrals in Exercise 3. Compare the number
of functional evaluations required to the number required in Exercise 4.

Use Algorithm 4.4 with n = m = 14 and Algorithm 4.5 with n = m = 4 to approximate

/ f e~ dA,

R

for the region R in the plane bounded by the curves y = x> and y = /x.
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Use Algorithm 4.4 to approximate

/ Vxy +y* dA,

R

where R is the region in the plane bounded by the lines x +y = 6, 3y —x = 2, and 3x —y = 2. First
partition R into two regions R; and R, on which Algorithm 4.4 can be applied. Use n = m = 6 on
both R; and R,.
A plane lamina is a thin sheet of continuously distributed mass. If ¢ is a function describing the
density of a lamina having the shape of a region R in the xy-plane, then the center of the mass of the
lamina (x,y) is

ffxa(x,y) dA ff yo (x,y) dA
R R

= Jfo@,y)dA’ = [fo@,y)dA”
R R

Use Algorithm 4.4 with n = m = 14 to find the center of mass of the lamina described by R =
{(t,y) |0 <x < 1,0 <y < +/T—x2} with the density function o (x,y) = e~® . Compare the
approximation to the exact result.

Repeat Exercise 11 using Algorithm 4.5 withn =m = 5.

The area of the surface described by z = f(x,y) for (x,y) in R is given by

[ / JUAGDPR + L, e y)P + 1 dA.

R

Use Algorithm 4.4 with n = m = 8 to find an approximation to the area of the surface on the
hemisphere x* +y* + z%> = 9, z > 0 that lies above the region in the plane described by R = { (x,y) |
0<x<1l,0<y<1}

Repeat Exercise 13 using Algorithm 4.5 withn = m = 4.

Use Algorithm 4.6 with n = m = p = 2 to approximate the following triple integrals, and compare
the results to the exact answers.

1 p2 (05 1 plpy
a. / / / e dz dy dx b. / / / y*z dz dy dx
o J1 Jo 0o Jx Jo
1 X x+y 1 X x4y
c. / / / ydz dy dx d. / / / zdz dy dx
0 x2 Jx—y 0 x2 Jx—y
Topxopw] g Lopl ey
e. / / / = sin = dz dy dx . / / / ¢" " dz dy dx
o Jo Jo Y y 0 Jo J—xy

Repeat Exercise 15 usingn =m =p = 3.
Repeat Exercise 15usingn=m=p=4andn=m=p =>35.

]

Use Algorithm 4.6 with n = m = p = 4 to approximate

f/f xy sin(yz) dV,
s

where S is the solid bounded by the coordinate planes and the planes x = 7w,y = /2, z = w/3.
Compare this approximation to the exact result.

Use Algorithm 4.6 with n = m = p = 5 to approximate

fff v

where S is the region in the first octant bounded by the cylinder x> 4y = 4, the sphere x> +y? 427> = 4,
and the plane x + y 4+ z = 8. How many functional evaluations are required for the approximation?
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l\ 4.9 Improper Integrals

Improper integrals result when the notion of integration is extended either to an interval
of integration on which the function is unbounded or to an interval with one or more
infinite endpoints. In either circumstance, the normal rules of integral approximation must
be modified.

Left Endpoint Singularity

We will first consider the situation when the integrand is unbounded at the left endpoint
of the interval of integration, as shown in Figure 4.25. In this case we say that f has a
singularity at the endpoint a. We will then show how other improper integrals can be
reduced to problems of this form.

Figure 4.25

QA+ — e — —

It is shown in calculus that the improper integral with a singularity at the left endpoint,

/” dx
a (x_a)P’

converges if and only if 0 < p < 1, and in this case, we define

b _ 1-p
/ ;dx: lim x-a?

x—ay M—at 1—p

x=b

b-a)'
x=M l_p '

1 1
1 1

Example 1 Show that the improper integral / — dx converges but / — dx diverges.
0 VX o X

Solution For the first integral we have
't : ! -1/2 : 1/2x=1
—dx = lim x V2 dx = lim 2x/|_ =2-0=2,
0 \/} M—0t Juyr M—0t x=M
but the second integral
1 1 —
/ —dx = lim xPdx= lim —x'[_
0 X M—0+ Sy M—0+ r=

is unbounded.
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If f is a function that can be written in the form

g(x)
(x—ay’

fx) =

where 0 < p < 1 and g is continuous on [a, b], then the improper integral

b
/ fx) dx

also exists. We will approximate this integral using the Composite Simpson’s rule, provided
that g € C[a, b]. In that case, we can construct the fourth Taylor polynomial, P4(x), for g

about a,
mm=mw+gw@—m+g@a—mh—()<—f (”<—f
and write
8(x) — Py(x) bopu(x)
/ f(x)dx = / oy dx + ey dx. (4.44)
Because P(x) is a polynomial, we can exactly determine the value of
P 5 [ @ P e () 1o
(x_a)p - ;/ - dx = ;m(b—a) . (4.45)

This is generally the dominant portion of the approximation, especially when the Taylor
polynomial P4(x) agrees closely with g(x) throughout the interval [a, b].
To approximate the integral of f, we must add to this value the approximation of

/%m—mm

(x —a)

dx.
To determine this, we first define

ig—m"’“") if a<x<b
Gl =1 G ="
0, if x=a.
This gives us a continuous function on [a, b]. In fact, 0 < p < 1 and Pik) (a) agrees with
g®(a) foreach k = 0, 1, 2, 3, 4, so we have G € C*[a, b]. This implies that the Composite
Simpson’s rule can be applied to approximate the integral of G on [a, b]. Adding this
approximation to the value in Eq. (4.45) gives an approximation to the improper integral of
f on [a, b], within the accuracy of the Composite Simpson’s rule approximation.

Example 2 Use Composite Simpson’s rule with 7 = 0.25 to approximate the value of the improper
integral

eX

/Olﬁdx.

Solution The fourth Taylor polynomial for e* about x = 0 is

2 X3 .X4

X
Pi(x) =1 T+
4(x) tr+ S+t o
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1
so the dominant portion of the approximation to / —dx is
0 VX
1 1
/ Ps) o _ / V22 13 i 1 s 4 1) 4
0 ﬁ 0 2 6 24

1

2 1 I 1
— 1 2L E3r s 2 1 op
fach [ R T T "

M

2 1 1 1
=24+ -+ -+ — + — ~2.9235450.
+ 3 + 5 + 21 * 108

X

N

1
For the second portion of the approximation to / dx we need to approximate
0

1
/ G(x) dx, where
0

1
—(eF —Ps(x)), f0<x<1,
G = | 7€~ P <

0, if x=0.

Table 4.13 Table 4.13 lists the values needed for the Composite Simpson’s rule for this approximation.
N G(x) Using these data and the Composite Simpson’s rule gives

0.00 0 ! 0.25
0.25 0.0000170 / G(x) dx = T[O +4(0.0000170) + 2(0.0004013) + 4(0.0026026) + 0.0099485]
050  0.0004013 0
0.75 0.0026026 = 0.0017691.
1.00 0.0099485

Hence

1
e
/ — dx =~ 2.9235450 + 0.0017691 = 2.9253141.
0 \/)_C

This result is accurate to within the accuracy of the Composite Simpson’s rule approximation
for the function G. Because |G® (x)| < 1 on [0, 1], the error is bounded by

1-0 .,
——(0.25)* = 0.0000217. .
180

Right Endpoint Singularity

To approximate the improper integral with a singularity at the right endpoint, we could
develop a similar technique but expand in terms of the right endpoint b instead of the left
endpoint a. Alternatively, we can make the substitution

z7=—x, dz=—dx

to change the improper integral into one of the form

b —a
/ S dx = / f(=2) dz, (4.46)
a —b

which has its singularity at the left endpoint. Then we can apply the left endpoint singularity
technique we have already developed. (See Figure 4.26.)
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Figure 4.26
VA For z = —x

>t ——=

N Y

An improper integral with a singularity at ¢, where a < ¢ < b, is treated as the sum of
improper integrals with endpoint singularities since

fabf(x) dx = /:f(x) dx—l—/chf(x) dx.

Infinite Singularity

The other type of improper integral involves infinite limits of integration. The basic integral
of this type has the form
[
— dx,
a ‘xp

for p > 1. This is converted to an integral with left endpoint singularity at O by making the
integration substitution

t=x"', dt=—x%dx, so dx=—x*dt=—1"2drt

00 0 4 1/a 1
a X 1a 1t o 7P

In a similar manner, the variable change + = x~! converts the improper integral

faoo f (%) dx into one that has a left endpoint singularity at zero:

oo 1/a
/ f(x)dx = / 172 f (;) dt. (4.47)
a 0

It can now be approximated using a quadrature formula of the type described earlier.

Then

Example 3  Approximate the value of the improper integral
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Solution 'We first make the variable change t = x~!, which converts the infinite singularity
into one with a left endpoint singularity. Then

1
dt = —x7%dx, so dx=—x*dt= -3 dt,

and

X=00 1 =0 1 =3/2 1 1
I = / x 3% gin—dx = / (—) sin ¢ (——dt) = / =2 sinrdr.
=1 X =1 \! 12 0

The fourth Taylor polynomial, P4(#), for sint about O is

15
P4(t)=t—8t,
SO
sint —14+ 8
G(r) = — if0<t=<1
0, ift=0

is in C*[0, 1], and we have

1 1 o 1.3
1 sint —t+ -t
1= t_l/z 1 — —t3 dr + —6dt
0 6 0 t1/2

1 Uaint 13

_ %t3/2_it7/2 +/ sint —t + ¢t "
3 20 1y o 1172

1sint—t+ét3

2 dt.

= 0.61904761 + [
0

The result from the Composite Simpson’s rule with n = 16 for the remaining integral is
0.0014890097. This gives a final approximation of

I =0.0014890097 + 0.61904761 = 0.62053661,

which is accurate to within 4.0 x 1078. m

EXERCISE SET 49

1. Use Simpson’s Composite rule and the given values of n to approximate the following improper

integrals.
1 1 62;(
a. / xVsinxdy, n=4 b. f —dx, n=6
0 0 ~/x?
2 1 1 2
c. M n=38 d. /cosxdx, n=6
k=D o x'73
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2. Use the Composite Simpson’s rule and the given values of n to approximate the following improper
integrals.

1 e 2 xe*
a. — dx, b. / — dx,
/0 V1—x 0 J(x—=1)2
3.  Use the transformation = x~' and then the Composite Simpson’s rule and the given values of n to
approximate the following improper integrals.

1

1 * 1

a. / ——dx, n=4 b. / —dx, n=4
1 x2 =+ 9 1 1 +X4
oo oo

c. / D dr, n=6 d. / xHsinxdx, n=6
1 X 1

4. The improper integral fooo f(x) dx cannot be converted into an integral with finite limits using the
substitution ¢ = 1/x because the limit at zero becomes infinite. The problem is resolved by first
writing [;° f(x) dx = fol f() dx+ [ f(x) dx. Apply this technique to approximate the following
improper integrals to within 1076,

<1 o 1
o l+x o (14+x?)

5. Suppose a body of mass m is traveling vertically upward starting at the surface of the earth. If all
resistance except gravity is neglected, the escape velocity v is given by

o by
V2= 2ng 2 2dz, wherez = 7
1

R = 3960 miles is the radius of the earth, and g = 0.00609 mi/s” is the force of gravity at the earth’s
surface. Approximate the escape velocity v.

6. The Laguerre polynomials {Ly(x),L;(x)...} form an orthogonal set on [0,00) and satisfy
fooo e*Li(x)Lj(x) dx = 0, for i # j. (See Section 8.2.) The polynomial L,(x) has n distinct
Zeros xi,X», . . ., X, in [0, 00). Let

Show that the quadrature formula

fo fee™ dy =y coif (%)
i=1

has degree of precision 2n — 1. (Hint: Follow the steps in the proof of Theorem 4.7.)

7. The Laguerre polynomials Lo(x) = 1, Li(x) = 1 — x, Ly(x) = x> —4x + 2, and L3(x) = —x* +
9x2 — 18x + 6 are derived in Exercise 11 of Section 8.2. As shown in Exercise 6, these polynomials
are useful in approximating integrals of the form

/.we_"f(x) dx = 0.

0

a.  Derive the quadrature formula using n = 2 and the zeros of L, (x).
b.  Derive the quadrature formula using » = 3 and the zeros of L;(x).

8.  Use the quadrature formulas derived in Exercise 7 to approximate the integral

/ Jxe™ dx.
0

9.  Use the quadrature formulas derived in Exercise 7 to approximate the integral
[
— dx.
oo 1+ X2
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4.10

Survey of Methods and Software

In this chapter we considered approximating integrals of functions of one, two, or three
variables, and approximating the derivatives of a function of a single real variable.

The Midpoint rule, Trapezoidal rule, and Simpson’s rule were studied to introduce the
techniques and error analysis of quadrature methods. Composite Simpson’s rule is easy to
use and produces accurate approximations unless the function oscillates in a subinterval
of the interval of integration. Adaptive quadrature can be used if the function is suspected
of oscillatory behavior. To minimize the number of nodes while maintaining accuracy, we
used Gaussian quadrature. Romberg integration was introduced to take advantage of the
easily applied Composite Trapezoidal rule and extrapolation.

Most software for integrating a function of a single real variable is based either on the
adaptive approach or extremely accurate Gaussian formulas. Cautious Romberg integration
is an adaptive technique that includes a check to make sure that the integrand is smoothly
behaved over subintervals of the integral of integration. This method has been successfully
used in software libraries. Multiple integrals are generally approximated by extending good
adaptive methods to higher dimensions. Gaussian-type quadrature is also recommended to
decrease the number of function evaluations.

The main routines in both the IMSL and NAG Libraries are based on QUADPACK:
A Subroutine Package for Automatic Integration by R. Piessens, E. de Doncker-Kapenga,
C. W. Uberhuber, and D. K. Kahaner published by Springer-Verlag in 1983 [PDUK].

The IMSL Library contains an adaptive integration scheme based on the 21-point
Gaussian-Kronrod rule using the 10-point Gaussian rule for error estimation. The Gaussian
rule uses the ten points xi, . .., xj9 and weights wy, . .., wg to give the quadrature formula

Z}jl w; f (x;) to approximate fab f(x) dx. The additional points xii, ..., X, and the new

weights vy, ..., vy, are then used in the Kronrod formula lezll v; f (x;). The results of the
two formulas are compared to eliminate error. The advantage in using x, ..., xjo in each
formula is that f needs to be evaluated only at 21 points. If independent 10- and 21-point
Gaussian rules were used, 31 function evaluations would be needed. This procedure permits
endpoint singularities in the integrand.

Other IMSL subroutines allow for endpoint singularities, user-specified singularities,
and infinite intervals of integration. In addition, there are routines for applying Gauss-
Kronrod rules to integrate a function of two variables, and a routine to use Gaussian quadra-
ture to integrate a function of n variables over n intervals of the form [a;, b;].

The NAG Library includes a routine to compute the integral of f over the interval
[a, b] using an adaptive method based on Gaussian Quadrature using Gauss 10-point and
Kronrod 21-point rules. It also has a routine to approximate an integral using a family of
Gaussian-type formulas basedon 1, 3, 5,7, 15,31, 63, 127, and 255 nodes. These interlacing
high-precision rules are due to Patterson [Pat] and are used in an adaptive manner. NAG
includes many other subroutines for approximating integrals.

MATLAB has a routine to approximate a definite integral using an adaptive Simpson’s
rule, and another to approximate the definite integral using an adaptive eight-panel Newton-
Cotes rule.

Although numerical differentiation is unstable, derivative approximation formulas are
needed for solving differential equations. The NAG Library includes a subroutine for the
numerical differentiation of a function of one real variable with differentiation to the four-
teenth derivative being possible. IMSL has a function that uses an adaptive change in step
size for finite differences to approximate the first, second, or third, derivative of f at x to
within a given tolerance. IMSL also includes a subroutine to compute the derivatives of a
function defined on a set of points using quadratic interpolation. Both packages allow the
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differentiation and integration of interpolatory cubic splines constructed by the subroutines
mentioned in Section 3.5.

For further reading on numerical integration we recommend the books by Engels [E]
and by Davis and Rabinowitz [DR]. For more information on Gaussian quadrature see
Stroud and Secrest [StS]. Books on multiple integrals include those by Stroud [Stro] and
by Sloan and Joe [SJ].
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ER

Initial-Value Problems
for Ordinary Differential Equations

Introduction

The motion of a swinging pendulum under certain simplifying assumptions is described by
the second-order differential equation
de g

W—i—zsinezO,

I
I
I
I
I
I L
I
I
I
I

07

where L is the length of the pendulum, g &~ 32.17 ft/s? is the gravitational constant of the
earth, and 6 is the angle the pendulum makes with the vertical. If, in addition, we specify
the position of the pendulum when the motion begins, 8(#y) = 6y, and its velocity at that
point, 0'(ty) = 6, we have what is called an initial-value problem.

For small values of 6, the approximation 6 = sin 6 can be used to simplify this problem
to the linear initial-value problem

2
Z,Tf + %9 —0, 6(to) =60, 6(to) =6,

This problem can be solved by a standard differential-equation technique. For larger values
of 0, the assumption that & = sin @ is not reasonable so approximation methods must be
used. A problem of this type is considered in Exercise 8 of Section 5.9.

Any textbook on ordinary differential equations details a number of methods for ex-
plicitly finding solutions to first-order initial-value problems. In practice, however, few of
the problems originating from the study of physical phenomena can be solved exactly.
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CHAPTER 5

Initial-Value Problems for Ordinary Differential Equations

The first part of this chapter is concerned with approximating the solution y(¢) to a
problem of the form

D _ iy, fora<t<b
—_— = . N ora =< < D,
dt Y

subject to an initial condition y(a) = «. Later in the chapter we deal with the extension of
these methods to a system of first-order differential equations in the form

dy,
— = [’ b 9t 9’
0 fit, y1, y2 Vn)
dy,
- = t’ 9 LA ] 9’
n Sa(t, y1, y2 Yn)
dy
dtn = fn(t9 Yis Y250 ,yn),

for a <t < b, subject to the initial conditions

i@ =ap, y@=a, ..., @ =aq,.

We also examine the relationship of a system of this type to the general nth-order initial-
value problem of the form

Y = f oy vy D),

for a <t < b, subject to the initial conditions

y@=a, Y@=a, ..., Yy a)=a,.

5.1

The Elementary Theory of Initial-Value Problems

Differential equations are used to model problems in science and engineering that involve
the change of some variable with respect to another. Most of these problems require the
solution of an initial-value problem, that is, the solution to a differential equation that
satisfies a given initial condition.

In common real-life situations, the differential equation that models the problem is too
complicated to solve exactly, and one of two approaches is taken to approximate the solution.
The first approach is to modify the problem by simplifying the differential equation to one
that can be solved exactly and then use the solution of the simplified equation to approximate
the solution to the original problem. The other approach, which we will examine in this
chapter, uses methods for approximating the solution of the original problem. This is the
approach that is most commonly taken because the approximation methods give more
accurate results and realistic error information.

The methods that we consider in this chapter do not produce a continuous approxima-
tion to the solution of the initial-value problem. Rather, approximations are found at certain
specified, and often equally spaced, points. Some method of interpolation, commonly Her-
mite, is used if intermediate values are needed.

We need some definitions and results from the theory of ordinary differential equations
before considering methods for approximating the solutions to initial-value problems.
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Definition 5.1

Example 1

Definition 5.2

Figure 5.1

Theorem 5.3

Rudolf Lipschitz (1832—-1903)
worked in many branches of
mathematics, including number
theory, Fourier series, differential
equations, analytical mechanics,
and potential theory. He is best
known for this generalization of
the work of Augustin-Louis
Cauchy (1789-1857) and
Guiseppe Peano (1856-1932).
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A function f(z,y) is said to satisfy a Lipschitz condition in the variable y on a set D C R?
if a constant L > 0 exists with

[ f(ty1) — ft,y2,)] < Llyi — yal,

whenever (7, y;) and (¢,y,) are in D. The constant L is called a Lipschitz constant for f.
[

Show that f(z,y) = t|y]| satisfies a Lipschitz condition on the interval D = {(¢,y) | 1 <
t<2and —3<y<4}.

Solution For each pair of points (¢,y;) and (¢, y,) in D we have

|f (@ y1) = f@y)l = [yl =t y2ll = [elllyil = [y2ll < 2[y1 = yal.

Thus f satisfies a Lipschitz condition on D in the variable y with Lipschitz constant 2. The
smallest value possible for the Lipschitz constant for this problem is L = 2, because, for
example,

If2.1) = f2,0]=1[2—-0]=2[1 -0] L

A set D C R? is said to be convex if whenever (t,y;) and (t,,y;) belong to D, then
(1 = M)t + Az, (1 — A)y; + Ly») also belongs to D for every A in [0, 1]. [ |

In geometric terms, Definition 5.2 states that a set is convex provided that whenever
two points belong to the set, the entire straight-line segment between the points also belongs
to the set. (See Figure 5.1.) The sets we consider in this chapter are generally of the form
D ={(t,y) |a <t <band — oo < y < oo} for some constants a and b. It is easy to verify
(see Exercise 7) that these sets are convex.

Convex Not convex

Suppose f(t,y) is defined on a convex set D C R?. If a constant L > 0 exists with

<L, forall(t,y) €D, a1

af
—(t,
‘ oy )
then f satisfies a Lipschitz condition on D in the variable y with Lipschitz constant L. m
The proof of Theorem 5.3 is discussed in Exercise 6; it is similar to the proof of the
corresponding result for functions of one variable discussed in Exercise 27 of Section 1.1.

As the next theorem will show, it is often of significant interest to determine whether
the function involved in an initial-value problem satisfies a Lipschitz condition in its second
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Theorem 5.4

Example 2

Initial-Value Problems for Ordinary Differential Equations

variable, and condition (5.1) is generally easier to apply than the definition. We should
note, however, that Theorem 5.3 gives only sufficient conditions for a Lipschitz condition
to hold. The function in Example 1, for instance, satisfies a Lipschitz condition, but the
partial derivative with respect to y does not exist when y = 0.

The following theorem is a version of the fundamental existence and uniqueness the-
orem for first-order ordinary differential equations. Although the theorem can be proved
with the hypothesis reduced somewhat, this form of the theorem is sufficient for our pur-
poses. (The proof of the theorem, in approximately this form, can be found in [BiR],
pp. 142-155.)

Suppose that D = {(t,y) | a <t < band — 0o < y < oo} and that f (¢, y) is continuous on
D.If f satisfies a Lipschitz condition on D in the variable y, then the initial-value problem

Y(@) = f(t,y), a<t<b, ya)=a,

has a unique solution y(¢) fora <t < b. ]

Use Theorem 5.4 to show that there is a unique solution to the initial-value problem
Yy =1+tsin(ry), 0<tr=<2, y(0) =0.
Solution Holding t constant and applying the Mean Value Theorem to the function
f@,y) =1+tzsin(1y),

we find that when y; < y;, a number & in (yq, y,) exists with

f&y) — ft, ) _ if(l‘,f) = 1% cos(£1).
Y2 =) dy

Thus

|f(t,y2) — ft,yD)| = |y2 — yill* cos(ED)] < 4]y, — yil,

and f satisfies a Lipschitz condition in the variable y with Lipschitz constant L = 4.
Additionally, f(¢,y) is continuous when 0 < ¢ < 2 and —00 < y < 00, so Theorem 5.4
implies that a unique solution exists to this initial-value problem.

If you have completed a course in differential equations you might try to find the exact
solution to this problem. [ ]

Well-Posed Problems

Now that we have, to some extent, taken care of the question of when initial-value prob-
lems have unique solutions, we can move to the second important consideration when
approximating the solution to an initial-value problem. Initial-value problems obtained by
observing physical phenomena generally only approximate the true situation, so we need
to know whether small changes in the statement of the problem introduce correspondingly
small changes in the solution. This is also important because of the introduction of round-off
error when numerical methods are used. That is,

® Question: How do we determine whether a particular problem has the property that small
changes, or perturbations, in the statement of the problem introduce correspondingly

small changes in the solution?

As usual, we first need to give a workable definition to express this concept.
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Definition 5.5 The initial-value problem

d
Y fey astsh y@=a (5.2)
is said to be a well-posed problem if:

e A unique solution, y(¢), to the problem exists, and

e There exist constants &g > 0 and k > 0O such that for any ¢, with g9 > ¢ > 0,
whenever §(¢) is continuous with |§(¢)| < ¢ for all ¢ in [a, b], and when |§y| < &, the
initial-value problem

dz
E=f(t,z)+5(l), a<t<b, z(a)=a-+d, (5.3)
has a unique solution z(¢) that satisfies

|z(t) — y(t)| < ke foralltin [a,b]. [

The problem specified by (5.3) is called a perturbed problem associated with the
original problem (5.2). It assumes the possibility of an error being introduced in the statement
of the differential equation, as well as an error §, being present in the initial condition.

Numerical methods will always be concerned with solving a perturbed problem because
any round-off error introduced in the representation perturbs the original problem. Unless
the original problem is well-posed, there is little reason to expect that the numerical solution
to a perturbed problem will accurately approximate the solution to the original problem.

The following theorem specifies conditions that ensure that an initial-value problem is
well-posed. The proof of this theorem can be found in [BiR], pp. 142-147.

Theorem 5.6 Suppose D = {(t,y) | a <t < band —0co < y < oo}. If f is continuous and satisfies a
Lipschitz condition in the variable y on the set D, then the initial-value problem

d
%Zf&ﬁ,aftfh ya) =a

is well-posed. [ ]

Example 3  Show that the initial-value problem

d
d—);zy—t2+1, 0<1<2 0 =05, (5.4)

is well posedon D = {(¢,y) | 0 <t <2and — oo <y < oo}.
Solution Because

—241
‘80} *+ )'=|1|=1,
dy

Theorem 5.3 implies that f(¢,y) =y — t> + 1 satisfies a Lipschitz condition in y on D with
Lipschitz constant 1. Since f is continuous on D, Theorem 5.6 implies that the problem is

well-posed.
As an illustration, consider the solution to the perturbed problem
dz 2
E:z—t—i—l—i—é, 0<r=<2, z(0)=0.5+6, (5.5)
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Maple reserves the letter D to
represent differentiation.

Initial-Value Problems for Ordinary Differential Equations

where 6 and & are constants. The solutions to Egs. (5.4) and (5.5) are
y(#) = (t+ 1> —0.5¢" and z(t) = (t + 1)*> 4+ (8 + 8y — 0.5)¢' — 8,

respectively.
Suppose that ¢ is a positive number. If [6] < € and |§y| < €, then

ly(6) — 2()] = (8 + o)’ — 8] < 18 + Sole” + 18] < 2€° + D)g,

for all ¢. This implies that problem (5.4) is well-posed with k(&) = 2¢*> + 1 for all ¢ > 0.
]

Maple can be used to solve many initial-value problems. Consider the problem

dy_ ) B
E—y—t +1, 0<tr=<2, y0)=05.

To define the differential equation and initial condition, enter
deq := D(y)(t) = y(t) — t* + 1; init := y(0) = 0.5

The names deq and init have been chosen by the user. The command to solve the initial-value
problems is

degsol := dsolve ({deq, init}, y(t))
and Maple responds with

1
y(t) =141 42t — 5e’

To use the solution to obtain a specific value, such as y(1.5), we enter
q = rhs(degsol) : evalf(subs(t = 1.5,q))
which gives

4.009155465

The function rhs (for right hand side) is used to assign the solution of the initial-value
problem to the function ¢, which we then evaluate at t = 1.5.

The function dsolve can fail if an explicit solution to the initial-value problem cannot
be found. For example, for the initial-value problem given in Example 2, the command

degsol2 .= dsolve ({D(y)(t) = 1 4+t - sin(¢ - y(¢)), y(0) = 0}, y(¢))

does not succeed because an explicit solution cannot be found. In this case a numerical
method must be used.

EXERCISE SET 5.1

1.

Use Theorem 5.4 to show that each of the following initial-value problems has a unique solution, and
find the solution.

a. Yy =ycost, 0<tr<l1, y0) =1
2
b. V= ?y—i- e, 1<t<2, y1)=0.

2
c. y’=—?y+t2’, 1<r<2, y()=+2e.

413y
= . <t<1, 0)=1.
ryp 0=t=L Y0

/

y
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2.  Show that each of the following initial-value problems has a unique solution and find the solution.
Can Theorem 5.4 be applied in each case?
a. y=¢€7 0<t=<l1, y0)=1.
b. Yy =12(sin2t—2ty), 1<t<2, yl)=2.
¢ Y=—y+n'? 2<1<3 y2 =2
A y=2FY o4 @ =4
ty+t
3. For each choice of f(z,y) given in parts (a)—(d):

i. Does f satisfy a Lipschitz conditionon D = {(t,y) | 0 <t <1, —o0 <y < 00}?

ii. Can Theorem 5.6 be used to show that the initial-value problem

y=rfty, 0<r<1, y0) =1,
is well-posed?

a fan=fHl b fan=n e fen=l-y & fey=-n+
4. For each choice of f(z,y) given in parts (a)—(d):

i. Does f satisty a Lipschitz conditionon D = {(f,y) |0 <t < 1, —00 <y < 00}?

ii. Can Theorem 5.6 be used to show that the initial-value problem

y=fty, 0<r<l, y0) =1,

is well-posed?
a.  fay) =7 b f@ty = Ly f@.y)=cos(yr) d.  f(t,y) = Y
I+t 1+1
5. For the following initial-value problems, show that the given equation implicitly defines a solution.
Approximate y(2) using Newton’s method.

3
a. y= —(3;7:?1)’, 1<r<2, y)=1 yr+y=2
ycost + 2te”

sint + 2 +2
6. Prove Theorem 5.3 by applying the Mean Value Theorem 1,8 to f (¢, y), holding 7 fixed.
Show that, for any constants a and b, the set D = {(t,y) | a <t < b, —00 < y < 00} is convex.

b. y= 1<t<2, y(1)=0; ysint+2e +2y=1

~

8.  Suppose the perturbation §(¢) is proportional to ¢, that is, §(#) = 8¢ for some constant §. Show directly
that the following initial-value problems are well-posed.

a. y=1-y, 0<tr<2, y0)=0
b. yY=t+y, 0<t=<2, y0)=-1

¢ ’—%+12e’ 1<t<2, y1)=0
. )’—ty > =r=4 y)=

2
d. y=-Ty+re, 1=r=2 y)=v2e

9.  Picard’s method for solving the initial-value problem
y=fty, a<t<b, ya =a,
is described as follows: Let yo(f) = « for each 7 in [a, b]. Define a sequence {y, ()} of functions by
t
() =« +/ f@ya(m)de, k=12,....
a. Integrate y' = f(¢,y(¢)), and use the initial condition to derive Picard’s method.
b.  Generate yy (1), y1(2), y2(t), and y;(¢) for the initial-value problem
y=—-y+t+1, 0<r<1, y0)=1.

c.  Compare the result in part (b) to the Maclaurin series of the actual solution y(r) =t + e¢™".
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5.2

The use of elementary difference
methods to approximate the
solution to differential equations
was one of the numerous
mathematical topics that was first
presented to the mathematical
public by the most prolific of
mathematicians, Leonhard Euler
(1707-1783).

Illustration

Euler’'s Method

Euler’s method is the most elementary approximation technique for solving initial-value
problems. Although it is seldom used in practice, the simplicity of its derivation can be
used to illustrate the techniques involved in the construction of some of the more advanced
techniques, without the cumbersome algebra that accompanies these constructions.

The object of Euler’s method is to obtain approximations to the well-posed initial-value
problem

dy
i ft,y), a<t=<b, ya=oa. (5.6)

A continuous approximation to the solution y(#) will not be obtained; instead, approx-
imations to y will be generated at various values, called mesh points, in the interval [a, b].
Once the approximate solution is obtained at the points, the approximate solution at other
points in the interval can be found by interpolation.

We first make the stipulation that the mesh points are equally distributed throughout
the interval [a, b]. This condition is ensured by choosing a positive integer N and selecting
the mesh points

t;=a+ih, foreachi=0,1,2,...,N.
The common distance between the points 2 = (b — a) /N = t;41 — t; is called the step size.
We will use Taylor’s Theorem to derive Euler’s method. Suppose that y(f), the unique
solution to (5.6), has two continuous derivatives on [a, b], so that foreachi = 0,1,2, ...,

N—1,

(tip1 — 1)

2
y(tiv1) = y(@) + (tig1 — )Y () + 2 V&),

for some number §; in (¢;,¢,41). Because h = ;11 — t;, we have

h2
y(tig1) = (@) + hy' (1) + 7)’”(&),

and, because y(¢) satisfies the differential equation (5.6),

h2
y(tip1) = y(6;) + h f (5, y(@)) + ?y"(&)- (5.7)

Euler’s method constructs w; = y(f;), foreachi = 1,2, ..., N, by deleting the remain-
der term. Thus Euler’s method is

wo = a?
wir1 = w; + hf(t,w;), foreachi=0,1,...,N—1. (5.8)
In Example 1 we will use an algorithm for Euler’s method to approximate the solution to
Y=y-~+1, 0<1<2, y0) =05,

att = 2. Here we will simply illustrate the steps in the technique when we have 7 = 0.5.
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For this problem f(t,y) =y — > + 1, so
wo = y(0) = 0.5;
wy = wo + 0.5 (wo — (0.0 + 1) = 0.5 + 0.5(1.5) = 1.25;
wy = wy + 0.5 (w; — (0.5 + 1) = 1.25 + 0.5(2.0) = 2.25;
w3 = w; + 0.5 (wy — (1.0)° + 1) = 2.25 4+ 0.5(2.25) = 3.375;
and

Y(2) ~ wy = w3 4+ 0.5 (w3 — (1.5)% + 1) = 3.375+0.5(2.125) = 4.4375. [

Equation (5.8) is called the difference equation associated with Euler’s method. As
we will see later in this chapter, the theory and solution of difference equations parallel,
in many ways, the theory and solution of differential equations. Algorithm 5.1 implements
Euler’s method.

Euler’s

To approximate the solution of the initial-value problem

Y =fty), a<t<b, y@=aqa,
at (N + 1) equally spaced numbers in the interval [a, b]:

INPUT endpoints a, b; integer N; initial condition c.

OUTPUT approximation w to y at the (N + 1) values of 1.

Step1 Seth= (b—a)/N;
t=a;
w=a;
OUTPUT (¢, w).

Step 2 Fori=1,2,...,N do Steps 3, 4.

Step 3 Setw =w + hf(t,w); (Compute w;.)
t =a+ih. (Compute t;.)

Step 4 OUTPUT (¢, w).
Step 5 STOP. ]

To interpret Euler’s method geometrically, note that when wj; is a close approximation
to y(t;), the assumption that the problem is well-posed implies that

f,w) =y @) = ft,y@).
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The graph of the function highlighting y(z;) is shown in Figure 5.2. One step in Euler’s
method appears in Figure 5.3, and a series of steps appears in Figure 5.4.
Figure 5.2
VY
Wty) = y(b)
W(t2)
W(t1)
W) = a7
to t
Figure53 | y, Figure 5.4 VA
. y' =5y)
v =sty), »(b) + Wa) = &
Wy F——— e L

|

|

Slope ' (a) = f(a, ) N |

wy | |

o 7= W& T 7 : :

— - > M ! >
ly=a & 1 ty=>b l to—la tll tlz tNl=b t
Example 1 Euler’s method was used in the first illustration with 2 = 0.5 to approximate the solution

to the initial-value problem

y=y—£+1, 0<tr<2, y0)=05.

Use Algorithm 5.1 with N = 10 to determine approximations, and compare these with the
exact values given by y(¢) = (t + 1)*> — 0.5¢".

Solution With N = 10 we have h = 0.2, t; = 0.2i, wg = 0.5, and

Wiy = w; +h(w; — 7 + 1) = w; + 0.2[w; — 0.04i* + 1] = 1.2w; — 0.008i* + 0.2,
fori=0,1,...,9.So
wy = 1.2(0.5) — 0.008(0)> + 0.2 = 0.8; w» = 1.2(0.8) — 0.008(1)% + 0.2 = 1.152;

and so on. Table 5.1 shows the comparison between the approximate values at #; and the
actual values. [ ]
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Table 5.1 t w; yi = y(t) lyi — wil

0.0 0.5000000 0.5000000 0.0000000
0.2 0.8000000 0.8292986 0.0292986

04 1.1520000 1.2140877 0.0620877
0.6 1.5504000 1.6489406 0.0985406
0.8 1.9884800 2.1272295 0.1387495

1.0 2.4581760 2.6408591 0.1826831
1.2 2.9498112 3.1799415 0.2301303
1.4 3.4517734 3.7324000 0.2806266
1.6 3.9501281 4.2834838 0.3333557
1.8 4.4281538 4.8151763 0.3870225
2.0 4.8657845 5.3054720 0.4396874

Note that the error grows slightly as the value of ¢ increases. This controlled error
growth is a consequence of the stability of Euler’s method, which implies that the error is
expected to grow in no worse than a linear manner.

Maple has implemented Euler’s method as an option with the command Initial-
ValueProblem within the NumericalAnalysis subpackage of the Student package. To use
it for the problem in Example 1 first load the package and the differential equation.

with(Student[NumericalAnalysis)): deq := diff(y(t),t) = y(t) — > + 1
Then issue the command

C := InitialValueProblem(deq, y(0) = 0.5,t = 2, method = euler, numsteps = 10,
output = information, digits = 8)

Maple produces

1..12x 1..4 Array
Data Type: anything
Storage: rectangular
Order: Fortran_order

Double clicking on the output brings up a table that gives the values of #;, actual solution
values y(t;), the Euler approximations w;, and the absolute errors | y(f;) — w;|. These agree
with the values in Table 5.1.

To print the Maple table we can issue the commands

for k from 1 to 12 do
print(Clk, 1], C[k, 2], C[k, 3], C[k,4])
end do

The options within the InitialValueProblem command are the specification of the first order
differential equation to be solved, the initial condition, the final value of the independent
variable, the choice of method, the number of steps used to determine that 2 = (2 — 0)/
(numsteps), the specification of form of the output, and the number of digits of rounding
to be used in the computations. Other output options can specify a particular value of ¢ or
a plot of the solution.

Error Bounds for Euler’s Method

Although Euler’s method is not accurate enough to warrant its use in practice, it is sufficiently
elementary to analyze the error that is produced from its application. The error analysis for
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Lemma 5.7

Lemma 5.8

Initial-Value Problems for Ordinary Differential Equations

the more accurate methods that we consider in subsequent sections follows the same pattern
but is more complicated.
To derive an error bound for Euler’s method, we need two computational lemmas.

For all x > —1 and any positive m, we have 0 < (1 + x)™ < ™. [ |
Proof Applying Taylor’s Theorem with f(x) = e*, x9p =0, and n = 1 gives

1

& =1+ x+ —x%ef,

2

where & is between x and zero. Thus
1
0<l4+x< 1+x+§xze$=e",

and, because 1 + x > 0, we have

0<(4+x" =< ()" =™ . o

If s and 7 are positive real numbers, {a,-}f?zo is a sequence satisfying ap > —t/s, and
a1 < (1 +s)a;+t, foreachi=0,1,2,...,k—1, (5.9)

then
. t t
aip1 < e(H—l)s <a0 + _) — . m
S A

Proof For a fixed integer i, Inequality (5.9) implies that
aiv1 < (I +s)a; +1¢
< U+ +aig +1]+1= (1 +)%a1 +[1+ 1+ 9]
<A+9a o+ [1+0+5)+ A+t

S(1+S)l+1a0+[1+(1+S)+(1+S)2++(1+S)l][
But

I+ A+9+ 0+ + -+ 1 +9)'=> A+s)
j=0

is a geometric series with ratio (1 + s) that sums to

1= (497 1 1
[t sl

Thus
. 1 i+l _q ) ¢ ¢
ain = (k9 ag + T 20 gy (ao " ;) -

and using Lemma 5.7 with x = 1 4 s gives

. t t
ait1 = e(l+1)s (a() + _) - - = = =
N s
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Theorem 5.9 Suppose f is continuous and satisfies a Lipschitz condition with constant L on
D={(ty) |la<t<band —oo <y < 00}
and that a constant M exists with
[v'(t)] <M, forallt € [a,b],
where y(¢) denotes the unique solution to the initial-value problem
Y=/f@y), a<t<b, y@a=a

Let wg, wy, ..., wy be the approximations generated by Euler’s method for some positive
integer N. Then, foreachi =0,1,2,...,N,

M
ly(t) — wil < Z[e“% ) —1]. (5.10)

Proof When i = 0 the result is clearly true, since y(fy) = wo = «.
From Eq. (5.7), we have

h2 a
y(tiv1) =y +hf@,y@) + =Y &,
fori =0,1,...,N — 1, and from the equations in (5.8),
Wiy = w; + hf (4, w;).

Using the notation y; = y(#;) and y;1; = y(;11), we subtract these two equations to obtain

h2
Yitl — Wip1 =y — w; AL f () — f@G,w)] + ?y//(éi)

Hence

h2
[ Yie1 — wip1] < |yi —wi| + Al f (8, y) — fEw)| + ?D’N(gi”-

Now f satisfies a Lipschitz condition in the second variable with constant L, and
[y ()] <M, so

2

h"M
[Yie1 — wip1] < (L+AL)|y; — wi| + -

Referring to Lemma 5.8 and letting s = AL, t = h?M /2, and a; = | y; — wj|, for each
j=0,1,...,N, we see that

M WM
2hL"

(i+1)hL
. — w; <e —w R
|yl+1 t+1| = <|)’o 0| + L

Because | yg — wo| =0and (i + 1)k = t;; — ty = t;11 — a, this implies that
hM . —
|yi+1 - U)i+1| < i(e(lprl a)L __ 1)’

foreachi=0,1,...,N — 1. = = o=
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The weakness of Theorem 5.9 lies in the requirement that a bound be known for the
second derivative of the solution. Although this condition often prohibits us from obtaining
a realistic error bound, it should be noted that if 9f/d¢ and df/dy both exist, the chain rule
for partial differentiation implies that

vy AL O o .
Y@= i ® = o t,y() = a7 & y®) + 2y (&, y(@®) - ft,y(0).

So it is at times possible to obtain an error bound for y” (¢) without explicitly knowing y (7).

Example 2 The solution to the initial-value problem
Y=y-r+1, 0<1<2, y0) =05,

was approximated in Example 1 using Euler’s method with & = 0.2. Use the inequality in
Theorem 5.9 to find a bounds for the approximation errors and compare these to the actual
errors.

Solution Because f(t,y) =y — 1>+ 1, we have df(t,y)/dy = 1 for all y, so L = 1. For
this problem, the exact solution is y(f) = (¢ + 1)> — 0.5¢', so y”"(t) = 2 — 0.5¢' and

|y'(1)] < 0.5¢* —2, foralls e [0,2].

Using the inequality in the error bound for Euler’s method with 2 = 0.2, L = 1, and
M = 0.5¢* — 2 gives

lyi — w;| < 0.1(0.5¢* — 2)(e" — 1).
Hence
[y(0.2) — wy| <0.1(0.5¢* — 2)("? — 1) = 0.03752;
[y(0.4) — wy| <0.1(0.5¢* — 2)(™* — 1) = 0.08334;

and so on. Table 5.2 lists the actual error found in Example 1, together with this error
bound. Note that even though the true bound for the second derivative of the solution was
used, the error bound is considerably larger than the actual error, especially for increasing
values of ¢. [ ]

Table 5.2

t 0.2 0.4 0.6 0.8 1.0 1.2 1.4 1.6 1.8 2.0

Actual Error  0.02930  0.06209  0.09854  0.13875  0.18268  0.23013  0.28063  0.33336  0.38702  0.43969
Error Bound  0.03752  0.08334  0.13931  0.20767 0.29117  0.39315  0.51771  0.66985  0.85568  1.08264

The principal importance of the error-bound formula given in Theorem 5.9 is that the
bound depends linearly on the step size s. Consequently, diminishing the step size should
give correspondingly greater accuracy to the approximations.

Neglected in the result of Theorem 5.9 is the effect that round-off error plays in the
choice of step size. As h becomes smaller, more calculations are necessary and more round-
off error is expected. In actuality then, the difference-equation form

Wy = o,

Wiy = w; + hf(,w;), foreachi=0,1,...,N—1,
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is not used to calculate the approximation to the solution y; at a mesh point ;. We use instead
an equation of the form

up = a + o,

iy, = u; +hf@,u;)~+ 84, foreachi=0,1,...,N—1, (5.11)

where §; denotes the round-off error associated with u;. Using methods similar to those in
the proof of Theorem 5.9, we can produce an error bound for the finite-digit approximations
to y; given by Euler’s method.

Let y(¢) denote the unique solution to the initial-value problem

Y =fty, a<t<b, ya)=a (5.12)

and ug,u,...,uy be the approximations obtained using (5.11). If |§;] < & for each
i=0,1,...,N and the hypotheses of Theorem 5.9 hold for (5.12), then
L (hM 8\ oo L

B—uwl < -5+ O — 1] 4 [8ole" Y, 5.13

|y (i) UI_L(2+h>[€ 1+ 1dole (5.13)

foreachi=0,1,...,N. [ ]

The error bound (5.13) is no longer linear in 4. In fact, since

the error would be expected to become large for sufficiently small values of /. Calculus can
be used to determine a lower bound for the step size h. Letting E(h) = (hM/2) + (§/h)
implies that E'(h) = (M /2) — (8/h?).

If h<./28/M, then E’(h) <0 and E(h) is decreasing.
If h>./28/M, then E’(h) > 0and E(h) is increasing.
The minimal value of E(h) occurs when

26

M

h= (5.14)
Decreasing / beyond this value tends to increase the total error in the approximation.
Normally, however, the value of § is sufficiently small that this lower bound for # does not
affect the operation of Euler’s method.

EXERCISE SET 5.2

1.

Use Euler’s method to approximate the solutions for each of the following initial-value problems.
a. y=t¥-2y, 0<t<1, y0) =0, withh =05

b. y=14+@—-y? 2<t<3, y2 =1, withh =05

c. YV=1+4+y/t, 1=<t=<2, y()=2, withh=0.25

d. Yy =cos2t+sin3r, 0<r<1, y0)=1, withh =025
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2. Use Euler’s method to approximate the solutions for each of the following initial-value problems.
a. y=¢€7 0<t<l, y0)=1, withh=0.5

1+t

= m

c. yY=—-y+p'2 2<t<3, yQ2)=2, withh=025

d ¥y =t72G6in2t-2ty), 1<t<2, y(1)=2, withh=0.25

b. 1<t=<2, y()=2, withh =05

3. The actual solutions to the initial-value problems in Exercise 1 are given here. Compare the actual
error at each step to the error bound.

1 1 1 1
a. y(@) = gte3’ — 563’ + ge*” b. y() =1+ T

1 1 4
¢ y@)=tlnr+2t d. y()=5sin2— zcos3r+ 3

4. The actual solutions to the initial-value problems in Exercise 2 are given here. Compute the actual
error and compare this to the error bound if Theorem 5.9 can be applied.

a. y@)=In("+e—1) b. y@&)=v£2+2t+6-1

2 4 2 — 2t
c. y@) = (l -2+ ﬁee*’/z) d y@ = 4_6()82%

5. Use Euler’s method to approximate the solutions for each of the following initial-value problems.
a. y=y/t—@/*, 1<t<2, y()=1, withh=0.1
b. Y =14y/t+@/0)*, 1<t<3, y1)=0, withh =02
c. YV=—-0+D@+3), 0=<r=<2, y0)=-2, withh=02
d y=-5y+52+2, 0<r<1, y0)=1, withh=0.

6. Use Euler’s method to approximate the solutions for each of the following initial-value problems.

222 g« 0) =1, with s = 0.1
a. = s =i =1, =1, Wi = 0.
2+1 Y
y2
b. yf=1+[, 1<t<2, y()=—(n2)"", withh=0.1

& V=041, 1<t<3, y()=-2, withh =02
d y=-ty+4y™', 0<t<1, y0)=1, withh=0.1

7. The actual solutions to the initial-value problems in Exercise 5 are given here. Compute the actual
error in the approximations of Exercise 5.

t
a. y@) = TTin: b. y() =ttan(Int)

¢ Yy =-3+

1
d. =1+ -
1+ e 2 Yo 3°

8. The actual solutions to the initial-value problems in Exercise 6 are given here. Compute the actual
error in the approximations of Exercise 6.

® 2t +1 by -1

a. = . = —

y 241 Y In(t+ 1)
2t

e y@) = > d y@) =v4-3e"

9. Given the initial-value problem
/ 2 2.t
y=qytte, 1<r=<2, y1)=0,
with exact solution y(r) = r*(e —e) :

a. Use Euler’s method with 2 = 0.1 to approximate the solution, and compare it with the actual
values of y.
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11.

12.

13.

14.

15.
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b.  Usethe answers generated in part (a) and linear interpolation to approximate the following values
of y, and compare them to the actual values.
i. y(1.04) ii.  y(1.55) iii.  y(1.97)

c.  Compute the value of & necessary for | y(t;) — w;| < 0.1, using Eq. (5.10).

Given the initial-value problem

-y, 1=<t=<2, y()=-1,

with exact solution y(¢) = —1/1:

a.  Use Euler’s method with 2 = 0.05 to approximate the solution, and compare it with the actual
values of y.

b.  Use the answers generated in part (a) and linear interpolation to approximate the following values
of y, and compare them to the actual values.
i. ¥(1.052) ii. y(1.555) iii.  y(1.978)

c. Compute the value of / necessary for | y(;) — w;| < 0.05 using Eq. (5.10).

Given the initial-value problem

y=—y+t+1, 0<t<5, y0) =1,

with exact solution y(¢) = e~ + 1:

a.  Approximate y(5) using Euler’s method with 4 = 0.2, h = 0.1, and h = 0.05.

b.  Determine the optimal value of 4 to use in computing y(5), assuming § = 107 and that Eq. (5.14)
is valid.

Consider the initial-value problem

y=-10y, 0<r=<2, yO) =1,

which has solution y(¢) = ¢~'%. What happens when Euler’s method is applied to this problem with
h = 0.1? Does this behavior violate Theorem 5.9?
Use the results of Exercise 5 and linear interpolation to approximate the following values of y(z).
Compare the approximations obtained to the actual values obtained using the functions given in
Exercise 7.
a. y(1.25) and y(1.93) b. y(2.1) and y(2.75)
c. y(1.3) and y(1.93) d. y(0.54) and y(0.94)
Use the results of Exercise 6 and linear interpolation to approximate the following values of y(t).
Compare the approximations obtained to the actual values obtained using the functions given in
Exercise 8.
a. y(0.25) and y(0.93) b. y(1.25) and y(1.93)
c. y(2.10) and y(2.75) d. y(0.54) and y(0.94)

M §
Let E(h) = > + a
a.  For the initial-value problem

Yy=-y+1, 0<t<1, y0) =0,

compute the value of & to minimize E(h). Assume § = 5 x 10~®*V if you will be using n-digit
arithmetic in part (c).
b.  For the optimal # computed in part (a), use Eq. (5.13) to compute the minimal error obtainable.
c¢.  Compare the actual error obtained using # = 0.1 and & = 0.01 to the minimal error in part (b).
Can you explain the results?
In a circuit with impressed voltage £ having resistance R, inductance L, and capacitance C in parallel,
the current i satisfies the differential equation
di &’ 1de 1
C &

- S TRa L
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Suppose C = 0.3 farads, R = 1.4 ohms, L = 1.7 henries, and the voltage is given by
E) = e "% sin(2t — 7).

If i(0) = 0, find the current i for the values r = 0.1, where j =0, 1,...,100.

In a book entitled Looking at History Through Mathematics, Rashevsky [Ra], pp. 103—110, considers
a model for a problem involving the production of nonconformists in society. Suppose that a society
has a population of x(¢) individuals at time ¢, in years, and that all nonconformists who mate with
other nonconformists have offspring who are also nonconformists, while a fixed proportion r of all
other offspring are also nonconformist. If the birth and death rates for all individuals are assumed to
be the constants b and d, respectively, and if conformists and nonconformists mate at random, the
problem can be expressed by the differential equations

dx(t) dx, (1)

= = (b —d)x(t) and i

where x, (f) denotes the number of nonconformists in the population at time 7.

= (b - d)x,,(l) + rb(x(t) - xn(t))y

a. Suppose the variable p(r) = x,(¢)/x(?) is introduced to represent the proportion of noncon-
formists in the society at time ¢. Show that these equations can be combined and simplified to
the single differential equation

dp(t)
dt

b.  Assuming that p(0) = 0.01, » = 0.02, d = 0.015, and r = 0.1, approximate the solution p(t)
from ¢t = 0 to = 50 when the step size is & = 1 year.

=rb(1 — p()).

c.  Solve the differential equation for p(¢) exactly, and compare your result in part (b) when t = 50
with the exact value at that time.

53

Definition 5.11

Higher-Order Taylor Methods

Since the object of a numerical techniques is to determine accurate approximations with
minimal effort, we need a means for comparing the efficiency of various approximation
methods. The first device we consider is called the local truncation error of the method.

The local truncation error at a specified step measures the amount by which the exact
solution to the differential equation fails to satisfy the difference equation being used for
the approximation at that step. This might seem like an unlikely way to compare the error
of various methods. We really want to know how well the approximations generated by the
methods satisfy the differential equation, not the other way around. However, we don’t know
the exact solution so we cannot generally determine this, and the local truncation will serve
quite well to determine not only the local error of a method but the actual approximation
error.

Consider the initial value problem

yV=fty), a<t<b, y)=a.

The difference method
wy = o
Wir) = w; + he (¢, w;), foreachi=0,1,...,N—1,
has local truncation error

Vit — (i +ho (1, 1) _ Vi1~

Vi
- ti’ i)s
A A & (ti, i)

Tip1(h) =
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The methods in this section use
Taylor polynomials and the
knowledge of the derivative at a
node to approximate the value of
the function at a new node.

5.3 Higher-Order Taylor Methods 2717

for each i = 0,1,...,N — 1, where y; and y;;; denote the solution at #; and ¢,
respectively. u

For example, Euler’s method has local truncation error at the ith step

=Y .
i (h) = % — Ftyy), foreachi=0,1,...,N—1.

This error is a local error because it measures the accuracy of the method at a specific
step, assuming that the method was exact at the previous step. As such, it depends on the
differential equation, the step size, and the particular step in the approximation.

By considering Eq. (5.7) in the previous section, we see that Euler’s method has

Ti1(h) = 7Y (&), forsome §;in (t;,ti11).

When y”(¢) is known to be bounded by a constant M on [a, b], this implies
h
ITip1(B)] < EM’

so the local truncation error in Euler’s method is O(h).

One way to select difference-equation methods for solving ordinary differential equa-
tions is in such a manner that their local truncation errors are O(h”) for as large a value
of p as possible, while keeping the number and complexity of calculations of the methods
within a reasonable bound.

Since Euler’s method was derived by using Taylor’s Theorem withn = 1 to approximate
the solution of the differential equation, our first attempt to find methods for improving the
convergence properties of difference methods is to extend this technique of derivation to
larger values of n.

Suppose the solution y() to the initial-value problem

y=f@ty, a<t<b, y)=«,

has (n+ 1) continuous derivatives. If we expand the solution, y(¢), in terms of its nth Taylor
polynomial about #; and evaluate at ¢, ;, we obtain
h2 W thrl |
Y(tip) = @) + by (@) + =y + -+ =y ) + ——=y"V &), (5.19)
2 n! n+ 1!

for some &; in (#;, ti11).
Successive differentiation of the solution, y(#), gives

V@) = f,y®), Y0 =f(ty®), and, generally, y® ()= f V@, y@).

Substituting these results into Eq. (5.15) gives

h2
y(tiv1) = y(@) + hf @G, y() + ?f/(tia)’(ti)) +-- (5.16)

n+1

B v, oo h W (g (e
+ n!f t, y(@)) + e 1)!f Gi,y(&D)).

The difference-equation method corresponding to Eq. (5.16) is obtained by deleting
the remainder term involving &;.
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Taylor method of order n

wy = o,
Wit] = wW; + hT(”)(ti, w;), foreach i=0,1,...,N—1, (5.17)
where
T (6, wi) = f (8, wi) + gf’(fi, wi) + -+ ?f(nfl)(fi, w;).
Euler’s method is Taylor’s method of order one.

Example 1  Apply Taylor’s method of orders (a) two and (b) four with N = 10 to the initial-value
problem

Yy=y—r4+1, 0<r<2, y0)=05.

Solution (a) For the method of order two we need the first derivative of f(z,y(¢)) =
y(t) — 1> + 1 with respect to the variable 7. Because y = y — > 4+ 1 we have

d ,
f’(r,y<r)>=a<y—r2+1>=y —2=y—1+1-2t,

SO
@) h 2 h 2
7, w) = f(ti, w) + Ef t,w) =w; —t; + 1+ E(wi — 7 +1-21)
h 2
= 1+§ (w,-—tl-+l)—ht,-

Because N = 10 we have 7 = 0.2, and 1; = 0.2i{ for each i = 1,2,...,10. Thus the
second-order method becomes

wo = 05,
h 2
wi+1:w[+h 1+5 (w,-—t,-—i—l)—ht,»

0.2 5 ,
= wi +02| (1+ 2 ) (w; = 004 + 1) — 0.04i

Table 5.3 = 1.22w; — 0.0088:2 — 0.008i + 0.22.
Taylor . . .
Order 2 Error The first two steps give the approximations
f wi @) —wil 3(0.2) ~ w; = 1.22(0.5) — 0.0088(0)2 — 0.008(0) + 0.22 = 0.83;
0.0 0500000 0 s
02 0830000  0.000701 y(0.4) ~ wy = 1.22(0.83) — 0.0088(0.2)> — 0.008(0.2) + 0.22 = 1.2158

0.4 1.215800 0.001712 . . . .
06 1652076  0.003135 All the approximations and their errors are shown in Table 5.3

08 2132333 0.005103 (b) For Taylor’s method of order four we need the first three derivatives of f (¢, y(z))
10 2648646 0007787  With respect to 7. Again using y’ =y — 1> + 1 we have
1.2 3.191348 0.011407 ’ 2
t,y(t)) =y —t 1—2t,
1.4 3.748645 0.016245 faym) =y +

16 4306146  0.022663 d
1.8 4.846299  0.031122 fleyo)=—0-r+1-20=y-2-2

2.0 5.347684  0.042212

=yt +1-2t—2=y—1*—2t—1,
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Table 5.4

Taylor

Order 4 Error

li w; [y(t:) — wil

0.0 0.500000 O
0.2 0.829300  0.000001
0.4 1.214091  0.000003
0.6 1.648947  0.000006
0.8 2.127240  0.000010
1.0 2.640874  0.000015
1.2 3.179964  0.000023
1.4 3.732432  0.000032
1.6 4.283529  0.000045
1.8 4.815238  0.000062
2.0 5.305555  0.000083

5.3 Higher-Order Taylor Methods 2179

and

" d 2 / 2

f (t,y(t)):E(y—t —2t—1)=y —-2t—-2=y—t"—-2t—1,
SO

) h / h? ” h? "
T (@, w) = f@,w) + Ef (i, w;) + gf (i, wy) + ﬁf (i, wy)

2 h 2 h2 2
=w; — f; +1+§(w,-—ti +1—2t,~)+€(w,~—ti —2t; — 1)

W3 2
— ,‘—l‘~—2l‘i—1
g )
1+h+h2+h3( %) 1+h+h2 (ht;)
= — [ J— w; — 1) — — R i
2 6 24 ! 312
+1+h I il
2 6 24
Hence Taylor’s method of order four is
w0:O.5,
ho R h K
m=wi+h| (1+-+—+ = )w—)—(1+5+—=)ht
w = wetn] (14545 4 B - - (145 4+ 1)
+1+h L
2 6 24)
fori=0,1,...,N — 1.
Because N = 10 and ~ = 0.2 the method becomes
0.2 0.04 0.008
1 =wi+02 [ 14+ == 4 —— 4+ =) (w; — 0.04i*
Wiyl = W; + |:(+2+6+24>(wz i)
1+O'2+0'O4 (004,)+1+0.2 0.04  0.008
_ et T 04i it i
3 12 2 6 24

= 1.2214w; — 0.008856i* — 0.00856i + 0.2186,
foreachi =0,1,...,9. The first two steps give the approximations

¥(0.2) ~ w; = 1.2214(0.5) — 0.008856(0)> — 0.00856(0) + 0.2186 = 0.8293;
¥(0.4) ~ w, = 1.2214(0.8293) — 0.008856(0.2)% — 0.00856(0.2) + 0.2186 = 1.214091

All the approximations and their errors are shown in Table 5.4.

Compare these results with those of Taylor’s method of order 2 in Table 5.4 and you
will see that the fourth-order results are vastly superior.

The results from Table 5.4 indicate the Taylor’s method of order 4 results are quite
accurate at the nodes 0.2, 0.4, etc. But suppose we need to determine an approximation to
an intermediate point in the table, for example, at t = 1.25. If we use linear interpolation
on the Taylor method of order four approximations at t = 1.2 and t = 1.4, we have

125-1.4
12-14

125-1.2

1.25) ~ o =
¥(1.25) ( 14-12

) 3.1799640 + < > 3.7324321 = 3.3180810.
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Hermite interpolation requires
both the value of the function and
its derivative at each node. This
makes it a natural interpolation
method for approximating
differential equations since these
data are all available.

Table 5.5

Theorem 5.12

Initial-Value Problems for Ordinary Differential Equations

The true value is y(1.25) = 3.3173285, so this approximation has an error of 0.0007525,
which is nearly 30 times the average of the approximation errors at 1.2 and 1.4.

We can significantly improve the approximation by using cubic Hermite interpolation.
To determine this approximation for y(1.25) requires approximations to y'(1.2) and y'(1.4)
as well as approximations to y(1.2) and y(1.4). However, the approximations for y(1.2) and
y(1.4) are in the table, and the derivative approximations are available from the differential
equation, because y'(t) = f(t,y(t)). In our example y'(¢) = y(t) — 1> + 1, so

¥ (1.2) =y(1.2) — (1.2)2 +1~3.1799640 — 1.44 + 1 = 2.7399640
and
y(1.4)=y(l.4) — (1.4)2 + 1~ 3.7324327 — 1.96 + 1 = 2.7724321.

The divided-difference procedure in Section 3.4 gives the information in Table 5.5.
The underlined entries come from the data, and the other entries use the divided-difference
formulas.

1.2 3.1799640

2.7399640
1.2 3.1799640 0.1118825

2.7623405 —0.3071225
1.4 3.7324321 0.0504580

2.7724321

14 3.7324321

The cubic Hermite polynomial is
y(1) & 3.1799640 + (1 — 1.2)2.7399640 + (t — 1.2)%0.1118825
+ (t — 1.2)%(r — 1.4)(—0.3071225),
)
¥y(1.25) & 3.1799640 + 0.1369982 + 0.0002797 + 0.0001152 = 3.3173571,

a result that is accurate to within 0.0000286. This is about the average of the errors at 1.2
and at 1.4, and only 4% of the error obtained using linear interpolation. This improvement
in accuracy certainly justifies the added computation required for the Hermite method. m

If Taylor’s method of order n is used to approximate the solution to
YO = ft.y®), a<t<b, y)=a,

with step size h and if y € C"*[a, b], then the local truncation error is O(h"). ]

Proof Note that Eq. (5.16) on page 277 can be rewritten
n+1

A N W oy oy = ™ (£ v,
Yitl —Yi — f(,,yz)—gf(z,y,)—---—ﬁf (,,y,)—(n+1)!f &, (&),

for some &; in (#;,;11). So the local truncation error is

Yit1 — Vi (n) h"
— =T (t,y) =

h 03D = D)
foreachi =0,1,...,N—1.Sincey € C"t'[a, b], we have y"+V (1) = (¢, y(¢)) bounded
on [a, b] and t;(h) = O(W"), foreachi =1,2,...,N. = = o=

i1 (h) = FOELED),
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5.3 Higher-Order Taylor Methods 281

Taylor’s methods are options within the Maple command InitialValueProblem. The
form and output for Taylor’s methods are the same as available under Euler’s method, as
discussed in Section 5.1. To obtain Taylor’s method of order 2 for the problem in Example 1,
first load the package and the differential equation.

with(Student[ NumericalAnalysis)) : deq = diff(y(t),t) = y(t) — 2+1
Then issue

C := InitialValueProblem(deq, y(0) = 0.5,t = 2, method = taylor, order = 2,
numsteps = 10, output = information, digits = 8)

Maple responds with an array of data similar to that produced with Euler’s method. Double
clicking on the output will bring up a table that gives the values of #;, actual solution values
y(¢;), the Taylor approximations w;, and the absolute errors | y(#;) — w;|. These agree with
the values in Table 5.3.

To print the table issue the commands

for k from 1 to 12 do

print(C[k, 1], C[k, 2], C[k, 3], C[k,4])
end do

EXERCISE SET 53

1.

Use Taylor’s method of order two to approximate the solutions for each of the following initial-value
problems.

a. y=te¥ -2y, 0<tr<1, y0) =0, withh=0.5
b. y=14+@¢—y? 2<t<3, y2 =1, withh=0.5
c. y=14y/t, 1<t=<2, y()=2, withh =025

d. y =cos2t+sin3t, 0<t<1, y0)=1, withh =025
Use Taylor’s method of order two to approximate the solutions for each of the following initial-value
problems.

a. y=¢€7 0<t=<1, y0)=1, withh=0.5
141

b y=-1' 1<t<2 y1)=2 withh=05
1+y

e¢. y=—y+t'? 2<t<3, y2)=2, withh =025

d. ¥y =t2(sin2t—2ty), 1<t<2, y()=2, withh=0.25
Repeat Exercise 1 using Taylor’s method of order four.

Repeat Exercise 2 using Taylor’s method of order four.

Use Taylor’s method of order two to approximate the solution for each of the following initial-value
problems.

a. Y =y/t— @/,
b. y =sint+e,

I1<t<12, y(l)=1, withh=0.1
0<r<l1, y0)=0, withk =0.5
c. Y=04+y/, 1<t<3, y(1)=-2, withh=0.5
d y=—-ty+4n™', 0<t<1, y0)=1, withh =0.25
Use Taylor’s method of order two to approximate the solution for each of the following initial-value
problems.

. 2=2ty .
a y:l2+1, 0<t<1, y0) =1, withh=0.1
2
/ y 1 e
b. = , 1<t<2, 1) =—(n2)"!, withh =0.1
Y =1 <t=< (1) (In2)~", wi
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282 CHAPTER 5 = Initial-Value Problems for Ordinary Differential Equations

. YV=0"4+y/t, 1<t<3, yl)=-2, withh =02
d y=-ty+4t/y, 0<t<1, y0) =1, withh=0.1
7. Repeat Exercise 5 using Taylor’s method of order four.

*®

Repeat Exercise 6 using Taylor’s method of order four.
9. Given the initial-value problem

/ 2 2t
y=;y+ze, 1<r<2, y1)=0,

with exact solution y(r) = r*(e' — e):
a.  Use Taylor’s method of order two with 7 = 0.1 to approximate the solution, and compare it with
the actual values of y.

b.  Use the answers generated in part (a) and linear interpolation to approximate y at the following
values, and compare them to the actual values of y.
i y(1.04) ii. y(1.55) iii.  ¥(1.97)

¢.  Use Taylor’s method of order four with 4 = 0.1 to approximate the solution, and compare it
with the actual values of y.

d. Use the answers generated in part (c) and piecewise cubic Hermite interpolation to approximate
y at the following values, and compare them to the actual values of y.
i. y(1.04) ii. y(1.55) iii. ¥(1.97)

10.  Given the initial-value problem

-y, l=tr=<2, y)=-1,

with exact solution y(¢) = —1/t:

a. Use Taylor’s method of order two with 27 = 0.05 to approximate the solution, and compare it
with the actual values of y.

b.  Usethe answers generated in part (a) and linear interpolation to approximate the following values
of y, and compare them to the actual values.
i.  ¥(1.052) ii. y(1.555) iii.  y(1.978)

c.  Use Taylor’s method of order four with 2 = 0.05 to approximate the solution, and compare it
with the actual values of y.

d. Use the answers generated in part (c) and piecewise cubic Hermite interpolation to approximate
the following values of y, and compare them to the actual values.

i. y(1.052) ii. y(1.555) iii. y(1.978)
11. A projectile of mass m = 0.11 kg shot vertically upward with initial velocity v(0) = 8 m/s is slowed
due to the force of gravity, F, = —mg, and due to air resistance, F, = —kv|v|, where g = 9.8 m/s?

and k = 0.002 kg/m. The differential equation for the velocity v is given by
mv' = —mg — kv|v|.

a. Find the velocity after 0.1,0.2,...,1.0s.
b. To the nearest tenth of a second, determine when the projectile reaches its maximum height and
begins falling.
12.  Use the Taylor method of order two with 4 = 0.1 to approximate the solution to

y =1+tsin(ty), 0<t<2, y0) =0

5.4 Runge-Kutta Methods

The Taylor methods outlined in the previous section have the desirable property of high-
order local truncation error, but the disadvantage of requiring the computation and evaluation
of the derivatives of f(z,y). This is a complicated and time-consuming procedure for most
problems, so the Taylor methods are seldom used in practice.
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In the later 1800s, Carl Runge
(1856-1927) used methods
similar to those in this section to
derive numerous formulas for
approximating the solution to
initial-value problems.

Theorem 5.13

In 1901, Martin Wilhelm Kutta
(1867-1944) generalized the
methods that Runge developed in
1895 to incorporate systems of
first-order differential equations.
These techniques differ slightly
from those we currently call
Runge-Kutta methods.

Example 1

5.4 Runge-Kutta Methods 283

Runge-Kutta methods have the high-order local truncation error of the Taylor methods
but eliminate the need to compute and evaluate the derivatives of f(¢,y). Before presenting
the ideas behind their derivation, we need to consider Taylor’s Theorem in two variables.
The proof of this result can be found in any standard book on advanced calculus (see, for
example, [Fu], p. 331).

Suppose that f(¢,y) and all its partial derivatives of order less than or equal to n 4 1 are
continuous on D = {(t,y) | a <t < b,c <y < d}, and let (#),y9) € D. For every
(t,y) € D, there exists & between ¢ and 7y and i between y and yy with

f(t’y) = Pn(t’y) +Rn(tvy)s
where
_ of of
P,(t,y) = f(to,yo) + | (t — to) (to,)’o) + 0O - YO) (fo’yo)
_ 2 2 82
4 [“ 2’0) 8T (tyy0) + (1 — 10) 3 — Y05 f (o0
2 52
(y 2yo) f(t ,yo)}
1 < (n i LS
+ o ]Z(; (J.)(l —10)"7(y — yO)JW( fo, yo)
and
1 n+1 n+1 . n-Hf
Rn(l,y)zmjgo:( i )(f—lo) +H J(y—yo)]w(g , ).

The function P,(z,y) is called the nth Taylor polynomial in two variables for the
function f about (%, yo), and R, (t, y) is the remainder term associated with P, (z,y). [ |
Use Maple to determine P, (¢, y), the second Taylor polynomial about (2, 3) for the function

(t —2)?
4

_ 22
f(t,y) =exp [— — & 43) i|cos(2t+y—7)

Solution To determine P,(¢,y) we need the values of f and its first and second partial
derivatives at (2, 3). The evaluation of the function is easy

02402
£2,3) _ o(-0Pr-014) cos@d+3—7) =1,

but the computations involved with the partial derivatives are quite tedious. However, higher
dimensional Taylor polynomials are available in the MultivariateCalculus subpackage of
the Student package, which is accessed with the command

with(Student[MultivariateCalculus))

The first option of the TaylorApproximation command is the function, the second specifies
the point (7, yo) where the polynomial is centered, and the third specifies the degree of the
polynomial. So we issue the command
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284 CHAPTER 5 = Initial-Value Problems for Ordinary Differential Equations

=22 _-3)?

TaylorApproximation (e_ a4 cost+y—17),l[t,y] =12,3], 2)

The response from this Maple command is the polynomial
9 3
1—10—3%40—3@_3_1@_g2

A plot option is also available by adding a fourth option to the TaylorApproximation
command in the form output = plot. The plot in the default form is quite crude, however,
because not many points are plotted for the function and the polynomial. A better illustration
is seen in Figure 5.5.

Figure 5.5
Pot,) = 1= (=27 =20 =2y = 3) = 3 (v ~ 37

1@ )

o o\ N
G N

57 A\
<>

= ST NS
PSS

N7/

ft,y) =exp{—( — 2)%4 — (y — 3)%4}cos 2t +y — 7) y

The final parameter in this command indicates that we want the second multivariate
Taylor polynomial, that is, the quadratic polynomial. If this parameter is 2, we get the
quadratic polynomial, and if it is O or 1, we get the constant polynomial 1, because there are
no linear terms. When this parameter is omitted, it defaults to 6 and gives the sixth Taylor
polynomial. [ ]

Runge-Kutta Methods of Order Two

The first step in deriving a Runge-Kutta method is to determine values for a;, oy, and B,
with the property that a; f (t + 1,y + 1) approximates

h
T@mw=fmw+5fmm

with error no greater than O(h?), which is same as the order of the local truncation error for
the Taylor method of order two. Since

d 3 9
—df (t,y) = u (t,y) + A (t,y)-y'(@® and Y (@) = f(t,y),
t ay

iy = ”
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we have
hof hof
(€3] — L — .

Expanding f (¢ + a1,y + B1) in its Taylor polynomial of degree one about (z,y) gives

0
mfa+my+ﬂo=mf&w+amq§¢w

+aip f(l y)+ap-Ri(t + o,y + B, (5.19)
where
o? 3 2 52
Rittany+p)=— at{(é n) + 1,31%(5 )+%8—{(§,H), (5.20)

for some & between ¢ and 7 + «; and u between y and y + B;.
Matching the coefficients of f and its derivatives in Egs. (5.18) and (5.19) gives the
three equations

0 h 0 h
f&.y):ar=1; a—];(t,y) Paen = o and %(t,y) tapr = Ef(t,y).
The parameters a;, o1, and B; are therefore

a=1, o=z

h
2’ and IBI = Ef(tuy)a

SO
h h h h
TPy = flt+=y+ =&y -R (t+=.yv+ =0y,
(#,y) f<+2y+2f( y)) 1(+2y+2f( y))
and from Eq. (5.20),

22f f

h
R <t+2,y+ f(ty)) 592 & M)+ f(ty) (S )

-—anf f@u)

If all the second-order partial derivatives of f are bounded, then

Ry |t+ + = f(,y)
: 2 Y 2 Y
is O(h?). As a consequence:

® The order of error for this new method is the same as that of the Taylor method of order
two.

The difference-equation method resulting from replacing T® (¢, y) in Taylor’s method
of order two by f (¢t + (h/2),y+ (h/2) f(t,y)) is a specific Runge-Kutta method known as
the Midpoint method.
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Example 2

Initial-Value Problems for Ordinary Differential Equations

Midpoint Method

Wo = &,

h h
Wipg = w; +hf <Ii+§,wi+§f(t,-,w,-)>, for i=0,1,...,N — 1.

Only three parameters are present in a; f(f + a1,y + B1) and all are needed in the
match of 7. So a more complicated form is required to satisfy the conditions for any of
the higher-order Taylor methods.

The most appropriate four-parameter form for approximating

3) h l h2 "
T (I,Y)Zf(f’}’)‘i‘zf (t’y)"i_gf (f,)’)
is
ar f(t,y) +arf(t+ a2,y + 8 f(t,y)); (5.21)

and even with this, there is insufficient flexibility to match the term

WTaf 2
g |:8_y(t7y)] f(f,y),

resulting from the expansion of (h>/6) f”(t,y). Consequently, the best that can be obtained
from using (5.21) are methods with O(h?) local truncation error.

The fact that (5.21) has four parameters, however, gives a flexibility in their choice,
so a number of O(h?) methods can be derived. One of the most important is the Modified
Euler method, which corresponds to choosing a; = a, = % and ap = 8, = h. It has the
following difference-equation form.

Modified Euler Method
wy =,

Wi = w; + g[f(ti,wi) + ftis1, wi +hf@,w))], for i=0,1,...,N—1.
Use the Midpoint method and the Modified Euler method with N = 10, 2 = 0.2, 1; = 0.2i,
and wy = 0.5 to approximate the solution to our usual example,

Y=y—r+1, 0<r<2, y0)=05.
Solution The difference equations produced from the various formulas are
Midpoint method:  w;1; = 1.22w; — 0.0088:> — 0.008i + 0.218;
Modified Euler method:  w;+; = 1.22w; — 0.0088i> — 0.008i + 0.216,
foreachi =0, 1,...,9. The first two steps of these methods give
Midpoint method: w; = 1.22(0.5) — 0.0088(0)> — 0.008(0) + 0.218 = 0.828;
Modified Euler method:  w; = 1.22(0.5) — 0.0088(0)* — 0.008(0) + 0.216 = 0.826,
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Table 5.6

Karl Heun (1859-1929) was a
professor at the Technical
University of Karlsruhe. He
introduced this technique in a
paper published in 1900. [Heu]

Illustration

5.4 Runge-Kutta Methods 287

and
Midpoint method: w, = 1.22(0.828) — 0.0088(0.2)> — 0.008(0.2) + 0.218
= 1.21136;
Modified Euler method:  w, = 1.22(0.826) — 0.0088(0.2)* — 0.008(0.2) + 0.216

= 1.20692,

Table 5.6 lists all the results of the calculations. For this problem, the Midpoint method

is superior to the Modified Euler method. [ ]
Midpoint Modified Euler
t; () Method Error Method Error

0.0 0.5000000 0.5000000 0 0.5000000 0
0.2 0.8292986 0.8280000 0.0012986 0.8260000 0.0032986
0.4 1.2140877 1.2113600 0.0027277 1.2069200 0.0071677
0.6 1.6489406 1.6446592 0.0042814 1.6372424 0.0116982
0.8 2.1272295 2.1212842 0.0059453 2.1102357 0.0169938
1.0 2.6408591 2.6331668 0.0076923 2.6176876 0.0231715
1.2 3.1799415 3.1704634 0.0094781 3.1495789 0.0303627
1.4 3.7324000 3.7211654 0.0112346 3.6936862 0.0387138
1.6 4.2834838 4.2706218 0.0128620 4.2350972 0.0483866
1.8 4.8151763 4.8009586 0.0142177 4.7556185 0.0595577
2.0 5.3054720 5.2903695 0.0151025 5.2330546 0.0724173

Runge-Kutta methods are also options within the Maple command InitialValue Problem.
The form and output for Runge-Kutta methods are the same as available under the Euler’s
and Taylor’s methods, as discussed in Sections 5.1 and 5.2.

Higher-Order Runge-Kutta Methods
The term 7 (¢, y) can be approximated with error O(h?) by an expression of the form

fa+anLy+8 ft+o,y+8fEy)),

involving four parameters, the algebra involved in the determination of «, 81, orp, and §; is
quite involved. The most common O(/?) is Heun’s method, given by

Wy =«
wirt =wi + 4 (FUw) +3F (+ 2w+ 2 f (6 + 4w+ 2 f @ w)))).
for i=0,1,...,N—1.

Applying Heun’s method with N = 10, h = 0.2, t; = 0.2i, and wy = 0.5 to approximate
the solution to our usual example,

y=y—1*4+1, 0<r<2, y0)=0.5.
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gives the values in Table 5.7. Note the decreased error throughout the range over the Midpoint

and Modified Euler approximations. ]
Table 5.7 Heun’s
t; y(t;) Method Error

0.0 0.5000000 0.5000000 0

0.2 0.8292986 0.8292444 0.0000542
0.4 1.2140877 1.2139750 0.0001127
0.6 1.6489406 1.6487659 0.0001747
0.8 2.1272295 2.1269905 0.0002390
1.0 2.6408591 2.6405555 0.0003035
1.2 3.1799415 3.1795763 0.0003653
1.4 3.7324000 3.7319803 0.0004197
1.6 4.2834838 4.2830230 0.0004608
1.8 4.8151763 4.8146966 0.0004797
2.0 5.3054720 5.3050072 0.0004648

Runge-Kutta methods of order three are not generally used. The most common Runge-
Kutta method in use is of order four in difference-equation form, is given by the following.

Runge-Kutta Order Four

Wo = &,

ki = hf(t,w),

h 1
ky=hf ti+§,wi+§kl ,

2 2
k4 = hf(tl-‘rla w; + k3)9

h 1
ks=hf|ti+ 5, wi+ sk ),

1
Wit = w; + g(kl + 2ky + 2k3 + k4),

foreachi = 0,1,...,N — 1. This method has local truncation error O(h*), provided the
solution y(¢) has five continuous derivatives. We introduce the notation ki, ky, k3, k4 into
the method is to eliminate the need for successive nesting in the second variable of f(z,y).
Exercise 32 shows how complicated this nesting becomes.

Algorithm 5.2 implements the Runge-Kutta method of order four.

Runge-Kutta (Order Four)
To approximate the solution of the initial-value problem
Y =f@y, a<t=b y@=ea,

at (N + 1) equally spaced numbers in the interval [a, b]:

INPUT endpoints a, b; integer N; initial condition c.

OUTPUT approximation w to y at the (N + 1) values of 1.
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Step 1 Seth = (b —a)/N,
1 =a,;
w=a;
OUTPUT (¢, w).
Step2 Fori=1,2,...,N do Steps 3-5.

Step 3 SetK; = hf(t,w);
Ky =hf(t+h/2,w+Ki/2);
Ki=hf(@t+h/2,w+ K;,/2);
Ky=hf(t+hw+K3).

Step 4 Setw = w + (K| + 2K; + 2K3 + Ky) /6; (Compute w;.)
t = a + ih. (Compute t;.)

Step 5 OUTPUT (¢, w).

Step 6 STOP. .

Example 3  Use the Runge-Kutta method of order four with 2 = 0.2, N = 10, and #; = 0.2i to obtain
approximations to the solution of the initial-value problem

Y=y-r+1, 0<1<2, y0) =05
Solution The approximation to y(0.2) is obtained by
wy = 0.5
ki =0.2£(0,0.5) = 0.2(1.5) = 0.3
k, = 0.2£(0.1,0.65) = 0.328
k3 = 0.2 £(0.1,0.664) = 0.3308
ks =0.2£(0.2,0.8308) = 0.35816

1
w; =05+ 6(0'3 +2(0.328) 4 2(0.3308) + 0.35816) = 0.8292933.

The remaining results and their errors are listed in Table 5.8. [ ]

Table 5.8 Runge-Kutta
Exact Order Four Error
t yi =y@) w; lyi — wil

0.0 0.5000000 0.5000000 0

0.2 0.8292986 0.8292933 0.0000053
0.4 1.2140877 1.2140762 0.0000114
0.6 1.6489406 1.6489220 0.0000186
0.8 2.1272295 2.1272027 0.0000269
1.0 2.6408591 2.6408227 0.0000364
1.2 3.1799415 3.1798942 0.0000474
1.4 3.7324000 3.7323401 0.0000599
1.6 4.2834838 4.2834095 0.0000743
1.8 4.8151763 4.8150857 0.0000906
2.0 5.3054720 5.3053630 0.0001089
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Table 5.9

Illustration

Initial-Value Problems for Ordinary Differential Equations

To obtain Runge-Kutta order 4 method results with InitialValue Problem use the option
method = rungekutta, submethod = rk4. The results produced from the following call for
out standard example problem agree with those in Table 5.6.

C := InitialValueProblem(deq,y(0) = 0.5,t = 2,method = rungekutta, submethod =
rk4, numsteps = 10, output = information, digits = 8)

Computational Comparisons

The main computational effort in applying the Runge-Kutta methods is the evaluation of f.
In the second-order methods, the local truncation error is O(h?), and the cost is two function
evaluations per step. The Runge-Kutta method of order four requires 4 evaluations per step,
and the local truncation error is O(#*). Butcher (see [But] for a summary) has established the
relationship between the number of evaluations per step and the order of the local truncation
error shown in Table 5.9. This table indicates why the methods of order less than five with
smaller step size are used in preference to the higher-order methods using a larger step size.

Evaluations per step 2 3 4 5<n<7 8§<mn<9 10<n

Best possible local

. Oo(h?) on) O(h*) o) O(h"?) O(h")
truncation error

One measure of comparing the lower-order Runge-Kutta methods is described as
follows:

® The Runge-Kutta method of order four requires four evaluations per step, whereas Euler’s
method requires only one evaluation. Hence if the Runge-Kutta method of order four is
to be superior it should give more accurate answers than Euler’s method with one-fourth
the step size. Similarly, if the Runge-Kutta method of order four is to be superior to the
second-order Runge-Kutta methods, which require two evaluations per step, it should
give more accuracy with step size & than a second-order method with step size i/2.

The following illustrates the superiority of the Runge-Kutta fourth-order method by
this measure for the initial-value problem that we have been considering.

For the problem
y=y—1+1, 0<r<2, y0)=0S5,

Euler’s method with 2 = 0.025, the Midpoint method with # = 0.05, and the Runge-
Kutta fourth-order method with # = 0.1 are compared at the common mesh points of these
methods 0.1, 0.2, 0.3, 0.4, and 0.5. Each of these techniques requires 20 function evaluations
to determine the values listed in Table 5.10 to approximate y(0.5). In this example, the
fourth-order method is clearly superior. (]
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Table 5.10 Modified Runge-Kutta
Euler Euler Order Four
t; Exact h = 0.025 h =0.05 h=0.1

0.0 0.5000000 0.5000000 0.5000000 0.5000000

0.1 0.6574145 0.6554982 0.6573085 0.6574144

0.2 0.8292986 0.8253385 0.8290778 0.8292983

0.3 1.0150706 1.0089334 1.0147254 1.0150701

0.4 1.2140877 1.2056345 1.2136079 1.2140869

0.5 1.4256394 1.4147264 1.4250141 1.4256384

EXERCISE SET 54

1. Use the Modified Euler method to approximate the solutions to each of the following initial-value
problems, and compare the results to the actual values.
a. y=t—-2, 0=<tr=<1, y0)=0, withk=0.5; actual solution y(r) = L1e¥ — Le¥ +
%efz’ .
b. y=14+@¢—y? 2<t<3, y@2) =1, withh=0.5; actual solution y(¢) =t + i
c. YV=1+4y/t, 1=<tr=<2, y(l)=2, with h=0.25; actual solution y(¢t) = tInt + 2r.
y = cos2t +sin3t, 0 <t <1, y0) = 1, with h = 0.25; actual solution y(t) =
%sinZt— %cos3t+ %.
2. Use the Modified Euler method to approximate the solutions to each of the following initial-value
problems, and compare the results to the actual values.
a. y=¢€7 0=<t=<1, y0) =1, withh=0.5; actual solution y(t) = In(¢’ + e — 1).
1+t

y = e 1<t<2, y()=2, withh=0.5; actual solution y(t) = +/t> +2t+6— 1.
y
c. ¥V = —y+p'2 2<1t <3 y2 =2, withh = 0.25; actual solution y(t) =
2
t—2+ ﬁee"/z) .
d y =12(sin2t —2ty), 1<t <2, y1) =2 withh = 0.25; actual solution y(f) =

1172(4 + cos 2 — cos 2).
3. Use the Modified Euler method to approximate the solutions to each of the following initial-value
problems, and compare the results to the actual values.
y =y/t—@u/H)* 1<t<2 y(1)=1,with h =0.1; actual solution y(r) = t/(1 + In?).
b. Y =14+y/t+@/0)* 1<t<3, y()=0,withh =0.2; actual solution y() = ¢ tan(In r).
c. y=-0+DO+3), 0=<r=<2 y0) = -2, withh = 0.2; actual solution y() =
—3+2(1+e )71,
d. y =-5y+57+2, 0=<t=1, y0) =1, withh=0.1; actual solution y(r) = >+ je~'.

4. Use the Modified Euler method to approximate the solutions to each of the following initial-value
problems, and compare the results to the actual values.

P 0<t<l1 (0) = 1, with & = 0.1; actual solution y(r) 20+ 1
a. =—, <t=], =1, wi = 0.1; actual solution =—.
YT Y Y=
2 _
b. ¥y = l)j|—t’ 1<t<2, y()=—(n2)"", withh = 0.1; actual solution y(t) = m
2t
c¢. yYy=0*+y/t, 1<t<3, y()=-2, withh =0.2; actual solution y(t) = T— %

d Y =—ty+4t)y, 0<t<1, y0) =1, withh=0.1; actual solution y(t) = v/4 — 3e~".
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A B

10.
11.
12.
13.
14.
15.
16.
17.

18.

19.
20.
21.
22.
23.
24,
25.

26.

27.

28.

Initial-Value Problems for Ordinary Differential Equations

Repeat Exercise 1 using the Midpoint method.

Repeat Exercise 2 using the Midpoint method.

Repeat Exercise 3 using the Midpoint method.

Repeat Exercise 4 using the Midpoint method.

Repeat Exercise 1 using Heun’s method.

Repeat Exercise 2 using Heun’s method.

Repeat Exercise 3 using Heun’s method.

Repeat Exercise 4 using Heun’s method.

Repeat Exercise 1 using the Runge-Kutta method of order four.
Repeat Exercise 2 using the Runge-Kutta method of order four.
Repeat Exercise 3 using the Runge-Kutta method of order four.
Repeat Exercise 4 using the Runge-Kutta method of order four.

Use the results of Exercise 3 and linear interpolation to approximate values of y(¢), and compare the
results to the actual values.

a.  y(1.25) and y(1.93) b.  y(2.1) and y(2.75)
¢.  y(1.3) and y(1.93) d.  y(0.54) and y(0.94)

Use the results of Exercise 4 and linear interpolation to approximate values of y(¢), and compare the
results to the actual values.

a.  y(0.54) and y(0.94) b. y(1.25) and y(1.93)
c. y(1.3) and y(2.93) d. y(0.54) and y(0.94)
Repeat Exercise 17 using the results of Exercise 7.

Repeat Exercise 18 using the results of Exercise 8.

Repeat Exercise 17 using the results of Exercise 11.

Repeat Exercise 18 using the results of Exercise 12.

Repeat Exercise 17 using the results of Exercise 15.

Repeat Exercise 18 using the results of Exercise 16.

Use the results of Exercise 15 and Cubic Hermite interpolation to approximate values of y(z), and
compare the approximations to the actual values.

a. y(1.25) and y(1.93) b. y(2.1) and y(2.75)

c. y(1.3) and y(1.93) d. y(0.54) and y(0.94)

Use the results of Exercise 16 and Cubic Hermite interpolation to approximate values of y(¢), and
compare the approximations to the actual values.

a. y(0.54) and y(0.94) b. y(1.25) and y(1.93)

c. y(1.3) and y(2.93) d. y(0.54) and y(0.94)

Show that the Midpoint method and the Modified Euler method give the same approximations to the
initial-value problem

Y=—y+t+1, 0<tr=<1, y0) =1,

for any choice of 4. Why is this true?

Water flows from an inverted conical tank with circular orifice at the rate

dx Jx
& 062
dr TNV L)

where r is the radius of the orifice, x is the height of the liquid level from the vertex of the cone,
and A(x) is the area of the cross section of the tank x units above the orifice. Suppose r = 0.1 ft,
g = 32.1 ft/s?, and the tank has an initial water level of 8 ft and initial volume of 512(;r/3) ft>. Use
the Runge-Kutta method of order four to find the following.

a. The water level after 10 min with 7 =20 s

b.  When the tank will be empty, to within 1 min.
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The irreversible chemical reaction in which two molecules of solid potassium dichromate (K,Cr,07),
two molecules of water (H,0), and three atoms of solid sulfur (S) combine to yield three molecules of
the gas sulfur dioxide (SO,), four molecules of solid potassium hydroxide (KOH), and two molecules
of solid chromic oxide (Cr,03) can be represented symbolically by the stoichiometric equation:

2K,Cr,0; + 2H,0 + 3S — 4KOH + 2Cr,03 + 3S0,.

If n; molecules of K,Cr,07, n, molecules of H,O, and n3 molecules of S are originally available, the
following differential equation describes the amount x(¢) of KOH after time ¢:

dx )2 x\? 3x\°
— =k|n —-= n, — — n——1|,,
dt 2 2 4

where k is the velocity constant of the reaction. If k = 6.22 x 107", n; = n, = 2 x 10%, and
n3 = 3 x 103, use the Runge-Kutta method of order four to determine how many units of potassium
hydroxide will have been formed after 0.2 s?

Show that the difference method
Wy = o,
wip1 = w; +ay f G, w) + ay f (4 + az, wy + 8 f (4, wi)),

foreachi = 0,1,...
ap,ay, o, and 82.

,N — 1, cannot have local truncation error O(h*) for any choice of constants

Show that Heun’s method can be expressed in difference form, similar to that of the Runge-Kutta
method of order four, as

Wy = o,
ky = hf (5, w),
h 1
ky=hf (fi + 3 Wi + §k1> )
2h 2
ks=hf (ti + ?,w, + §k2> ,

1
Wiy = w; + Z(kl + 3k3),

foreachi=0,1,...,N — 1.
The Runge-Kutta method of order four can be written in the form

Wy = «,

h h
Wiy = w; + gf(fi, w;) + gf(fi + arh, w; + 8i1h f (i, wi))

h
+ gf(ti + aoh, w; + Sk f (4 + y2h, w; + y3h f (5, w;)))

h
+ gf(fi + azh, w; + 8:hf (4 + yah, w; + yshf (6 + ysh, w; + y7h f (&, wi)))).
Find the values of the constants

ay, o, a3, 81, 82, 83, V2, V3, Vas V5, Ve, and yy.

5.5

Error Control and the Runge-Kutta-Fehlberg Method

In Section 4.6 we saw that the appropriate use of varying step sizes for integral approxima-
tions produced efficient methods. In itself, this might not be sufficient to favor these methods
due to the increased complication of applying them. However, they have another feature
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that makes them worthwhile. They incorporate in the step-size procedure an estimate of
You might like to review the the truncation error that does not require the approximation of the higher derivatives of the
Adaptive Quadrature material in ~ tunction. These methods are called adaptive because they adapt the number and position
Section 4.6 before considering of the nodes used in the approximation to ensure that the truncation error is kept within a
this material. Speciﬁed bound.

There is a close connection between the problem of approximating the value of a
definite integral and that of approximating the solution to an initial-value problem. It is
not surprising, then, that there are adaptive methods for approximating the solutions to
initial-value problems and that these methods are not only efficient, but also incorporate the
control of error.

Any one-step method for approximating the solution, y(t), of the initial-value problem

Y = f(t,y), fora<t<b, withya) =«
can be expressed in the form
Wit1 = w; + hi¢ (4, wi, hy), fori=0,1,...,N —1,

for some function ¢.
An ideal difference-equation method

Wiy1 = w; + g, wi, b)), i=0,1,...,N—1,
for approximating the solution, y(¢), to the initial-value problem

Y=fty, a<t<b, ya)=a,

would have the property that, given a tolerance ¢ > 0, a minimal number of mesh points
could be used to ensure that the global error, | y(#;) — w;|, did not exceed ¢ for any i =
0,1,...,N. Having a minimal number of mesh points and also controlling the global error
of a difference method is, not surprisingly, inconsistent with the points being equally spaced
in the interval. In this section we examine techniques used to control the error of a difference-
equation method in an efficient manner by the appropriate choice of mesh points.

Although we cannot generally determine the global error of a method, we will see
in Section 5.10 that there is a close connection between the local truncation error and the
global error. By using methods of differing order we can predict the local truncation error
and, using this prediction, choose a step size that will keep it and the global error in check.

To illustrate the technique, suppose that we have two approximation techniques. The
first is obtained from an nth-order Taylor method of the form

Y(tig1) = y(&) + h (1, y(6). 1) + O(R"™),
and produces approximations with local truncation error 7, (h) = O(h"). It is given by
Wy =
Wiy = wW; + ho (t;, w;, h), fori > 0.

In general, the method is generated by applying a Runge-Kutta modification to the Taylor
method, but the specific derivation is unimportant.

The second method is similar but one order higher; it comes from an (n + 1)st-order
Taylor method of the form

Y(tir1) = y(t) + hd(t, (&), h) + O(h"+?),
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and produces approximations with local truncation error Z;y1(h) = O(h"*!). It is given by
II)() =
Wip1 = Wi + he(t;, Wi h), fori > 0.

We first make the assumption that w; ~ y(t;) ~ w; and choose a fixed step size & to
generate the approximations w;,; and w;; to y(t;+). Then

y(tir) — y(@)

Tiy1(h) = 7 — ¢,y h)
_ )’(li+1})l —wi (o wr. h)
_ Y(tir1) — [wi + ho (t;, wi, h)]

h
_ 1
= Z(Y(fm) — Wit1)-

In a similar manner, we have

1
Tir1(h) = Z(Y(fm) — Wiy 1).

As a consequence, we have

1
Tir1(h) = Z(y(tiﬂ) — Wiy1)

1
= }—l[()’(fiﬂ) — Wiy1) + Wit1 — wit1)]

. 1
=T1(h) + E(wH-l — Wit1).

But 71 (h) is O(W") and Ty 1 (h) is O(R"T), so the significant portion of 7 (%) must come
from

| .
7 (Wigt1 — wig1) -

This gives us an easily computed approximation for the local truncation error of the O(h")
method:

1 .
Tip1(h) ~ 7 (Wig1 — wit1) .

The object, however, is not simply to estimate the local truncation error but to adjust
the step size to keep it within a specified bound. To do this we now assume that since ;41 (/)
is O(h™), a number K, independent of &, exists with

Tit1(h) ~ Kh".

Then the local truncation error produced by applying the nth-order method with a new step
size gh can be estimated using the original approximations w;;; and W;:

n

Tiv1(qh) ~ K(qh)" = q"(Kh") ~ ¢"1i11 (h) ~ %(wm — wiy).

To bound t;11(gh) by €, we choose g so that

n
E|U~)i+1 —wip1| = |Tip1(gh)| < &
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Erwin Fehlberg developed this
and other error control techniques
while working for the NASA
facility in Huntsville, Alabama
during the 1960s. He received
the Exceptional Scientific
Achievement Medal from NASA
in 1969.

Initial-Value Problems for Ordinary Differential Equations

that is, so that

<h 1/n
g<|——"—" . (5.22)
[Wig1 — Wit1]

Runge-Kutta-Fehlberg Method

One popular technique that uses Inequality (5.22) for error control is the Runge-Kutta-
Fehlberg method. (See [Fe].) This technique uses a Runge-Kutta method with local trun-
cation error of order five,

16, 665
135" 12825

28561 9 2
ky — — ks 4+ —ke,
564304 507 T 55

Wiyl = W; +

to estimate the local error in a Runge-Kutta method of order four given by

L 25, 1408 2197 1
Wit] = Wi T 57 Py g K4 — ZKss
o 2167 T 2565 ° ' 41041 5
where the coefficient equations are
ky = hf (&, w),
h 1
ky="hf ti+Z’wi+Zkl )
3h 3 9
ks =hf (ti+ =, wi+ —k + —k
3 f<z+8,wz+321+322>,
12h 1932 7200 7296
ki=nh t; —, W; — k s
: f( Tt 297N T 2197 T 2107 3)
439 3680 845
ks =hf 1+ hw + ——k — 8k - k),
; f<+ Wit e Tt Sz 41044>
h 3544 1859 11
ke = hf (ti+ = wi — —ki + 2k — ks + ——ky — —ks | .
6 f(’+2w 27 T 560 T Gioa ™ 405>

An advantage to this method is that only six evaluations of f are required per step. Arbitrary
Runge-Kutta methods of orders four and five used together (see Table 5.9 on page 290)
require at least four evaluations of f for the fourth-order method and an additional six for
the fifth-order method, for a total of at least ten function evaluations. So the Runge-Kutta-
Fehlberg method has at least a 40% decrease in the number of function evaluations over the
use of a pair of arbitrary fourth- and fifth-order methods.

In the error-control theory, an initial value of £ at the ith step is used to find the first values
of w;; 1 and w;;, which leads to the determination of ¢ for that step, and then the calculations
were repeated. This procedure requires twice the number of function evaluations per step
as without the error control. In practice, the value of g to be used is chosen somewhat
differently in order to make the increased function-evaluation cost worthwhile. The value
of ¢ determined at the ith step is used for two purposes:

e When g < 1: to reject the initial choice of 4 at the ith step and repeat the calculations
using gh, and

® When g > 1: to accept the computed value at the ith step using the step size h, but change
the step size to gh for the (i + 1)st step.
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Because of the penalty in terms of function evaluations that must be paid if the steps are
repeated, g tends to be chosen conservatively. In fact, for the Runge-Kutta-Fehlberg method
with n = 4, a common choice is

A 14 i 174
q = <~8—) = 0.84 <~8—> .
2|Wip1 — wig1] [Wit1 — wig1l

In Algorithm 5.3 for the Runge-Kutta-Fehlberg method, Step 9 is added to eliminate
large modifications in step size. This is done to avoid spending too much time with small step
sizes in regions with irregularities in the derivatives of y, and to avoid large step sizes, which
can result in skipping sensitive regions between the steps. The step-size increase procedure
could be omitted completely from the algorithm, and the step-size decrease procedure used
only when needed to bring the error under control.

Runge-Kutta-Fehlberg
To approximate the solution of the initial-value problem

Y =fty), a<t<b, ya)=a,

with local truncation error within a given tolerance:

INPUT endpoints a, b; initial condition «; tolerance TOL; maximum step size hmax;
minimum step size hmin.

OUTPUT ¢, w, h where w approximates y(¢) and the step size & was used, or a message
that the minimum step size was exceeded.

Step 1 Sett=a;

w =,
h = hmax;
FILAG = 1,

OUTPUT (1, w).
Step 2 While (FLAG = 1) do Steps 3-11.
Step 3 SetK; =hf (t,w);
Ky =hf (t+ jhow+ 1K));

=hf (t+ 3h.w+ 5K + 5K>);
Ko=hf (t+ 5hw+ 53?1{1 — o Ka + 55 Ks):
=hf(t+hw+ 32K — 8K + $7Ks — g5 Ka):
Ke=nhf (t+ thow— 2K +2K, — 38K + B0k, — 1K;).
Step 4 Set R = 155Ki — g375Ks — 75555Ka + 55K + 55K6l-

(Note: R = }[Bis1 — wit1].)
Step 5 If R < TOL then do Steps 6 and 7.
Step 6 Settr=t+h; (Approximation accepted.)

1408 2197 1
w=w+t 216K1 + 3565 K3 + Gia Ka — 5K
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Step 7 OUTPUT (¢, w, h).
Step 8 Setd = 0.84(TOL/R)'/*.

Step 9 1f§ <0.1thenseth=0.1h
else if § > 4 then set h = 4h
else set h = 8h. (Calculate new h.)

Step 10 If h > hmax then set h = hmax.

Step 11 1ft > b then set FLAG = 0
elseift+h > bthenseth=>b —t
else if h < hmin then
set FLAG = 0;
OUTPUT (‘minimum h exceeded’).
(Procedure completed unsuccessfully.)

Step 12 (The procedure is complete.)
STOP. [ ]

Example 1  Use the Runge-Kutta-Fehlberg method with a tolerance TOL = 107>, a maximum step size
hmax = 0.25, and a minimum step size hmin = 0.01 to approximate the solution to the
initial-value problem

Y=y—£+1, 0=<t<2 y0)=05,
and compare the results with the exact solution y(¢) = (¢ + 1)> — 0.5¢'.

Solution 'We will work through the first step of the calculations and then apply Algorithm
5.3 to determine the remaining results. The initial condition gives ) = 0 and wy = 0.5. To
determine w; using & = 0.25, the maximum allowable stepsize, we compute

ki = hf (t,wo) = 0.25 (0.5 — 0> + 1) = 0.375;

1 1 1 1
kp="hf <t0 + Zh, wo + Zkl) =0.25 <10.25,0.5 + 10.375> = 0.3974609;

3 3 9
ks =nh 1 —h, k —k
3 f<0+8 w0+3 1+322>

3 9
=0.25 (0.09375, 0.5+ 3—20.375 + 3—20.39746O9> = 0.4095383;

12 1932 7200 7296
ks =hf <t° Tt o7k T ggr 2197k3)

1932 7200 7296
=0.2 2307692, —0.37 — 74 —04
0 5<0 30769 05+219703 5— 7197 0.39 609-1-219 0. O95383>

= 0.4584971;

3680 845
216 513 4104 ¢

439
ks =hf (lo +hawo+ —ki —8ky + ——kz —
439 3680 845
=0.2 .25,0. —0. — .3974 —0.4 — ——0.4584971
0.25 <0 5,0.5+ 2160 375 — 8(0.3974609) + 513 0.4095383 41040 58497 )

= 0.4658452;
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4 — —ks

8 3544 1859 11
ks = hf (0 5hwo = 3ki +2k
° f<°+ o 12 T 56 T 4104 T 30 )

8 3544
=025 <0 125,0.5 — 2—0 375 + 2(0.3974609) — %O 4095383

4104
= 0.42047809.

1859 11
+ ——0.4584971 — EO 4658452

The two approximations to y(0.25) are then found to be

16, 6656, 28s6l 9 2,
W= W0 3 M T 19825 T 56430 1 5070 | 550
16 6656 28561 9
=05+ —0.375 + —>20.4095383 + >0~ 04584971 — —-0.4658452
135 12825 56430 50

2
—0.4204789
+ 55

= 0.9204870,

and

L 25, M08 2197 1
W= T 516" T 25650 T 2104t T 50

=05+ 25 0.375 + 14080 4095383 + 2197 0 4584971 0 4658452
- 216 2565 4104 5
= 0.9204886.

This also implies that

128 2097, 1,2,
=025 [360°" T 2275° ~ 73040 T 505+ 5556
128 2197 2
— 4L 0375 128 04005383 - ~ooag 04384971 + —0.4658452 + =.0.4204789
360 4275 7524 55

= 0.00000621388,

and

g\ 1/4 0.00001 174
=084(=) =084(——" ) =0.9461033291.
4 (R) <0.00000621388>

Since g < 1 we can accept the approximation 0.9204886 for y(0.25) but we should adjust
the step size for the next iteration to 2 = 0.9461033291(0.25) ~ 0.2365258. However,
only the leading 5 digits of this result would be expected to be accurate because R has only
about 5 digits of accuracy. Because we are effectively subtracting the nearly equal numbers
w; and w; when we compute R, there is a good likelihood of round-off error. This is an
additional reason for being conservative when computing g.

The results from the algorithm are shown in Table 5.11. Increased accuracy has been
used to ensure that the calculations are accurate to all listed places. The last two columns
in Table 5.11 show the results of the fifth-order method. For small values of ¢, the error is
less than the error in the fourth-order method, but the error exceeds that of the fourth-order

method when ¢ increases.
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Table 5.11
RKF-4 RKEF-5
4 yi = y(t) w; h; R; lyi — wil W lyi — iy

0 0.5 0.5 0.5

0.2500000 0.9204873 0.9204886 0.2500000 6.2 x 107° 1.3 x 107 0.9204870 2.424 x 1077
0.4865522 1.3964884 1.3964910 0.2365522 45 % 107 2.6 x 107° 1.3964900 1.510 x 10~
0.7293332 1.9537446 1.9537488 0.2427810 43 x 107 42 % 107¢ 1.9537477 3.136 x 107°
0.9793332 2.5864198 2.5864260 0.2500000 3.8 x 107° 6.2 x 107° 2.5864251 5.242 x 107
1.2293332 3.2604520 3.2604605 0.2500000 2.4 x107° 8.5x 107° 3.2604599 7.895 x 107
1.4793332 3.9520844 3.9520955 0.2500000 7 x 1077 1.11 x 1073 3.9520954 1.096 x 1073

1.7293332 4.6308127 4.6308268 0.2500000 1.5 x 1076 1.41 x 1073 4.6308272 1.446 x 107°
1.9793332 5.2574687 5.2574861 0.2500000 43 x10°° 1.73 x 1073 5.2574871 1.839 x 1073
2.0000000 5.3054720 5.3054896 0.0206668 1.77 x 1073 5.3054896 1.768 x 1073

An implementation of the Runge-Kutta-Fehlberg method is also available in Maple
using the InitialValueProblem command. However, it differs from our presentation because
it does not require the specification of a tolerance for the solution. For our example problem
it is called with

C := InitialValueProblem(deq,y(0) = 0.5,t = 2,method = rungekutta, submethod =
rkf, numsteps = 10, output = information, digits = 8)

As usual, the information is placed in a table that is accessed by double clicking on the
output. The results can be printed in the method outlined in precious sections.

EXERCISE SET 55

1. Use the Runge-Kutta-Fehlberg method with tolerance TOL = 10~*, hmax = 0.25, and hmin = 0.05
to approximate the solutions to the following initial-value problems. Compare the results to the actual
values.

a. y=1—-2, 0<r=<1, y0)=0; actual solution y(r) = +1e* — L& + e~

b. y=14+@-y)? 2<t<3, y@) =1; actual solution y(t) =+ 1/(1 —1).

c. Y=1+4+y/t, 1=<t=<2, y()=2; actual solution y(¢) = tInt + 2¢.

d. y =cos2t+sin3t, 0<t<1, y(0)=1; actual solution y(t) = % sin 2t — %cos 3+ %.

2. Use the Runge-Kutta Fehlberg Algorithm with tolerance TOL = 10~* to approximate the solution to
the following initial-value problems.

a. Yy =@/ +y/t, 1<t<12, y()=1, with hmax = 0.05 and hmin = 0.02.
b. Yy =sint+e’, 0<t=<1, y(0)=0, with hmax = 0.25 and hmin = 0.02.

c. Y=0*+y/t, 1<t=<3, y()=-2, with hmax = 0.5 and hmin = 0.02.

d. y=r, 0<t<2, y(0)=0, with hmax = 0.5 and hmin = 0.02.

3. Use the Runge-Kutta-Fehlberg method with tolerance TOL = 107%, hmax = 0.5, and hmin = 0.05 to
approximate the solutions to the following initial-value problems. Compare the results to the actual
values.

a. y =y/t—(/n? 1<t<4, y()=1; actual solution y(t) = t/(1 + Int).

b. y=14+y/t+ /)% 1<r<3, y()=0; actual solution y(¢) = ¢ tan(Inr).

c. Y=—-@+Dy+3), 0<r=<3, y0)=—2; actual solution y(r) = =3 +2(1 +e~2)~".
d. y=@+2ry -1y, 0<t=<2, y(0)=1: actual solution y(r) = 3 + 2> + 6 )12,
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4. The Runge-Kutta-Verner method (see [Ve]) is based on the formulas

ot B B S B 3k and
Wikl = Wi 160" T 5084 T 16t T 850 T agte A0
i 3 875 23 264 125 43
Wit = wid ok ok T ke 1ossB T 15020 T g6
where
ki =hft,w),

Y. +4k+16k
s=hf\tit 5wt skt o5k

2h 5 8 5
k4:hf<ti+?,wz+8kl 3k2+§k3),

5h 165 55 425 85
ks=hf(ti+ = wi— —k 4+ ks — —k3 + —k
5 f(+6w 641-|—62 o4 3+964)

12 4015 11 88
kﬁzhf(t,-—l—h,w,-—i—?kl—f%kz—i— 612 %]Q 255]()
PO 8263 , 124 643 81, , 2484
7=hA 5w 50005 T 75 T 680" T 250 T 10625

3501 300 297275 319 24068 3850
2 3= 4+ s+ ky
1720 43 52632 2322 84065 26703

kg:hf(t;—i—h,wi—f——kl——k—}— k’;

The sixth-order method w;; is used to estimate the error in the fifth-order method w;, ;. Construct
an algorithm similar to the Runge-Kutta-Fehlberg Algorithm, and repeat Exercise 3 using this new
method.

5. In the theory of the spread of contagious disease (see [Bal] or [Ba2]), a relatively elementary dif-
ferential equation can be used to predict the number of infective individuals in the population at any
time, provided appropriate simplification assumptions are made. In particular, let us assume that all
individuals in a fixed population have an equally likely chance of being infected and once infected
remain in that state. Suppose x(¢) denotes the number of susceptible individuals at time 7 and y(¢)
denotes the number of infectives. It is reasonable to assume that the rate at which the number of
infectives changes is proportional to the product of x(¢) and y(#) because the rate depends on both the
number of infectives and the number of susceptibles present at that time. If the population is large
enough to assume that x(¢) and y(¢) are continuous variables, the problem can be expressed

Y () = kx(0)y (1),

where k is a constant and x(¢) + y(#) = m, the total population. This equation can be rewritten
involving only y(¢) as

Y (@) =k(m — y(@)y(@).

a.  Assuming that m = 100,000, y(0) = 1000, k = 2 x 107°, and that time is measured in days,
find an approximation to the number of infective individuals at the end of 30 days.

b.  The differential equation in part (a) is called a Bernoulli equation and it can be transformed into
a linear differential equation in u(¢) = (y(¢))~'. Use this technique to find the exact solution to
the equation, under the same assumptions as in part (a), and compare the true value of y(r) to
the approximation given there. What is lim,_, o, y(#) ? Does this agree with your intuition?

6. In the previous exercise, all infected individuals remained in the population to spread the disease.
A more realistic proposal is to introduce a third variable z(#) to represent the number of individuals
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who are removed from the affected population at a given time ¢ by isolation, recovery and consequent
immunity, or death. This quite naturally complicates the problem, but it can be shown (see [Ba2]) that
an approximate solution can be given in the form

x(t) = x(0)e~® /R0 and  y(1) = m — x(t) — z(1),

where k; is the infective rate, k, is the removal rate, and z(¢) is determined from the differential
equation

2 (1) = ky (m — 2(t) — x(0)e~ /20

The authors are not aware of any technique for solving this problem directly, so a numerical procedure
must be applied. Find an approximation to z(30), y(30), and x(30), assuming that m = 100,000,
x(0) = 99,000, k; =2 x 107, and k, = 1074

5.6

Definition 5.14

Multistep Methods

The methods discussed to this point in the chapter are called one-step methods because the
approximation for the mesh point 7;,; involves information from only one of the previous
mesh points, #;. Although these methods might use function evaluation information at points
between 7; and 7,1 1, they do not retain that information for direct use in future approximations.
All the information used by these methods is obtained within the subinterval over which
the solution is being approximated.

The approximate solution is available at each of the mesh points 7y, 1, . . . , t; before the
approximation at ;| is obtained, and because the error |[w; — y(;)| tends to increase with j,
so it seems reasonable to develop methods that use these more accurate previous data when
approximating the solution at ¢, .

Methods using the approximation at more than one previous mesh point to determine
the approximation at the next point are called multistep methods. The precise definition of
these methods follows, together with the definition of the two types of multistep methods.

An m-step multistep method for solving the initial-value problem
y = f@ty), a<t<b, y()=a, (5.23)

has a difference equation for finding the approximation w;; at the mesh point #;;| repre-
sented by the following equation, where m is an integer greater than 1:

Wit] = -1 W; + Ap2Wi—1 + - + AoWit1—m
+ hlby f (tiv1, Wis1) + b1 f (8, w))
+ -+ bo f (tig1—ms Wit 1-m)], (5.24)

fori=m—1,m,...,N —1,where h = (b —a)/N, the ap,ai,...,an—1 and by, by, ..., b,
are constants, and the starting values

Wo =0, W =0, Wr=02, ..., Wpy_| =0y

are specified. [

When b,, = 0 the method is called explicit, or open, because Eq. (5.24) then gives
w;1 explicitly in terms of previously determined values. When b,, # 0 the method is called
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The Adams-Bashforth techniques
are due to John Couch Adams
(1819-1892), who did significant
work in mathematics and
astronomy. He developed these
numerical techniques to
approximate the solution of a
fluid-flow problem posed by
Bashforth.

Forest Ray Moulton (1872-1952)
was in charge of ballistics at the
Aberdeen Proving Grounds in
Maryland during World War 1.
He was a prolific author, writing
numerous books in mathematics
and astronomy, and developed
improved multistep methods for
solving ballistic equations.

Example 1

5.6 Multistep Methods 303

implicit, or closed, because w; | occurs on both sides of Eq. (5.243), so w; 4 is specified
only implicitly.
For example, the equations

Wy = «, w; = ay, Wy = a, w3 = a3,

h
Wit = w; + ﬁ[55f(li, w;) — 59 f (i1, wis1) + 37 f (tic2, wi—2) — 9 f(ti—3, w;—3)],
(5.25)

foreachi = 3,4,...,N — 1, define an explicit four-step method known as the fourth-order
Adams-Bashforth technique. The equations

Wy = «, w; = oy, wy = ay,

h
Wit = w; + ﬁ[9f(li+l» Wit1) + 19 f (@, wi) — SfEim1, wim1) + f(tiz2, wiz2)], (5.26)

foreachi = 2,3,...,N—1,define an implicit three-step method known as the fourth-order
Adams-Moulton technique.

The starting values in either (5.25) or (5.26) must be specified, generally by assuming
wo = « and generating the remaining values by either a Runge-Kutta or Taylor method. We
will see that the implicit methods are generally more accurate then the explicit methods,
but to apply an implicit method such as (5.25) directly, we must solve the implicit equation
for w;;1. This is not always possible,and even when it can be done the solution for w; |
may not be unique.

In Example 3 of Section 5.4 (see Table 5.8 on page 289) we used the Runge-Kutta method
of order four with 4 = 0.2 to approximate the solutions to the initial value problem

y=y—14+1, 0<r<2, y0)=0.5.

The first four approximations were found to be y(0) = wy = 0.5, y(0.2) = w; =
0.8292933, y(0.4) = w, = 1.2140762, and y(0.6) ~ w; = 1.6489220. Use these as
starting values for the fourth-order Adams-Bashforth method to compute new approxima-
tions for y(0.8) and y(1.0), and compare these new approximations to those produced by
the Runge-Kutta method of order four.

Solution For the fourth-order Adams-Bashforth we have

2
¥(0.8) ~ wy = w3 + 02—4(55f(0.6, w3) — 59 £(0.4, wy) + 37£(0.2, wy) — 9£(0, wp))

0.2
= 1.6489220 + —7(55/(0.6. 1.6489220) — 59 (0.4, 1.2140762)

+37£(0.2,0.8292933) — 9 £(0,0.5))

= 1.6489220 + 0.0083333(55(2.2889220) — 59(2.0540762)
+37(1.7892933) — 9(1.5))

= 2.1272892,
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Adams was particularly
interested in the using his ability
for accurate numerical
calculations to investigate the
orbits of the planets. He predicted
the existence of Neptune by
analyzing the irregularities in the
planet Uranus, and developed
various numerical integration
techniques to assist in the
approximation of the solution of
differential equations.

Initial-Value Problems for Ordinary Differential Equations

and

2
y(1.0) ~ ws = wy + 2—4 (55.£(0.8, ws) — 59 £(0.6, w3) + 37.£ (0.4, w) — 9£(0.2, wy))

0.2
= 2.1272892 + —7(55(0.8,2.1272892) — 59f (0.6, 1.6489220)

+ 37 £(0.4,1.2140762) — 9 £(0.2,0.8292933))
= 2.1272892 4 0.0083333(55(2.4872892) — 59(2.2889220)
+ 37(2.0540762) — 9(1.7892933))
= 2.6410533,
The error for these approximations at = 0.8 and t = 1.0 are, respectively
12.1272295 — 2.1272892| = 5.97 x 10> and |2.6410533 — 2.6408591| = 1.94 x 107*.
The corresponding Runge-Kutta approximations had errors
2.1272027 — 2.1272892| = 2.69 x 107> and |2.6408227 — 2.6408591| = 3.64 x 107.
]
To begin the derivation of a multistep method, note that the solution to the initial-value
problem
y =fty), a<t<b,
if integrated over the interval [#;,#;1], has the property that

(@) = a,

lit1

y(tiy1) —y(@) = /l Y () dr = f@y@®)dr.

i fi

Consequently,

lit1
Y =y + [ Feyo) (5.27)
t
However we cannot integrate f (¢, y(¢)) without knowing y(¢), the solution to the prob-
lem, so we instead integrate an interpolating polynomial P(¢) to f(t,y(¢)), one that is
determined by some of the previously obtained data points (ty, wo), (f1, wy), ..., (¢, w;).
When we assume, in addition, that y(¢;) & w;, Eq. (5.27) becomes

litl
y(ti) ~ w; + / P() dt. (5.28)
li
Although any form of the interpolating polynomial can be used for the derivation, it is most
convenient to use the Newton backward-difference formula, because this form more easily
incorporates the most recently calculated data.
To derive an Adams-Bashforth explicit m-step technique, we form the backward-

difference polynomial P,,_;(¢) through
i, [ y@))),  (timr, f@Gimr, y(Em1)))s - - -

Since P, (¢) is an interpolatory polynomial of degree m — 1, some number &; in (t;11—,, #;)
exists with

tit1=ms> [ Cip1=ms Y(tig1-m)))-

f@,y®) = Ppu_ () +

(m) (. ;
L"y(é’))(t — ) —tig) - (E—tig1—m).
m!
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Introducing the variable substitution t = t; + sh, with dt = h ds, into P,,_;(¢) and the error
term implies that

liy1 tigr M1 _
/ fe,y@)dr = / Z(—l)"( ks) VEf (@, y () dr
1, 1, k=0

i i

+

t (m) (&, .
" %a S = tir) = frs1) d

t

m—1 1 s
=Y VEf .y ) h(—1) / ( ) ds
k=0 o \Kk

m—+1
+

I
/ s(s+ 1) (s+m—1)f™ (&, y(&)) ds.
0

The integrals (—1)* fol (7)) ds for various values of k are easily evaluated and are listed in
Table 5.12. For example, when k = 3,

! 1
(—1)3/ (—S) g [ DS — D(—s—2) .
o \3 0 1-2-3

1 1
ng (s* + 35> +25) ds
0
st 5 10 19\ 3
—a[z““l}—a(z)—g-
tit1

1 5
)a Sy di=h [f(zl-,y(m) + SV Gy + 5V F (1 y(0) + - ]

Table 5.12 Asa consequence,

12

>~

S—

RS
~

m—+1 1
+ — s+ 1D (s+m—1)f"E, (&) ds. (5.29)
0 1 m‘ 0
1 1 Because s(s + 1) - - - (s + m — 1) does not change sign on [0, 1], the Weighted Mean
2 Value Theorem for Integrals can be used to deduce that for some number p;, where ;| _,, <
2 S Wi < tiy1, the error term in Eq. (5.29) becomes
132 m+1 1 -
3 ] [ st 1= 0 £ 6 ds
251 m 1
4 0 =h +1f<m>(ui,y(m))/ S+ 1) (s +m— 1) ds.
5 2 m‘ 0
288 Hence the error in (5.29) simplifies to

l JE—
HFO (i y () (— 1) / (};) s, (5.30)
0

But y(fiy) — y(#) = f,j"“ f(t,y(0) dt, so Eq. (5.27) can be written as

1 5
y(tiy1) =yt) +h [f(ti’y(ti)) + Evf(ti,)’(ti)) + Evzf(ti,y(t,-)) +-- :|

1 J—
+ 1O (g y () (— 1™ /0 ( S) ds. (5.31)

m
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Example 2 Use Eq. (5.31) with m = 3 to derive the three-step Adams-Bashforth technique.

Solution We have

1 5
yti) =yt) +h |:f(livy(ti)) + zvf(ti’y@i)) + Evzf(ti,y(ti))}

1
=y(t) + h{f(ti,y(l‘i)) + E[f(tia}’(ti)) — fltic,yt-))]

5
+ E[f(ti’y(ti)) = 2f (-, y(tic) + f(li—z,y(fi—z))]}

h
=y@) + E[Z3f(ti,}’(ti)) =16 f(ti-1,y(tim1)) + 5 f (tio2, y(ti-2)) ).
The three-step Adams-Bashforth method is, consequently,
Wo =0, W =0, W =0,
h
Wit = w; + 5[23f(ti, w;) — 16 f (ti—1, wi—1)] + 5 f (tim2, wi-2)],

fori=2,3,...,N — 1.

Multistep methods can also be derived using Taylor series. An example of the proce-
dure involved is considered in Exercise 12. A derivation using a Lagrange interpolating

polynomial is discussed in Exercise 11.

The local truncation error for multistep methods is defined analogously to that of
one-step methods. As in the case of one-step methods, the local truncation error provides a
measure of how the solution to the differential equation fails to solve the difference equation.

Definition 5.15 1f y(¢) is the solution to the initial-value problem
Y=fty, ast=b ya=a
and

Wit] = A1 W; + p2Wi—1 + -+ AoWit1—m

+ hlbp f (tiv1, Wig1) + by f (G wy) + -+ -+ bo f (tip1—ms> Wik 1-m)]

is the (i 4 1)st step in a multistep method, the local truncation error at this step is

Y(tir1) — 1y — - - — aoy(tiv1—-m)
h

— b f Wip1, (i) + -+ bo f Eir1-m> Y Eig1-m))],

Tip1(h) =

foreachi=m—1,m,...,N — 1.

(5.32)

Example 3 Determine the local truncation error for the three-step Adams-Bashforth method derived in

Example 2.

Solution Considering the form of the error given in Eq. (5.30) and the appropriate entry in

Table 5.12 gives

Ly 3n*
W FO i y(ua) (= 1) fo ( ;) ds = == £V (i y ().
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Using the fact that @ (u;, y(;)) = y® (u;) and the difference equation derived in Example

2, we have
i+1) — (U 1
Tip1(h) = M - E[z3f(tiay(ti)) — 16 f(tim1, y(ti—1)) + 5 f (tizz, y(ti=2))]
1 [3n* 3) 3n3 @
=55/ Wey)) | = ==y (), forsome p; € (tia, li1). =

Adams-Bashforth Explicit Methods

Some of the explicit multistep methods together with their required starting values and
local truncation errors are as follows. The derivation of these techniques is similar to the
procedure in Examples 2 and 3.

Adams-Bashforth Two-Step Explicit Method
wo =0, w=a,
h
Wit = w; + 5[3f(ti7 w;) — f(ti, wim1)], (5.33)

where i = 1,2,...,N — 1. The local truncation error is ;,(h) = %y”/(u,-)hz, for some
i € (ti1,ti11).

Adams-Bashforth Three-Step Explicit Method
Wy =0, W =0, W =0,
h
Wip = w; + E[Z3f(ti, w;) — 16 f (i1, wi—1) + 5 f (ti2, win)], (5.34)

where i = 2,3,...,N — 1. The local truncation error is t;;1(h) = %y(“) (n)h3, for some
Hi € (fi—2,tit1).

Adams-Bashforth Four-Step Explicit Method

Wy =0, W =@, W =0, Ww3=a;3 (5.35)

h
Wit = w; + ﬁ[55f(lt, w;) — 59 f (ti—1, wi—1) + 37 f (tic2, wi—2) — 9 f (ti3, w;—3)],

where i = 3,4,...,N — 1. The local truncation error is 741 (h) = 25y (u;)h*, for some

i € (fi-3,tit1).
Adams-Bashforth Five-Step Explicit Method
Wo =0«, wW; =00, Wy =0, W3=03 W4=0,,

h
Wit] = W; + m[1901f(l‘l, w;) — 2774f(l‘,'_1, w;_1) (5.36)

+ 2616 f(t;2, wi—2) — 1274 f (t;_3, wi—3) + 251 f (t;—4, wi—4)],

95

ﬁy@ (n)h>, for some

where i = 4,5,...,N — 1. The local truncation error is t;.1(h) =
i € (tiza,tiv1).
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Example 4

Initial-Value Problems for Ordinary Differential Equations

Adams-Moulton Implicit Methods

Implicit methods are derived by using (¢ 11, f (#;+1, y(#;+1))) as an additional interpolation
node in the approximation of the integral

tit1
f@,y(0) dr.

t

Some of the more common implicit methods are as follows.

Adams-Moulton Two-Step Implicit Method
Wy =0«, w =/0o,
h
Wit = w; + E[Sf(tiJrl, wit1) + 8f (i, wi) — f(tim1, wi—p)], (5.37)

wherei = 1,2,...,N — 1. The local truncation error is 74 (h) = —ﬁy(“) (,U«i)hS, for some
Wi € (ti—1,tig1).

Adams-Moulton Three-Step Implicit Method

Wy =0, W =0, W2=02, (5.38)

h
Wit = w; + ﬁ[gf(ti-kl: wir1) + 19 f (i, wi) — Sf(tim1, wiz1) + f(tim2, wi—2)],

wherei =2,3,...,N — 1. The local truncation error is i1 () = — =55y (1u;)h*, for some
Wi € (tima, tit1).
Adams-Moulton Four-Step Implicit Method
Wy =0, wW;=0ao], W =0, W3=0u3,
h
Wit = W; + %[251f(fi+1, wit1) + 646 f (t;, w;) (5.39)
— 264 f (ti—1, wi—1) + 106 f (ti—2, wi—2) — 19 f (t;3, wi—3)],

where i = 3,4,...,N — 1. The local truncation error is 7,4 (h) = —%y@ (ui)hS, for some

i € (tiz3, tiz1).

Itis interesting to compare an m-step Adams-Bashforth explicit method with an (m—1)-
step Adams-Moulton implicit method. Both involve m evaluations of f per step, and both
have the terms y(’"“)(ui)hm in their local truncation errors. In general, the coefficients of
the terms involving f in the local truncation error are smaller for the implicit methods than
for the explicit methods. This leads to greater stability and smaller round-off errors for the
implicit methods.

Consider the initial-value problem
Y=y-r+1, 0<1<2, y0) =05

Use the exact values given from y() = (¢t + 1)?> — 0.5¢' as starting values and & = 0.2 to
compare the approximations from (a) by the explicit Adams-Bashforth four-step method
and (b) the implicit Adams-Moulton three-step method.
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Solution (a) The Adams-Bashforth method has the difference equation
h
Wip1 = w; + ﬂ[55f(l‘i, w;) — 59 f (i1, wio1) + 37 f (-2, wi—2) — 9 f (ti-3, w;—3)],

for i = 3,4,...,9. When simplified using f(t,y) =y — 24+ 1,h=02,andt;, = 0.2, it
becomes

Wit = %[3511)5 — 11.8w;_y + 74w;_» — 1.8w;_3 — 0.192i* — 0.192i 4 4.736].
(b) The Adams-Moulton method has the difference equation
Wit = w; + %[9f(li+1, wir1) + 19 f (6, wi) = 5 f (timr, wiz1) + f (i, wi2)],
fori =2,3,...,9. This reduces to
Wit = %[I.Swiﬂ +27.8w; — wi_; + 0.2w;_5 — 0.192:% — 0.192i + 4.736].

To use this method explicitly, we meed to solve the equation explicitly solve for w; ;.
This gives

1
Wiyl = m[27.8wi —wi_; +0.2w;_y — 0.192i% — 0.192i + 4.736],

fori =2,3,...,9.

The results in Table 5.13 were obtained using the exact values from y(t) = (r + 1)? —
0.5¢" for @, a1, &, and a3 in the explicit Adams-Bashforth case and for «, «, and o5 in
the implicit Adams-Moulton case. Note that the implicit Adams-Moulton method gives

consistently better results. [ ]
Table 5.13 Adams- Adams-
Bashforth Moulton
t; Exact w; Error w; Error

0.0 0.5000000
0.2 0.8292986

04 1.2140877

0.6 1.6489406 1.6489341 0.0000065
0.8 2.1272295 2.1273124 0.0000828 2.1272136 0.0000160
1.0 2.6408591 2.6410810 0.0002219 2.6408298 0.0000293
1.2 3.1799415 3.1803480 0.0004065 3.1798937 0.0000478
1.4 3.7324000 3.7330601 0.0006601 3.7323270 0.0000731

1.6 4.2834838 4.2844931 0.0010093 4.2833767 0.0001071
1.8 4.8151763 4.8166575 0.0014812 4.8150236 0.0001527
2.0 5.3054720 5.3075838 0.0021119 5.3052587 0.0002132

Multistep methods are available as options of the InitialValueProblem command, in a
manner similar to that of the one step methods. The command for the Adam Bashforth Four
Step method applied to our usual example has the form

C := InitialValueProblem(deq, y(0) = 0.5,t = 2, method = adamsbashforth,
submethod = step4, numsteps = 10, output = information, digits = 8)

The output from this method is similar to the results in Table 5.13 except that the exact
values were used in Table 5.13 and approximations were used as starting values for the
Maple approximations.

To apply the Adams-Mouton Three Step method to this problem, the options would be
changed to method = adamsmoulton, submethod = step3.
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Predictor-Corrector Methods

In Example 4 the implicit Adams-Moulton method gave better results than the explicit
Adams-Bashforth method of the same order. Although this is generally the case, the implicit
methods have the inherent weakness of first having to convert the method algebraically to
an explicit representation for w; ;. This procedure is not always possible, as can be seen
by considering the elementary initial-value problem

y=¢, 0<t=<025 y0) =1.

Because f(t,y) = ¢”, the three-step Adams-Moulton method has
h w; w; w;. w;.
Wit = w; + ﬁ[% i+l 4 19e% — 5=l 4 ¢%i-2]

as its difference equation, and this equation cannot be algebraically solved for w;y;.

We could use Newton’s method or the secant method to approximate w;;, but this
complicates the procedure considerably. In practice, implicit multistep methods are not used
as described above. Rather, they are used to improve approximations obtained by explicit
methods. The combination of an explicit method to predict and an implicit to improve the
prediction is called a predictor-corrector method.

Consider the following fourth-order method for solving an initial-value problem. The
first step is to calculate the starting values wy, w;, w;, and ws for the four-step explicit
Adams-Bashforth method. To do this, we use a fourth-order one-step method, the Runge-
Kutta method of order four. The next step is to calculate an approximation, wsy,, to y(#4)
using the explicit Adams-Bashforth method as predictor:

h
Wap = W3 + ﬁ[SSf(fs» w3) — 59 f (t2, wa) + 37 f (t1, w1) — 9 (o, wo)].

This approximation is improved by inserting wa, in the right side of the three-step implicit
Adams-Moulton method and using that method as a corrector. This gives

h
Wy = w3 + ﬁ[9f(f4, wap) + 191 (13, w3) — 5f (12, w2) + f (11, w1)].

The only new function evaluation required in this procedure is f (4, w4,) in the corrector
equation; all the other values of f have been calculated for earlier approximations.

The value wy is then used as the approximation to y(#), and the technique of using the
Adams-Bashforth method as a predictor and the Adams-Moulton method as a corrector is
repeated to find ws, and ws, the initial and final approximations to y(#s). This process is
continued until we obtain an approximation w, to y(ty) = y(b).

Improved approximations to y(#;1;) might be obtained by iterating the Adams-Moulton
formula, but these converge to the approximation given by the implicit formula rather than
to the solution y(#;,1). Hence it is usually more efficient to use a reduction in the step size
if improved accuracy is needed.

Algorithm 5.4 is based on the fourth-order Adams-Bashforth method as predictor and
one iteration of the Adams-Moulton method as corrector, with the starting values obtained
from the fourth-order Runge-Kutta method.
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Adams Fourth-Order Predictor-Corrector
To approximate the solution of the initial-value problem

Y =fty, a<t<b, y)=a,

at (N + 1) equally spaced numbers in the interval [a, b]:

INPUT endpoints a, b; integer N; initial condition .

OUTPUT  approximation w to y at the (N + 1) values of .

Step 1 Seth = (b —a)/N,
o = a;
Wy = «;
OUTPUT (zy, wy).
Step 2 Fori=1,2,3, do Steps 3-5.
(Compute starting values using Runge-Kutta method.)

Step 3 SetK; = hf(ti,wi—1);
Ky =hf(ti1+h/2,wi 1+ Ki/2);
Ky =hf(ti+h/2, w1 + Kz/2);
Ky =hf(tio1 +hwi1 + K3).
Step 4 Setw; = w1 + (K1 + 2K, + 2K3 + K4) /6;
t; =a+ ih.

Step 5 OUTPUT (;, w;).
Step 6 Fori=4,...,N do Steps 7-10.
Step 7 Sett=a+ih;
w = w3 + h[55 f (13, w3) — 59 f(t2, w2) + 37 f (t1, wy)
— 91 (tp, wp)]/24; (Predict w;.)

w = w3 +h[9f(t,w) + 19 f(t3,w3) — 5 f(t2, w)
+ f(t1, wy)]/24. (Correct  w;.)

Step 8 OUTPUT (¢, w).

Step9 Forj=0,1,2
sett; = tjy1; (Prepare for next iteration.)
Wj = Wj41.
Step 10 Sett; =1
w3 = w.

Step 11 STOP. =

Example 5 Apply the Adams fourth-order predictor-corrector method with & = 0.2 and starting values
from the Runge-Kutta fourth order method to the initial-value problem
y=y—r4+1, 0<tr<2, y0)=05.

Solution This is continuation and modification of the problem considered in Example 1
at the beginning of the section. In that example we found that the starting approximations
from Runge-Kutta are
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312 CHAPTER 5 = Initial-Value Problems for Ordinary Differential Equations

¥(0) = wo = 0.5, y(0.2) ~ w; = 0.8292933, y(0.4) ~ w, = 1.2140762, and
¥(0.6) ~ w; = 1.6489220.

and the fourth-order Adams-Bashforth method gave

2
v(0.8) ~ wy, = w3 + (;—4 (55£(0.6, ws3) — 59 f(0.4,ws) + 37 £(0.2, w1) — 9 £ (0, wp))

0.2
= 1.6489220 + ﬁ(SSf(O.Q 1.6489220) — 591 (0.4, 1.2140762)

+37£(0.2,0.8292933) — 9 £(0,0.5))

= 1.6489220 + 0.0083333(55(2.2889220) — 59(2.0540762)
+37(1.7892933) — 9(1.5))

= 2.1272892.

We will now use wy, as the predictor of the approximation to y(0.8) and determine the
corrected value wy, from the implicit Adams-Moulton method. This gives

0.2
Y(08) % wy = ws + = (97 (08, way) + 19 (0.6,w3) = 5£ (04, w2) + f (02, w))

0.2
= 1.6489220 + ﬁ(9f(0.8, 2.1272892) + 19 £ (0.6, 1.6489220)

— 5£(0.4,1.2140762) + £(0.2,0.8292933))

= 1.6489220 + 0.0083333(9(2.4872892) + 19(2.2889220) — 5(2.0540762)
+ (1.7892933))

= 2.1272056.

Now we use this approximation to determine the predictor, ws,, for y(1.0) as

Y(1.0) ~ ws, =wy + % (55 (0.8, ws) — 59 £(0.6, w3) + 37.£ (0.4, wy) — 9£(0.2, wy))

0.2
=2.1272056 + a(SSf(O.S, 2.1272056) — 59 £ (0.6, 1.6489220)

+37£(0.4,1.2140762) — 9 £(0.2,0.8292933))

=2.127205640.0083333(55(2.4872056) — 59(2.2889220) +37(2.0540762)
—9(1.7892933))

=2.6409314,

and correct this with

0.2
y(10) % ws = wy + = (97 (1L0.ws) + 197 (08, wa) = 5£(0.6,w3) + f (0.4, w))

0.2
= 2.1272056 + §(9f(1.0, 2.6409314) 4+ 19 £(0.8,2.1272892)

— 5£(0.6,1.6489220) + £(0.4,1.2140762))
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Table 5.14

Edward Arthur Milne
(1896-1950) worked in ballistic
research during World War I, and
then for the Solar Physics
Observatory at Cambridge. In
1929 he was appointed the

W. W. Rouse Ball chair at
Wadham College in Oxford.

Simpson’s name is associated
with this technique because it is
based on Simpson’s rule for
integration.
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= 2.1272056 + 0.0083333(9(2.6409314) + 19(2.4872056) — 5(2.2889220)
+ (2.0540762))
= 2.6408286.

In Example 1 we found that using the explicit Adams-Bashforth method alone produced
results that were inferior to those of Runge-Kutta. However, these approximations to y(0.8)
and y(1.0) are accurate to within

2.1272295 — 2.1272056] = 2.39 x 107> and |2.6408286 — 2.6408591| = 3.05 x 107°.

respectively, compared to those of Runge-Kutta, which were accurate, respectively, to within
12.1272027 — 2.1272892| = 2.69 x 1073

and  [2.6408227 — 2.6408591| = 3.64 x 107>,

The remaining predictor-corrector approximations were generated using Algorithm 5.4 and

are shown in Table 5.14. ]
Error

1 yi =y(@) w; lyi — wl
0.0 0.5000000 0.5000000 0

0.2 0.8292986 0.8292933 0.0000053
0.4 1.2140877 1.2140762 0.0000114
0.6 1.6489406 1.6489220 0.0000186
0.8 2.1272295 2.1272056 0.0000239
1.0 2.6408591 2.6408286 0.0000305
1.2 3.1799415 3.1799026 0.0000389
1.4 3.7324000 3.7323505 0.0000495
1.6 4.2834838 4.2834208 0.0000630
1.8 4.8151763 4.8150964 0.0000799
2.0 5.3054720 5.3053707 0.0001013

Adams Fourth Order Predictor-Corrector method is implemented in Maple for the
example problem with

C := InitialValueProblem(deq,y(0) = 0.5,t = 2, method = adamsbashforthmoulton,
submethod = step4, numsteps = 10, output = information, digits = 8)

and generates the same values as in Table 5.14.

Other multistep methods can be derived using integration of interpolating polynomials
over intervals of the form [#;, #;41], for j < i— 1, to obtain an approximation to y(f;41). When
an interpolating polynomial is integrated over [#;_3, ;1 ], the result is the explicit Milne’s
method:

4h
Wit = Wi—3 + ?[Zf(ti, w;i) — f(ti—1, wimy) + 2 f (ti—2, wi—2)],

which has local truncation error %h“y@ (&), for some & € (t;_3, tiy1).
Milne’s method is occasionally used as a predictor for the implicit Simpson’s method,

h
Wit = Wi—1 + g[f(liﬂ, wir1) +4f G w) + f (o1, wio1)],

which has local truncation error — (4*/90)y® (&), for some & € (#;_1, t;+1), and is obtained
by integrating an interpolating polynomial over [#;_y, #;11].
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The local truncation error involved with a predictor-corrector method of the Milne-
Simpson type is generally smaller than that of the Adams-Bashforth-Moulton method. But
the technique has limited use because of round-off error problems, which do not occur with
the Adams procedure. Elaboration on this difficulty is given in Section 5.10.

EXERCISE SET 56

1.

® AW

Use all the Adams-Bashforth methods to approximate the solutions to the following initial-value
problems. In each case use exact starting values, and compare the results to the actual values.

a. y =t -2y, 0<tr<1, y(0)=0, withh = 0.2; actual solution y(t) = %tey — %63’ +
%e‘z’.

b. y=14+(@—-y)? 2<t<3, y2) =1, withh =0.2; actual solution y(f) =t + i

c. yY=14y/t, 1<t<2, y()=2, withh =0.2; actual solution y(t) = tInt + 21.
y = cos2t +sin3t, 0 <1t <1, y0 =1, with s = 0.2; actual solution y(t) =

1. 1 4
Esm21— gcos3t+ 3

Use each of the Adams-Bashforth methods to approximate the solutions to the following initial-value
problems. In each case use starting values obtained from the Runge-Kutta method of order four.
Compare the results to the actual values.

2 -2ty 2t +1

/

a. R 0<t<1, y@0) =1, withh=0.1 actual solution y(t) = T
2 _
y = 1y+l, 1<1<2 y()=—(@n2)", withh=0.1 actual solution y(r) = T
2t

. y=0>+y/t, 1<t<3, y()=-2, withh =02 actual solution y(r) = 15

d. y=—ty+4t/y, 0<tr<1, y0) =1, withh=0.1 actual solution y(t) = v/4 — 3e~".
Use each of the Adams-Bashforth methods to approximate the solutions to the following initial-value
problems. In each case use starting values obtained from the Runge-Kutta method of order four.
Compare the results to the actual values.

t
a. Yy =y/t—@/H% 1<t<2 y()=1, withh=0.1; actual solution y(f) = Tt
n

b. y = 1+y/t+(y/t)2, 1 <t<3, y()=0, withh = 0.2; actual solution y(¢) = ¢ tan(In t).

c. yV=—-u0+D+3), 0=<tr=<2, y0 = -2, with h = 0.1; actual solution y(t) =
=3 4+2/(1+e).

d. ¥y =-5y+5242t, 0<t<1, y0)=1/3, withh = 0.1; actual solution y(¢) = tz—}—_%e_S’.

Use all the Adams-Moulton methods to approximate the solutions to the Exercises 1(a), 1(c), and

1(d). In each case use exact starting values, and explicitly solve for w;;;. Compare the results to the

actual values.

Use Algorithm 5.4 to approximate the solutions to the initial-value problems in Exercise 1.
Use Algorithm 5.4 to approximate the solutions to the initial-value problems in Exercise 2.
Use Algorithm 5.4 to approximate the solutions to the initial-value problems in Exercise 3.

Change Algorithm 5.4 so that the corrector can be iterated for a given number p iterations. Repeat
Exercise 7 withp = 2, 3, and 4 iterations. Which choice of p gives the best answer for each initial-value
problem?

The initial-value problem
y=¢, 0<1r=<020, y0) =1
has solution

y(t) =1—In(1 — etr).
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Applying the three-step Adams-Moulton method to this problem is equivalent to finding the fixed
point w; 4, of

h
g(w) = w; + Y (9e"” + 19¢™ — 5e"i=! 4 ¢"i-2) .

a.  With 2 = 0.01, obtain w;;; by functional iteration for i = 2, ..., 19 using exact starting values
wop, Wy, and w,. At each step use w; to initially approximate w; .

b.  Will Newton’s method speed the convergence over functional iteration?

Use the Milne-Simpson Predictor-Corrector method to approximate the solutions to the initial-value
problems in Exercise 3.

a. Derive the Adams-Bashforth Two-Step method by using the Lagrange form of the interpolating
polynomial.

b. Derive the Adams-Bashforth Four-Step method by using Newton’s backward-difference form
of the interpolating polynomial.

Derive the Adams-Bashforth Three-Step method by the following method. Set
Y(ir1) = y(6) + ah f (6, (1)) + bh f (11, y(ti-1)) + ch f (ti-2, y(1;-2)).

Expand y(#y1), f (ti-2,y(ti—2)), and f(#;,_1,y(t;i_1)) in Taylor series about (¢, y(#;)), and equate the
coefficients of 4, h* and /* to obtain a, b, and c.

Derive the Adams-Moulton Two-Step method and its local truncation error by using an appropriate
form of an interpolating polynomial.

Derive Simpson’s method by applying Simpson’s rule to the integral

Y1) —y(ti) = / N f@,y®) dr.

Derive Milne’s method by applying the open Newton-Cotes formula (4.29) to the integral
iyl
Y(tir1) — y(tizz) = f@,y@) dt.

i3

Verify the entries in Table 5.12 on page 305.

5.7

Variable Step-Size Multistep Methods

The Runge-Kutta-Fehlberg method is used for error control because at each step it provides,
at little additional cost, two approximations that can be compared and related to the local
truncation error. Predictor-corrector techniques always generate two approximations at each
step, so they are natural candidates for error-control adaptation.

To demonstrate the error-control procedure, we construct a variable step-size predictor-
corrector method using the four-step explicit Adams-Bashforth method as predictor and the
three-step implicit Adams-Moulton method as corrector.

The Adams-Bashforth four-step method comes from the relation

h
y(tiv1) =y@) + ﬁ[SSf(li,)’(li)) —59f(ti—1,y(ti=1))
251
+ 37 f (ti—2, y(ti-2)) — 9 f (ti=3, y(ti-3)) ] + my(s)(,&,-)hs,

for some [i; € (t;i_3,t+1). The assumption that the approximations wy, wy, . .., w; are all
exact implies that the Adams-Bashforth local truncation error is
y(tis1) — wip1p, 251

= =y @an. 5.40
W 70” ) (5.40)
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A similar analysis of the Adams-Moulton three-step method, which comes from

h
y(tip) = y(@) + ﬂ[gf(tH—l:y(tH—l)) + 191, y(@)) — Sf(tic1, y(tiz1)

19
+ [t y(ti2))] — my“)(ﬂi)hs,

for some i; € (t;—2,t+1), leads to the local truncation error

y(li+1) — Wit1 19 5) /o~ N4
A 2 A AV 5.41
A 720”7 (i) (5.41)

To proceed further, we must make the assumption that for small values of i, we have
Y () =y ().

The effectiveness of the error-control technique depends directly on this assumption.
If we subtract Eq. (5.40) from Eq. (5.39), we have

B = Wit 51309 i) + 195001 & 2HO G,
h 720 8
SO
¥y () ~ %(wm — Wit1p). (5.42)

Using this result to eliminate the term involving y (i;)4* from Eq. (5.41) gives the
approximation to the Adams-Moulton local truncation error

|y(li+1) — w,'+1| " 19h4 8 19|w,~+1 — w,~+1,,,|

ir1(h)] = ~ C e Wikl — Wi =
[Tip1 (M| 7 720 3h5|w+1 U)+1,p| 270h

Suppose we now reconsider (Eq. 5.41) with a new step size gh generating new approx-
imations W;, and ;. The object is to choose g so that the local truncation error given
in Eq. (5.41) is bounded by a prescribed tolerance ¢. If we assume that the value y©® (1) in
Eq. (5.41) associated with gh is also approximated using Eq. (5.42), then

|y(ti + gh) — Wip1]  19¢*h*
= = 1y ()| ~

qh 720 720

19¢*h* [ 8
3n

Wit — wi+l,p|:|

_19¢* [wig) — wig1l
270 h ’

and we need to choose g so that

|yt + gh) — Wir1] _ 19¢* [wip1 — wit,l -
h 270 h

That is, choose ¢ so that

(270 he )”4 ( he )1/4
g<|-———"-—— 2l — .
19 |wiy1 — wit1pl [Wit1 — Wit1,pl
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A number of approximation assumptions have been made in this development, so in
practice g is chosen conservatively, often as

he 1/4
g=15 (—> .
[Wig1 — Wit1p]

A change in step size for a multistep method is more costly in terms of function
evaluations than for a one-step method, because new equally-spaced starting values must
be computed. As a consequence, it iS common practice to ignore the step-size change
whenever the local truncation error is between ¢/10 and ¢, that is, when

% < It ()] = |Y(fi+1)h— Wit1] ~ 19|wi+2178hwi+1,p|

In addition, ¢ is given an upper bound to ensure that a single unusually accurate approx-
imation does not result in too large a step size. Algorithm 5.5 incorporates this safeguard
with an upper bound of 4.

Remember that the multistep methods require equal step sizes for the starting values.
So any change in step size necessitates recalculating new starting values at that point. In
Steps 3, 16, and 19 of Algorithm 5.5 this is done by calling a Runge-Kutta subalgorithm
(Algorithm 5.2), which has been set up in Step 1.

Adams Variable Step-Size Predictor-Corrector
To approximate the solution of the initial-value problem

y=fty), a<t<b, y@a=«a

with local truncation error within a given tolerance:

INPUT endpoints a, b; initial condition «; tolerance TOL; maximum step size hmax;
minimum step size hmin.

OUTPUT i1, w;, h where at the ith step w; approximates y(¢;) and the step size h was
used, or a message that the minimum step size was exceeded.

Step 1 Set up a subalgorithm for the Runge-Kutta fourth-order method to be called
RKA4(h, vy, x9, v1, X1, V2, X2, U3, X3) that accepts as input a step size 4 and
starting values vy A y(xp) and returns {(x;, v;) | j = 1,2, 3} defined by the
following:

forj=1,2,3
set Ky = hf(xi-1,v-1);
Ky =hf(xj—1 +h/2,vi1 +K;1/2)
Ky =hf(xji1+h/2,vi1+Ky/2)
Ky =hfj—1+hvi_1 +K3)
vj = vj—1 + (K| + 2K, + 2K3 + Ky4) /6;

xj = xo + jh.
Step 2 Setty = a;
Wy = «&;
h = hmax;

FLAG = 1; (FLAG will be used to exit the loop in Step 4.)
LAST = 0; (LAST will indicate when the last value is calculated.)
OUTPUT (zy, wy).
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318 CHAPTER 5 = Initial-Value Problems for Ordinary Differential Equations

Step 3 Call RK4(h, wg, ty, wy, 11, Wy, tr, w3, 13);
Set NFLAG = 1; (Indicates computation from RK4.)
i=4;
t=t+h.

Step 4 While (FLAG = 1) do Steps 5-20.
Step5 Set WP =w,;_; + ;—4[55f(ti—1, w;i—1) — 59 f (ti2, wi2)
+37f(tizz, wi3) — 9f (ti—a, wi—g)];  (Predict w;.)
WC = w;—; + %[9f(t, WP) + 19 f (ti—1, wi—1)

= 5f(timo, wimo) + f(tizz, wi—3)];  (Correct w.)
o = 19|WC — WP|/(270h).

Step 6 If o < TOL then do Steps 7-16  (Result accepted.)
else do Steps 17-19.  (Result rejected.)

Step 7 Setw; = WC; (Result accepted.)
=1
Step 8 If NFLAG = 1 thenforj=i—3,i—2,i—1,i
OUTPUT (, t;, w;, h);
(Previous results also accepted.)
else OUTPUT (i, t;, w;, h).
(Previous results already accepted.)

Step 9 1If LAST = 1 then set FLAG =0  (Next step is 20.)
else do Steps 10-16.

Step 10 Seti =i+ 1;
NFLAG = 0.

Step 11 Ifo < 0.1 TOL or t;_y + h > b then do Steps 12-16.
(Increase h if it is more accurate than required or decrease
h to include b as a mesh point.)

Step 12 Setq = (TOL/(20))"/*.

Step 13 1If g > 4 thenset h = 4h
else set h = gh.

Step 14 If h > hmax then set h = hmax.

Step 15 1Ift,_; + 4h > b then
seth=(b—1t,_1)/4%
LAST = 1.
Step 16  Call RK4(h, wi_1, ti—1, Wi, b, Wit1, tit1, Wi, i42);
Set NFLAG = 1,
i =i+ 3. (True branch completed. Next step is 20.)

Step 17 Setq = (TOL/(20))"/*. (False branch from Step 6: Result rejected.)

Step 18 1If g < 0.1 thenset h = 0.1k
else set h = gh.
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Step 19 If h < hmin then set FLAG = 0;
OUTPUT (‘hmin exceeded’)
else
if NFLAG = 1 thenseti =i — 3;
(Previous results also rejected.)
Call RK4(h, wi—1, ti—1, Wi, ti, Wik 1, L1, Wit2, Lig2);
seti=1i+43;
NFLAG = 1.

Step 20 Setr=t,_ |+ h.
Step 21 STOP. ]

Use Adams variable step-size predictor-corrector method with maximum step size hmax =
0.2, minimum step size hmin = 0.01, and tolerance TOL = 107> to approximate the
solution of the initial-value problem

Y=y-r£+1, 0<1<2, y0) =05
Solution We begin with h = hmax = 0.2, and obtain wy, w;, w, and ws using Runge-
Kutta, then find wp, and wey by applying the predictor-corrector method. These calculations

were done in Example 5 of Section 5.6 where it was determined that the Runge-Kutta
approximations are

¥(0) = wy = 0.5, y(0.2) ~ w; = 0.8292933, y(0.4) ~ w, = 1.2140762, and
$(0.6) ~ wy = 1.6489220.

The predictor and corrector gave
y(0) = wy = 0.5, y(0.2) ~ w; = 0.8292933, y(0.4) ~ w, = 1.2140762, and
v(0.6) ~ w3 = 1.6489220.
¥(0.8) &~ wy, = w3 + % (55f(0.6,w3) —59£(0.4, wy) +37£(0.2,w;) — 9£(0,wyp))
= 2.1272892,

and
0.2
y(0.8) ~ wy = w3 + by (9f(0.8, wap) + 19 (0.6, w3) — 5£(0.42, wy) + £(0.2, wl))
= 2.1272056.

We now need to determine if these approximations are sufficiently accurate or if there needs
to be a change in the step size. First we find

19 19

0 = —— — _ -
Iwa = Wyl = 55502

12.1272056 — 2.1272892| = 2.941 x 1075,
270h

Because this exceeds the tolerance of 10~ a new step size is needed and the new step size is

1075\ '* 105 e
h=(—) =(— 2) = 0.642(0.2) ~ 0.128.
1 (23) (2(2.941x10—5)> 02) = 0642002~ 0.128
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320 CHAPTER 5 = Initial-Value Problems for Ordinary Differential Equations

As a consequence, we need to begin the procedure again computing the Runge-Kutta values
with this step size, and then use the predictor-corrector method with this same step size to
compute the new values of wy, and w4. We then need to run the accuracy check on these
approximations to see that we have been successful. Table 5.15 shows that this second run

is successful and lists the all results obtained using Algorithm 5.5. [
Table 5.15 t y(@) w; h; o [y(t:) — wil
0 0.5 0.5
0.1257017 0.7002323 0.7002318 0.1257017 4.051 x 107° 0.0000005
0.2514033 0.9230960 0.9230949 0.1257017 4.051 x 107° 0.0000011
0.3771050 1.1673894 1.1673877 0.1257017 4.051 x 107° 0.0000017
0.5028066 1.4317502 1.4317480 0.1257017 4.051 x 1076 0.0000022
0.6285083 1.7146334 1.7146306 0.1257017 4.610 x 107° 0.0000028
0.7542100 2.0142869 2.0142834 0.1257017 5.210 x 107° 0.0000035
0.8799116 2.3287244 2.3287200 0.1257017 5913 x 107° 0.0000043
1.0056133 2.6556930 2.6556877 0.1257017 6.706 x 107° 0.0000054
1.1313149 2.9926385 2.9926319 0.1257017 7.604 x 10~° 0.0000066
1.2570166 3.3366642 3.3366562 0.1257017 8.622 x 107° 0.0000080
1.3827183 3.6844857 3.6844761 0.1257017 9.777 x 107° 0.0000097
1.4857283 3.9697541 3.9697433 0.1030100 7.029 x 107° 0.0000108
1.5887383 4.2527830 4.2527711 0.1030100 7.029 x 107° 0.0000120
1.6917483 4.5310269 4.5310137 0.1030100 7.029 x 107° 0.0000133
1.7947583 4.8016639 4.8016488 0.1030100 7.029 x 107° 0.0000151
1.8977683 5.0615660 5.0615488 0.1030100 7.760 x 107° 0.0000172
1.9233262 5.1239941 5.1239764 0.0255579 3.918 x 1078 0.0000177
1.9488841 5.1854932 5.1854751 0.0255579 3.918 x 1078 0.0000181
1.9744421 5.2460056 5.2459870 0.0255579 3.918 x 1073 0.0000186
2.0000000 5.3054720 5.3054529 0.0255579 3.918 x 1073 0.0000191

EXERCISE SET 5.7

1. Use the Adams Variable Step-Size Predictor-Corrector Algorithm with tolerance TOL = 1074,
hmax = 0.25, and hmin = 0.025 to approximate the solutions to the given initial-value problems.
Compare the results to the actual values.

a. y=t—-2, 0<t=<1, y0)=0; actualsolutiony(r) = Lre¥ — Le¥ + 572

b. y=14+@¢—y?% 2<t<3, y@2) =1; actualsolutiony(t)=1+1/(1—1).

c. Y=1+4+y/t, 1=<tr=<2, y()=2; actualsolutiony(s) =tlnt+ 2t.

d. y =cos2t+sin3f, 0<r<1, y0)=1; actualsolutiony(t) = % sin 2t — %cos 3t + %.
2. Use the Adams Variable Step-Size Predictor-Corrector Algorithm with TOL = 10~* to approximate

the solutions to the following initial-value problems:

a. ¥y =@/ +y/t, 1<t<12, y()=1, with hmax = 0.05 and hmin = 0.01.

b. Yy =sint+e’, 0<r=<1, y(0)=0,withhmax = 0.2 and hmin = 0.01.

c. Y=0>+y/t, 1<t<3, y()= -2, with hmax = 0.4 and hmin = 0.01.

d y=-ty+4t)y, 0<tr<1, y(0)=1, with hmax = 0.2 and hmin = 0.01.
3. Use the Adams Variable Step-Size Predictor-Corrector Algorithm with tolerance TOL = 109,

hmax = 0.5, and hmin = 0.02 to approximate the solutions to the given initial-value problems.
Compare the results to the actual values.

a. y =y/t— /1), 1<t<4, y()=1; actual solution y(t) = ¢/(1 + Int).
b. y=14+y/t+ /0> 1<t<3, y)=0; actual solution y(f) = ¢ tan(Inr).
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c. Y=—-@0+Dy+3), 0<t<3, y0)=—2; actual solution y(t) = =3 +2(1 + e~ 2)~"

d. y=0+20)y -1y, 0=<t=<2, y(0)=1i; actual solution y(r) = (3 + 21> + 6e”)~1/2,
4. Construct an Adams Variable Step-Size Predictor-Corrector Algorithm based on the Adams-Bashforth

five-step method and the Adams-Moulton four-step method. Repeat Exercise 3 using this new method.

5. An electrical circuit consists of a capacitor of constant capacitance C = 1.1 farads in series with a
resistor of constant resistance Ry = 2.1 ohms. A voltage £(f) = 110sin¢ is applied at time t = 0.
When the resistor heats up, the resistance becomes a function of the current i,

R(t) = Ry + ki, where k =0.9,

and the differential equation for i(¢) becomes
4 2k \ di n 1 . 1 d¢&
—i)—t+ —i=———.
Ry dt RyC RyC dt
Find i(2), assuming that i(0) = 0.

5.8 Extrapolation Methods

Extrapolation was used in Section 4.5 for the approximation of definite integrals, where we
found that by correctly averaging relatively inaccurate trapezoidal approximations exceed-
ingly accurate new approximations were produced. In this section we will apply extrapo-
lation to increase the accuracy of approximations to the solution of initial-value problems.
As we have previously seen, the original approximations must have an error expansion of
a specific form for the procedure to be successful.

To apply extrapolation to solve initial-value problems, we use a technique based on the
Midpoint method:

Witr] = Wi—1 + th(ti, w;), fori>1. (5.43)

This technique requires two starting values since both wy and w; are needed before the first
midpoint approximation, w,, can be determined. One starting value is the initial condition
for wy = y(a) = «. To determine the second starting value, w;, we apply Euler’s method.
Subsequent approximations are obtained from (5.43). After a series of approximations of
this type are generated ending at a value ¢, an endpoint correction is performed that involves
the final two midpoint approximations. This produces an approximation w(t, i) to y(¢) that
has the form

oo
YO = w(t,h)+ Y k™, (5.44)
k=1
where the §; are constants related to the derivatives of the solution y(#). The important point
is that the &; do not depend on the step size s. The details of this procedure can be found in
the paper by Gragg [Gr].
To illustrate the extrapolation technique for solving

Y@ = f(t,y), a<t<b, y)=a«a,

assume that we have a fixed step size 4. We wish to approximate y(¢;) = y(a + h).
For the first extrapolation step we let iy = h/2 and use Euler’s method with wy = «
to approximate y(a + hg) = y(a + h/2) as

wi = wo + ho f(a, wo).
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We then apply the Midpoint method with #;_; = a and t; = a + ho = a + h/2 to produce a
first approximation to y(a + h) = y(a + 2hy),

wy = wo + 2hy f(a + hy, wy).

The endpoint correction is applied to obtain the final approximation to y(a + &) for the step
size hg. This results in the O(h%) approximation to y(f;)

1
i = E[wz + wi + ho f(a + 2hg, wo)].

We save the approximation y; ; and discard the intermediate results w; and wy.
To obtain the next approximation, y, 1, to y(t;), we let iy = h/4 and use Euler’s method
with wy = « to obtain an approximation to y(a + h;) = y(a + h/4) which we will call w;:

wy = wo + hy f(a, wy).

Next we approximate y(a + 2h;) = y(a + h/2) with w,, y(a + 3h;) = y(a + 3h/4)
with w3, and wy to y(a + 4h;) = y(#;) using the Midpoint method.

wy = wo + 2k f(a+ hy, wy),
w3 = wy + 2k f(a + 2hy, wa),
wyg = wy + 2hy f(a+ 3hy, ws).

The endpoint correction is now applied to w3 and w4 to produce the improved O(h%)
approximation to y(¢1),

1
Y21 = 5[1114 + w3 + hy f(a+ 4hi, wa)l.
Because of the form of the error given in (5.44), the two approximations to y(a + h)
have the property that
2 4

(a+h) +38 h 2+5 h 4+ +8h +34 +
a = —_ —_ ce e = _ _— sy
y Y11 1 ) 2 ) Y11 14 21

and

2% n\* wo b
+h) = 25 =) 46, (=) +...= S — Sy
Y@+ =y ‘(4) 2(4) R TS TT

We can eliminate the O(h?) portion of this truncation error by averaging the two formulas
appropriately. Specifically, if we subtract the first formula from 4 times the second and
divide the result by 3, we have
(@t 1) = 21 + 2 ST
a — —_ — — _ e,
y 2,1 3 Y21 = Y11 264

So the approximation to y(#;) given by

1
Y220 =Yy21+ 5(}72,1 —yi1)

has error of order O(h%).
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We next let i, = h/6 and apply Euler’s method once followed by the Midpoint method
five times. Then we use the endpoint correction to determine the #* approximation, y3 1, to
y(a + h) = y(#;). This approximation can be averaged with y, ; to produce a second o™
approximation that we denote y3,. Then y3, and y,, are averaged to eliminate the O(h*)
error terms and produce an approximation with error of order O(h°). Higher-order formulas
are generated by continuing the process.

The only significant difference between the extrapolation performed here and that
used for Romberg integration in Section 4.5 results from the way the subdivisions are
chosen. In Romberg integration there is a convenient formula for representing the Composite
Trapezoidal rule approximations that uses consecutive divisions of the step size by the
integers 1,2, 4,8, 16,32, 64, ... This procedure permits the averaging process to proceed in
an easily followed manner.

We do not have a means for easily producing refined approximations for initial-value
problems, so the divisions for the extrapolation technique are chosen to minimize the num-
ber of required function evaluations. The averaging procedure arising from this choice of
subdivision, shown in Table 5.16, is not as elementary, but, other than that, the process is
the same as that used for Romberg integration.

Table 5.16

Y1 = w(t, ho)
hi
Yo = w(t, hy) Y22 =Yy21 + m(&’z,l —yi1)
0 1
h3 h3
Y31 = w(t, hy) Y32 =Y31 + m@s,l — Y1) V33 = Y32+ m(}’a,z —y22)
1 2 0 2
Algorithm 5.6 uses nodes of the Algorithm 5.6 uses the extrapolation technique with the sequence of integers
form 2" and 2" - 3. Other choices
can be used. qo = 2’ q1 = 4’ q2 = 67 q3 = 8’ q4 = 12’ qs = 16’ 46 = 2’4’ and q7 = 32.

A basic step size A is selected, and the method progresses by using h; = h/g;, for each i =
0,...,7,toapproximate y(t+h). The error is controlled by requiring that the approximations
Y1.1,¥22, - - . be computed until | y; ; — y;—;;—1] is less than a given tolerance. If the tolerance
is not achieved by i = 8, then # is reduced, and the process is reapplied.

Minimum and maximum values of &, hmin, and hmax, respectively, are specified to
ensure control of the method. If y;; is found to be acceptable, then w; is set to y;; and
computations begin again to determine w,, which will approximate y(f,) = y(a + 2h). The
process is repeated until the approximation wy to y(b) is determined.

Extrapolation
To approximate the solution of the initial-value problem
Y=f@ty, a<t<b, y@) =a,

with local truncation error within a given tolerance:

INPUT endpoints a, b; initial condition «; tolerance TOL; maximum step size hmax;
minimum step size hmin.

OUTPUT T,W,h where W approximates y(f) and step size & was used, or a message
that minimum step size was exceeded.
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Step 1 Initialize the array NK = (2,4, 6,8, 12, 16,24,32).

Step 2 SetTO = a;

WO = «a;

h = hmax;

FLAG = 1. (FLAG is used to exit the loop in Step 4.)
Step3 Fori=1,2,...,7

forj=1,...,i
set QiJ = (NKH_]/NI(J')Z. (Note: QiJ = hjz/h?_'_l)

Step 4 While (FLAG = 1) do Steps 5-20.

Step 5 Setk =1,
NFLAG = 0. (When desired accuracy is achieved, NFLAG is
setto 1.)

Step 6 While (k < 8 and NFLAG = 0) do Steps 7-14.
Step 7 Set HK = h/NKy;
T =T0;
W2 = WO,
W3 =W2+ HK - f(T,W2); (Euler’s first step.)
T =T0 + HK.
Step 8 Forj=1,...,NK; — 1
set W1 = W2;
W2 =W3;
W3 =WI1+2HK - f(T,W2); (Midpoint method.)
T=TO+ (G+1)- -HK.

Step 9 Sety, =[W3+ W2+ HK - f(T,W3)]/2.
(Endpoint correction to compute yy.1.)

Step 10 If k > 2 then do Steps 11-13.

(Note: i1 = Yk—1,1,Yk—2 = Yk—22- - -» Y1 = Yk—14—1 Since only
the previous row of the table is saved.)

Step 11 Setj =k;
v=y. (Save yr_14-1.)
Step 12 While (j > 2) do
Yi —Yi-1
+
Or—1j-1—1
(Extrapolation to compute yj_| = Yik—j+2-)
hy_1yj = gy )
T

setyj—1 =Yj

(Note: Vi1 =

j=j—1L
Step 13 1If |y; — v| < TOL then set NFLAG = 1.
(v1 is accepted as the new w.)

Step 14 Setk =k + 1.
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Step 15 Setk =k — 1.

Step 16 1If NFLAG = 0 then do Steps 17 and 18  (Result rejected.)
else do Steps 19 and 20. (Result accepted.)

Step 17 Seth = h/2. (New value for w rejected, decrease h.)

Step 18 If h < hmin then
OUTPUT (‘hmin exceeded’);
Set FLAG = 0.
(True branch completed, next step is back to Step 4.)

Step 19 Set WO = y1; (New value for w accepted.)
TO =TO + h;

OUTPUT (TO, WO, h).

Step 20 1If TO > b then set FLAG = 0
(Procedure completed successfully.)
elseif TO + h > b thenseth = b — TO
(Terminate at t = b.)
else if (k < 3 and h < 0.5(hmax) then set h = 2h.
(Increase step size if possible.)

Step 21 STOP. -

Example 1 Use the extrapolation method with maximum step size hmax = 0.2, minimum step size
hmin = 0.01, and tolerance TOL = 10~ to approximate the solution of the initial-value
problem

y=y—r41, 0<r<2, y0) =05

Solution For the first step of the extrapolation method we let wyp = 0.5, = 0and 2 = 0.2.
Then we compute

ho = h/2 = 0.1:
w; = wo + hy f(ty, wp) = 0.5+ 0.1(1.5) = 0.65;
wy = wo + 2hy f(to + ho, wy) = 0.5+ 0.2(1.64) = 0.828;

and the first approximation to y(0.2) is
1 1
yi = E(wz 4+ wy + ho f(to + 2h, wr)) = 5(0.828 4+ 0.65 4+ 0.1£(0.2,0.828)) = 0.8284.

For the second approximation to y(0.2) we compute
hy = h/4 =0.05;
wy = wo + hy f (o, wo) = 0.5+ 0.05(1.5) = 0.575;
wy = wo + 28y f(tg + Ay, wy) = 0.5+ 0.1(1.5725) = 0.65725;
w3 = wy + 2hy f(to + 2hy, wy) = 0.575 4+ 0.1(1.64725) = 0.739725;
wyq = wy + 20y f(to + 3h1, w3) = 0.65725 + 0.1(1.717225) = 0.8289725.
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Then the endpoint correction approximation is
1
yar = §(w4 + w3 + 7y f (1o + 4h1, wa))

1
= 5(0.8289725 + 0.739725 + 0.05 £(0.2,0.8289725)) = 0.8290730625.

This gives the first extrapolation approximation

(1/4)?
(1/2)* — (1/4)

The third approximation is found by computing

Yoo =yu+ ( ) (21 — y11) = 0.8292974167.

hy = h/6 = 0.03;

w; = wo + hy f(th, wy) = 0.55;

wy = wo 4 2hy f (tg + hy, wy) = 0.6032592593;
w3 = wy + 2hy f (ty + 2h, wy) = 0.6565876543;
wy = wy + 2hy f (tg + 3ha, w3) = 0.7130317696;
ws = w3 4 2hy f (tg + 4ha, wy) = 0.7696045871;
we = Wy + 2hy f (to + Sha, wy) = 0.8291535569;

then the end-point correction approximation

1
ya1 = 5 (we o+ ws +hy f (1o + 6hy, we) = 0.8291982979.

We can now find two extrapolated approximations,

(1/6)
Y2 =y + (m) (y31 — y21) = 0.8292984862,
and
(1/6)*
i3 =y + (m> (32 — y22) = 0.8292986199.
Because

|y33 =yl = 1.2 x 107°

does not satisfy the tolerance, we need to compute at least one more row of the extrapo-
lation table. We use h; = h/8 = 0.025 and calculate w; by Euler’s method, w, - - - , wg
by the moidpoint method and apply the endpoint correction. This will give us the new
approximation y4; which permits us to compute the new extrapolation row

ya1 = 0.8292421745  y4 = 0.8292985873  y43 = 0.8292986210 y44 = 0.8292986211

Comparing | yas—y33| = 1.2x 10~? we find that the accuracy tolerance has not been reached.
To obtain the entries in the next row, weuse iy = h/12 = 0.06. First calculate w; by Euler’s
method, then w, through w1, by the Midpoint method. Finally use the endpoint correction
to obtain ys;. The remaining entries in the fifth row are obtained using extrapolation, and are
shown in Table 5.17. Because yss = 0.8292986213 is within 1077 of yyy it is accepted as the
approximation to y(0.2). The procedure begins anew to approximate y(0.4). The complete
set of approximations accurate to the places listed is given in Table 5.18. [ ]
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yi1 = 0.8284000000
y21 = 0.8290730625
y3,1 = 0.8291982979
a1 = 0.8292421745
ys1 = 0.8292735291

Y22 = 0.8292974167

v32 = 0.8292984862
van = 0.8292985873
ys2 = 0.8292986128

y33 = 0.8292986199
ya3 = 0.8292986210
ys3 = 0.8292986213

yas = 0.8292986211
ys4 = 0.8292986213

yss = 0.8292986213

Table 5.18

L yi = y(t) w; h; k
0.200 0.8292986210 0.8292986213 0.200 5
0.400 1.2140876512 1.2140876510 0.200 4
0.600 1.6489405998 1.6489406000 0.200 4
0.700 1.8831236462 1.8831236460 0.100 5
0.800 2.1272295358 2.1272295360 0.100 4
0.900 2.3801984444 2.3801984450 0.100 7
0.925 2.4446908698 2.4446908710 0.025 8
0.950 2.5096451704 2.5096451700 0.025 3
1.000 2.6408590858 2.6408590860 0.050 3
1.100 2.9079169880 2.9079169880 0.100 7
1.200 3.1799415386 3.1799415380 0.100 6
1.300 3.4553516662 3.4553516610 0.100 8
1.400 3.7324000166 3.7324000100 0.100 5
1.450 3.8709427424 3.8709427340 0.050 7
1.475 3.9401071136 3.9401071050 0.025 3
1.525 4.0780532154 4.0780532060 0.050 4
1.575 4.2152541820 4.2152541820 0.050 3
1.675 4.4862274254 4.4862274160 0.100 4
1.775 47504844318 4.7504844210 0.100 4
1.825 4.8792274904 4.8792274790 0.050 3
1.875 5.0052154398 5.0052154290 0.050 3
1.925 5.1280506670 5.1280506570 0.050 4
1.975 5.2473151731 5.2473151660 0.050 8
2.000 5.3054719506 5.3054719440 0.025 3

The proof that the method presented in Algorithm 5.6 converges involves results from
summability theory; it can be found in the original paper of Gragg [Gr]. A number of other
extrapolation procedures are available, some of which use the variable step-size techniques.
For additional procedures based on the extrapolation process, see the Bulirsch and Stoer
papers [BS1], [BS2], [BS3] or the text by Stetter [Stet]. The methods used by Bulirsch and
Stoer involve interpolation with rational functions instead of the polynomial interpolation
used in the Gragg procedure.

EXERCISE SET 5.8

1. Use the Extrapolation Algorithm with tolerance TOL = 107, hmax = 0.25, and hmin = 0.05 to
approximate the solutions to the following initial-value problems. Compare the results to the actual
values.

a. Yy =te¥ -2y, 0<t<1, y(0)=0; actual solution y(r) = éte& —

< %63’ + 27158—21.
b. y=1+@—-y? 2<t=<3,

¥(2) = 1; actual solution y(t) =t + 1/(1 — 1).
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c. Y=1+y/t, 1=<t=<2, y()=2; actual solution y(¢) = tlnt + 2¢.

d. y =cos2t+sin3t, 0<r<1, y(0)=1; actualsolution y(r) = 3 sin2s — % cos3r + 3.
Use the Extrapolation Algorithm with TOL = 10~* to approximate the solutions to the following
initial-value problems:

a. y =@/ +y/t, 1<t<12, y()=1,withhmax = 0.05 and hmin = 0.02.

b. y =sint+e’, 0=<t=<1, y(0)=0, with imax = 0.25 and hmin = 0.02.

c. y=0+y/t, 1<t<3, y()=-2, withhmax = 0.5 and hmin = 0.02.

d y=-ty+4t/y, 0<r=<1, y(0) =1, with hmax = 0.25 and hmin = 0.02.

Use the Extrapolation Algorithm with tolerance TOL = 107°, hmax = 0.5, and hmin = 0.05 to

approximate the solutions to the following initial-value problems. Compare the results to the actual
values.

a. y =y/t—(@u/t)?, 1<t<4, y()=1; actual solution y(t) =t/(1 + Int).

b. y=14+y/t+@/n? 1<t<3, y{)=0; actual solution y(f) = ¢ tan(Inr).

c¢. Y=—-@0+Dy+3), 0<r=<3, y0)=-2; actual solution y(r) = =3 +2(1 +e~2)7".
d y=@+20)y —1y, 0<r<2, y0)="1; actual solution y(r) = (3 +2¢> + 6¢") '/,
Let P(¢) be the number of individuals in a population at time 7, measured in years. If the average birth
rate b is constant and the average death rate d is proportional to the size of the population (due to
overcrowding), then the growth rate of the population is given by the logistic equation

dP(t
G bP(1) — k[P(1)],
dt
where d = kP(t). Suppose P(0) = 50,976,b = 2.9 x 1072, and k = 1.4 x 10~". Find the population
after 5 years.

5.9

Higher-Order Equations and Systems of Differential Equations

This section contains an introduction to the numerical solution of higher-order initial-value
problems. The techniques discussed are limited to those that transform a higher-order equa-
tion into a system of first-order differential equations. Before discussing the transformation
procedure, some remarks are needed concerning systems that involve first-order differential
equations.

An mth-order system of first-order initial-value problems has the form

du1

—_— = LUy, up, ..., Uy),

0 Si(t,ur, up Up)

dM2

—_— = LU, Uy, ... Uy),

I Sa(t,ur, up Up,)

du,,

— = Jm [3 ) seeeslhim)s 5.45
i Sm(t, ur, uz Up,) (5.45)

for a < t < b, with the initial conditions
ui(a) = oy, uz(a) = ay, ..., uy(a) = a,. (5.46)

The object is to find m functions u; (¢), u»(¢), . . ., u,(¢) that satisfy each of the differential
equations together with all the initial conditions.

To discuss existence and uniqueness of solutions to systems of equations, we need to
extend the definition of the Lipschitz condition to functions of several variables.
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The function f(¢,y1,...,Yyn), defined on the set
D={tu,...,uy,) |a<t<band —oo <u; <oo, foreachi =1,2,...,m}

is said to satisfy a Lipschitz condition on D in the variables uy, uy, ..., u, if a constant
L > 0 exists with

|f . ttn) = ft 21,z LY — 71, (5.47)
j=1

for all (¢, uy,...,u,) and (¢,z1,...,%y,) in D. ]

By using the Mean Value Theorem, it can be shown that if f and its first partial
derivatives are continuous on D and if

’af(t’ula""um)

<L,
8ui -

foreachi =1,2,...,mandall (¢,uy,...,u,) in D, then f satisfies a Lipschitz condition on
D with Lipschitz constant L (see [BiR], p. 141). A basic existence and uniqueness theorem
follows. Its proof can be found in [BiR], pp. 152-154.

Suppose that

D={{t,u,us,...,up) |a<t<band —o0 < u; < o0, foreachi =1,2,...,m},

and let f;(t,uy,...,uy), foreachi = 1,2,...,m, be continuous and satisfy a Lipschitz
condition on D. The system of first-order differential equations (5.45), subject to the initial
conditions (5.46), has a unique solution u(¢), . .., u,(t), fora <t < b. ]

Methods to solve systems of first-order differential equations are generalizations of the
methods for a single first-order equation presented earlier in this chapter. For example, the
classical Runge-Kutta method of order four given by

Wo = &,

ky = hf (4, w;),

h 1
kz:hf tl'+§,wi+§k1 s

ky = hf(t,- + g,wi + %kz),
ky = hf(tix1, wi +k3),
Wit = w; + é(kl + 2k, + 2k; + k4), foreachi=0,1,...,N —1,
used to solve the first-order initial-value problem
Y=fty, ast<b, y@a=a,

is generalized as follows.
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Let an integer N > 0 be chosen and set 7 = (b — a)/N. Partition the interval [a, b] into

N subintervals with the mesh points

tj = a+jh,

foreachj=0,1,.

..,N.

Use the notation wj;, foreachj =0,1,...,Nandi = 1,2,...,m, to denote an approx-
imation to u;(¢;). That is, w; approximates the ith solution u;(¢) of (5.45) at the jth mesh

point #;. For the initial conditions, set (see Figure 5.6)

Wi = 01, W20 =00, ..., Wyo = . (5.48)
Figure 5.6
Y A Y A Y A
Wi L o Was 1 ta(?) W Juenl@) = o .
xg T . Wop + Win2 IZ/\/U—,”(\t)
_\’41(0) =0 (0 "o T ¢ Tt Ymt - ¢
\
upa) = o
a :I to tll tlz 1:3 Vt a :I to tll tlz 1:3 Vt a :I to le tlz tl3 Vt
Suppose that the values wy j, wa j,. .., W, ; have been computed. We obtain wy i,
W2, j41s- - - » Wy j+1 DY first calculating
ki =hfiltj, wyj,waj,..., Wy ), foreachi=1,2,...,m; (5.49)
h 1 1 1
ko =hfi|t+ 30w + Ekl,l, wy ;i + Ekl,z, e Wi Ekl,m , (5.50)
foreachi=1,2,...,m;
h 1 1 1
ki =hfi|t+ 57 WL + Ekz,l, wy,j + Ekz,z, e Wi Eklm , (5.51)
foreachi=1,2,...,m;
ks =hfiti +h,wyj+ks,woj+ k3o, ..., W+ ksm), (5.52)
foreachi = 1,2,...,m; and then
1
Wi jr1 = Wi + g(kl,i + 2ky; + 2k3 ;i + k), (5.53)

foreachi = 1,2,...,m. Note that all the values k; |, k; 2, . .
any of the terms of the form &, ; can be determined. In general, each k; 1, k; 2, .

., k1 ,, must be computed before
..,k mustbe

computed before any of the expressions k1 ;. Algorithm 5.7 implements the Runge-Kutta

fourth-order method for systems of initial-value problems.
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Runge-Kutta Method for Systems of Differential Equations
To approximate the solution of the mth-order system of first-order initial-value problems
uj’ = fitt,u,uo,...,uy), a=<t=<b, with uj(a)=q,

forj=1,2,...,mat (N + 1) equally spaced numbers in the interval [a, b]:

INPUT endpoints a, b; number of equations m; integer N; initial conditions «;, . . ., &,.

OUTPUT  approximations w; to u;(t) at the (N + 1) values of .

Step 1 Seth= (b—a)/N;
t=a.

Step2 Forj=1,2,...,msetw; = aj.
Step 3 OUTPUT (¢, w, wy, ..., Wy).
Step4 Fori=1,2,...,N do steps 5-11.

Step5 Forj=1,2,...,mset
li = hfj(t’ Wi, W, ...y Wyy).

Step 6 Forj=1,2,...,mset

koj=hfi(t+ 2w+ ko wo + ko, oo w + ki)
Step 7 Forj=1,2,...,mset

ksj =hfi(t + }%, wy + %kz,l,wz + %kz,z, R %kZ,m)-

Step 8 Forj=1,2,...,mset
kyj=hfit+hw +ks,wa+kso, ..., Wy + k3.

Step9 Forj=1,2,...,mset
w; = w;j + (ki + 2ko;j + 2k3; + ka;) /6.

Step 10 Sett = a + ih.
Step 11 OUTPUT (¢, wy, wa, ..., wy).
Step 12 STOP. n

Illustration  Kirchhoff’s Law states that the sum of all instantaneous voltage changes around a closed
circuit is zero. This law implies that the current /(¢) in a closed circuit containing a resistance
of R ohms, a capacitance of C farads, an inductance of L henries, and a voltage source of
E(¢) volts satisfies the equation

LI'(t) + RI(t) +%/I(t) dt = E(1).

The currents 7; (¢) and I, (¢) in the left and right loops, respectively, of the circuit shown in
Figure 5.7 are the solutions to the system of equations

211 (1) + 6[1, (1) — L(O] + 211 (1) = 12,
% f L(t) dt + 4L (1) + 6[L(t) — I, ()] = 0.
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Figure 5.7
20 0i5 F
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R R
L) 140)
12V — 6Q §4 Q
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If the switch in the circuit is closed at time ¢ = 0, we have the initial conditions 7;(0) = 0
and 1,(0) = 0. Solve for I} (¢) in the first equation, differentiate the second equation, and
substitute for I (1) to get

I{:fl(t9ll,12):_411+312+67 11(0):()3
L= f(t.I ) = 0.61, — 021 = —2.41 + 1.61, +3.6, ©L(0) = 0.

The exact solution to this system is

L(1) = —3.375¢"% + 1.875¢7 %% 4+ 1.5,
L(f) = —2.25¢7 % 4 2.25¢704,

We will apply the Runge-Kutta method of order four to this system with 2 = 0.1. Since
wipo = 11(0) = 0 and wyp = L(0) =0,

ki1 = hfi(to, w1, wa0) = 0.1 £1(0,0,0) = 0.1 (=4(0) + 3(0) + 6) = 0.6,
k1o = hfa(to, w0, w20) = 0.1 £2(0,0,0) = 0.1(-2.4(0) + 1.6(0) + 3.6) = 0.36,

ko = hfi <t0 + %h wio + %kl,l, wao + %km) = 0.1 £1(0.05,0.3,0.18)
= 0.1(—4(0.3) + 3(0.18) + 6) = 0.534,
koo =hf> (to + %h, wig + %ku, woo + %km) = 0.1 £>(0.05,0.3,0.18)
=0.1(—2.4(0.3) + 1.6(0.18) + 3.6) = 0.3168.
Generating the remaining entries in a similar manner produces

ks, = (0.1) £1(0.05,0.267,0.1584) = 0.54072,
kss = (0.1) £2(0.05,0.267,0.1584) = 0.321264,

ksy = (0.1) £,(0.1,0.54072,0.321264) = 0.4800912,
ksn = (0.1) £>(0.1,0.54072,0.321264) = 0.28162944.
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As a consequence,
1
Li(0.D) ~ wy; =wio+ g(kl,l + 2ko1 4+ 2ks 1 + kay)

1
=0+ 3 (0.6 +2(0.534) + 2(0.54072) + 0.4800912) = 0.5382552
and

1
L0.1) = wy; = wyo + g(kl,z + 2k2,2 + 2k3,2 + k4’2) = 0.3196263.

The remaining entries in Table 5.19 are generated in a similar manner. g
Table 5.19 147 Wi, Wy |1 (5) — wy |1>(5) — wa,
0.0 0 0 0 0
0.1 0.5382550 0.3196263 0.8285 x 107 0.5803 x 107>
0.2 0.9684983 0.5687817 0.1514 x 107* 0.9596 x 107>
0.3 1.310717 0.7607328 0.1907 x 10~* 0.1216 x 107*
0.4 1.581263 0.9063208 0.2098 x 107* 0.1311 x 107*
0.5 1.793505 1.014402 0.2193 x 107 0.1240 x 10~
Recall that Maple reserves the Maple’s NumericalAnalysis package does not currently approximate the solution to

letter D to represent systems of initial value problems, but systems of first-order differential equations can by

solved using dsolve. The system in the Illustration is defined with

sys 2 := D) (t) = —4ul(t) 4+ 3u2(t) + 6, D(2)(t) = —2.4ul(¢) + 1.6u2(t) + 3.6

differentiation.

and the initial conditions with

init2 := ul(0) =0, u2(0) =0

The system is solved with the command

sol 2 := dsolve({sys 2, init 2}, {ul(t),u2(t)})

and Maple responds with

0 2 o, 15,3
u = ——e - —e <
8 8

To isolate the individual functions we use
rl := rhs(sol 2[1]); r2 := rhs(sol 2[2])

producing

and to determine the value of the functions at t = 0.5 we use

evalf (subs(t = 0.5,r1)); evalf (subs(t = 0.5,r2))
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giving, in agreement with Table 5.19,

1.793527048

1.014415451
The command dsolve will fail if an explicit solution cannot be found. In that case we
can use the numeric option in dsolve, which applies the Runge-Kutta-Fehlberg technique.

This technique can also be used, of course, when the exact solution can be determined with
dsolve. For example, with the system defined previously,

g = dsolve({sys 2, init 2}, {ul(t), u2(t)}, numeric)
returns

proc(x_rk f45) .. .end proc

To approximate the solutions at # = 0.5, enter

g(0.5)

which gives approximations in the form

[t = 0.5, u2(r) = 1.014415563, ul(t) = 1.793527215]

Higher-Order Differential Equations

Many important physical problems—for example, electrical circuits and vibrating systems—
involve initial-value problems whose equations have orders higher than one. New techniques
are not required for solving these problems. By relabeling the variables, we can reduce
a higher-order differential equation into a system of first-order differential equations and
then apply one of the methods we have already discussed.

A general mth-order initial-value problem

Y@ = fty.y, ...y, a<t<b,

with initial conditions y(a) = a1,y (a) = aa,...,y" VY (a) = a,, can be converted into a
system of equations in the form (5.45) and (5.46).

Letu;(t) = y(t), ua(t) = y'(1), . .., and u,, (t) = y™~V(¢). This produces the first-order
system

duy dy duy dy duy—y  dy™?
— =— = Uy, —_— = — = u3, ey = = Uy,
dt dt : dt dt 3 dt dt
and
du,, _dy(’"’l)

— = =y = £(¢ Loy = f ..
dt dl y f( ’y’y’ 5y ) f(a 15 U2, 9 m),
with initial conditions

w@=y@=a, w@=y@=0, ... w@=y""a)=oan.
Transform the the second-order initial-value problem
y' —2y +2y = ¢ sint, forO <r <1, with y(0)=-04, y(0) = -0.6

into a system of first order initial-value problems, and use the Runge-Kutta method with
h = 0.1 to approximate the solution.
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Solution Let uy(t) = y(t) and u,(¢t) = y'(¢). This transforms the second-order equation
into the system

Uy (1) = ua (1),

uy(t) = e sint — 2uy (1) + 2uy (1),

with initial conditions u; (0) = —0.4, u>(0) = —0.6.
The initial conditions give w; o = —0.4 and w9 = —0.6. The Runge-Kutta Egs. (5.49)
through (5.52) on page 330 with j = 0 give

ki1 = hfi(to, wip, wap) = hwyo = —0.06,

kip = hf(to, w0, wa0) = h[e*sinty — 2wy o + 2wy = —0.04,

h 1 1 1
ko =hfi (lo + 7 Wio + 5’61,1, wyo + §k1,2> =h |:w2,o + z’ﬂ,z} = —0.062,

h 1 1
kap =hf> (to + 7 Wio + Ekl’l’ wy0 + Eku)

1 1
= h | 20009 gin(zy + 0.05) — 2 (ww + §k1,1> +2 <w2,0 + Ekm)}

= —0.03247644757,

1
kzg =h|wyo+ §k2,2i| = —0.06162832238,

i 1 1
k3 = h £210+0.05) sin(fy + 0.05) — 2 (wl’o + Ekz'l) +2 (w2,0 + 5k2,2):|

= —0.03152409237,
kay = h[wyo + k3p] = —0.06315240924,

and
kap = h[©TVsin(ty + 0.1) — 2(wi0 + k3 1) + 2(wa0 + k32) ] = —0.02178637298.

So

wy = wio+ é(kl,l + 2kp g + 2ksy + k) = —0.4617333423
and

wy,1 = Wao + é(kl’z + 2kap + 2k3p + kap) = —0.6316312421.

The value w;; approximates u;(0.1) = y(0.1) = 0.2¢>®D(sin0.1 — 2co0s0.1), and
wy, approximates #2(0.1) = y'(0.1) = 0.2¢**D(45in 0.1 — 3 cos 0.1).

The set of values w;; and w,, for j = 0,1,...,10, are presented in Table 5.20 and
are compared to the actual values of u;(f) = 0.2¢*(sint — 2cost) and u,(t) = u () =
0.2¢¥(4sint — 3 cost). m

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



336 CHAPTER 5

Initial-Value Problems for Ordinary Differential Equations

Table 5.20

t () = ui () wy, V() = ua (1)) Wy ly(@) — wiyl [V (&) — wal
0.0 —0.40000000 —0.40000000 —0.6000000 —0.60000000 0 0

0.1 —0.46173297 —0.46173334 —0.6316304 —0.63163124 3.7 x 1077 7.75 x 1077
0.2 —0.52555905 —0.52555988 —0.6401478 —0.64014895 8.3 x 1077 1.01 x 107
0.3 —0.58860005 —0.58860144 —0.6136630 —0.61366381 1.39 x 10~ 8.34 x 1077
0.4 —0.64661028 —0.64661231 —0.5365821 —0.53658203 2.03 x 107° 1.79 x 1077
0.5 —0.69356395 —0.69356666 —0.3887395 —0.38873810 2.71 x 107 5.96 x 1077
0.6 —0.72114849 —0.72115190 —0.1443834 —0.14438087 3.41 x 107° 7.75 x 1077
0.7 —0.71814890 —0.71815295 0.2289917 0.22899702 4.05 x 107 2.03 x 10~
0.8 —0.66970677 —0.66971133 0.7719815 0.77199180 4.56 x 107 5.30 x 10~
0.9 —0.55643814 —0.55644290 1.534764 1.5347815 4.76 x 107° 9.54 x 10~
1.0 —0.35339436 —0.35339886 2.578741 2.5787663 450 x 1076 1.34 x 1073

In Maple the nth derivative y® ()
is specified by (D@ @n)(y)(t).

We can also use dsolve from Maple on higher-order equations. To define the differential
equation in Example 1, use

def2 := (D@@2)(y)(t) — 2D(y)(t) + 2y(t) = €* sin(z)
and to specify the initial conditions use

init 2 := y(0) = —0.4,D(y)(0) = —0.6

The solution is obtained with the command

sol 2 := dsolve({def 2, init 2}, y(t))

to obtain
1
y(t) = gez’(sin(l) — 2cos(1))

We isolate the solution in function form using
g :=rhs(sol 2)

To obtain y(1.0) = g(1.0), enter

evalf (subs(t = 1.0, g))

which gives —0.3533943574.

Runge-Kutta-Fehlberg is also available for higher-order equations via the dsolve com-
mand with the numeric option. It is employed in the same manner as illustrated for systems
of equations.

The other one-step methods can be extended to systems in a similar way. When error
control methods like the Runge-Kutta-Fehlberg method are extended, each component of
the numerical solution (wyj, wyj, ..., Wy,;) must be examined for accuracy. If any of the
components fail to be sufficiently accurate, the entire numerical solution (w1, wj, . . ., Wy;)
must be recomputed.

The multistep methods and predictor-corrector techniques can also be extended to
systems. Again, if error control is used, each component must be accurate. The extension
of the extrapolation technique to systems can also be done, but the notation becomes quite
involved. If this topic is of interest, see [HNW1].

Convergence theorems and error estimates for systems are similar to those considered
in Section 5.10 for the single equations, except that the bounds are given in terms of vector
norms, a topic considered in Chapter 7. (A good reference for these theorems is [Gel],
pp. 45-72.)

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions reguireit.



5.9 Higher-Order Equations and Systems of Differential Equations 337

EXERCISE SET 5.9

1.  Use the Runge-Kutta method for systems to approximate the solutions of the following systems of
first-order differential equations, and compare the results to the actual solutions.
a.  u; =3u; + 2u, — Q2+ De¥, u(0)=1;
Wy =duy +uy+ (P +2t -4, w0 =1, 0<t<1; h=02;
actual solutions uy (f) = fe* — fe™' +¢* and uy(t) = 1€ + e + 2%,
b. u} = —4u; —2u, +cost+4sint, u,;(0) =0;
wy =3u; +u; —3sint, u(0)=-1; 0<r<2; h=0.1;
actual solutions u; (f) = 2¢™" — 2¢™ +sint and  uy(f) = —3e" + 2¢ .
c. wy=u, u(0)=1;
wy, =—u; —2e'+1, u(0) =0;
wy=—u—e+1, w0)=1 0<tr<2; h=05;
actual solutions u;(f) = cost +sint — e + 1, uy(t) = —sint + cost — €', and uz(r) =
—sint 4 cost.
d W=w-uw+t, u0)=1;
uy = 312, w(0) =1;
wy=u+e’, u0)=-1; 0<r<l; h=0.1;
actual solutions u;(f) = —0.05£ + 025t +t+2 — e, wu(t) = 2+ 1, and uz(t) =
0254 +1—e™.
2. Use the Runge-Kutta method for systems to approximate the solutions of the following systems of
first-order differential equations, and compare the results to the actual solutions.
a u=u—u+2, w(0)=-1;
w, = —uy + up + 4, uz((l))=0; O<t=<1l; h=01I 1
1 1
actual solutions u; (t) = —Eez’ + 1242t — 3 and  up(t) = 562[ +1— 3
b o1 2 1 e 2 0) 3
.Uy = U — Sy — = -, u = -3;
1Tot 3 37
wy=u +3t—4, wp0)=5 0<r<2; h=02
actual solutions u; (f) = —3¢' + 1> and u,(f) = 4e' — 3t + 1.
c. wy=u+2u; —2us+e’, u(0)=3;
wy=u, +uz — 2, u(0)=-1;
wy=u+2u,+e’, w0 =1 0<r<1; h=0.1;

tual soluti ®) 3e' —3sint+6cost ) 3 T+ 3 s t 21 t 2
actual solutions u = —Je  —IHSsIn COS 1, Uu = —e — SNl — —COSt — —e™,
! ’ 2 10 10 5

and u3 (1) 4 12 cost + 2 sint 2
u3(t) = —e — - — —e*.
’ 5 5 5

d. o) =3u +2u, —us — 1 -3t —2sint, u;(0)=5;
wy =u; —2uy +3u3 + 6 —t 4+ 2sint +cost, u(0) = —9;
wy=2u; +4uz +8—-2t, uz(0)=-5 0<r<2; h=02
actual solutions u; (f) = 2¢¥ +3e 2 + 1, uy(t) = —8e % + ¢* — 2¢¥ +sint, and uz(r) =
2e — 4¢3 — M — 2.
3. Use the Runge-Kutta for Systems Algorithm to approximate the solutions of the following higher-
order differential equations, and compare the results to the actual solutions.

a. Yy =2 +y=t—1, 0<t<1, y0)=y(0) =0, withh=0.1;
actual solution y() = %t3e’ —te' +2e —r1—2.

b. 2y =2ty +2y=~FInt, 1<t<2, yl)=1, y(1)=0, withhi=0.1;
actual solution y(r) = 71+ 1 Int — 31°.

e YV'+2y—y-2y=¢, 0<t=<3, y0 =1 y(0) =2 y"(0) =0,withh=0.2;
actual solution y(r) = %e’ + 1" — gefz’ + éze’.

d Y"1y +3ty —4y=5FInt+93, 1<tr<2 y1)=0, y)=1, y'(1) =3,
with s = 0.1; actual solution y(f) = —t> 4+ tcos(Int) + tsin(Inz) + £ In¢.
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4. Use the Runge-Kutta for Systems Algorithm to approximate the solutions of the following higher-
order differential equations, and compare the results to the actual solutions.

a. Y =3y 4+2y=6e", 0<t=<1, y0)=y(0) =2, withh =0.1;
actual solution y(f) = 2¢* — ¢’ +e7".
b. ' +ty —4y=-3t, 1<t<3, y(l)=4, y(1)=3, withh =02;
actual solution y(f) = 21> + ¢ + 172
c. Y4y —4—-4y=0, 0<r=<2, y0) =3, yO0=-1, y'(©0) =9, withh =0.2;
actual solution y(f) = e~ + * 4+ e~ 2.
d 2y +2y -2 +2y=87-2, 1<t<2 yl)=2 Y1) =38, y'(l)=06,with
h=0.1; actual solution y(t) =2t —t' +> + 1 — 1.
5. Change the Adams Fourth-Order Predictor-Corrector Algorithm to obtain approximate solutions to
systems of first-order equations.
6. Repeat Exercise 2 using the algorithm developed in Exercise 5.
7. Repeat Exercise 1 using the algorithm developed in Exercise 5.

8. Suppose the swinging pendulum described in the lead example of this chapter is 2 ft long and that
g = 32.17 ft/s*>. With h = 0.1 s, compare the angle 6 obtained for the following two initial-value
problems att = 0, 1, and 2 s.

a L0 %00 sm=". 00 =0
. — 4+ sind =0, ==, =0,
ar 6
e g T
b. 24180, 00)=2, 00 =0,
o+ O=% 00

9. The study of mathematical models for predicting the population dynamics of competing species has
its origin in independent works published in the early part of the 20th century by A. J. Lotka and
V. Volterra (see, for example, [Lo1], [Lo2], and [Vo]).

Consider the problem of predicting the population of two species, one of which is a predator,
whose population at time ¢ is x,(¢), feeding on the other, which is the prey, whose population is x; (7).
We will assume that the prey always has an adequate food supply and that its birth rate at any time
is proportional to the number of prey alive at that time; that is, birth rate (prey) is k;x; (¢). The death
rate of the prey depends on both the number of prey and predators alive at that time. For simplicity,
we assume death rate (prey) = kpx; (£)x,(¢). The birth rate of the predator, on the other hand, depends
on its food supply, x; (¢), as well as on the number of predators available for reproduction purposes.
For this reason, we assume that the birth rate (predator) is k3x; (¢)x,(¢). The death rate of the predator
will be taken as simply proportional to the number of predators alive at the time; that is, death rate
(predator) = k4x,(1).

Since x| (¢) and x)(¢) represent the change in the prey and predator populations, respectively,
with respect to time, the problem is expressed by the system of nonlinear differential equations

x1(1) = kixy (1) — kox (Dx2(1)  and x5 (1) = kaxy (Dx2 (1) — kaxa (1).

Solve this system for 0 < 7 < 4, assuming that the initial population of the prey is 1000 and of the
predators is 500 and that the constants are k; = 3, k, = 0.002, k3 = 0.0006, and k, = 0.5. Sketch a
graph of the solutions to this problem, plotting both populations with time, and describe the physical
phenomena represented. Is there a stable solution to this population model? If so, for what values x;
and x, is the solution stable?

10. In Exercise 9 we considered the problem of predicting the population in a predator-prey model.
Another problem of this type is concerned with two species competing for the same food supply. If
the numbers of species alive at time ¢ are denoted by x; (¢) and x, (¢), it is often assumed that, although
the birth rate of each of the species is simply proportional to the number of species alive at that time,
the death rate of each species depends on the population of both species. We will assume that the
population of a particular pair of species is described by the equations

dxl ([) dX2 (f)
i x1 ()[4 — 0.0003x, () — 0.0004x,(r)] and

= x(1)[2 — 0.0002x; (t) — 0.0001x,(1)].
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If it is known that the initial population of each species is 10,000, find the solution to this system for
0 <t < 4. Is there a stable solution to this population model? If so, for what values of x; and x;, is
the solution stable?

5.10

Definition 5.18

A one-step method is consistent
if the difference equation for the
method approaches the
differential equation as the step
size goes to zero.

Definition 5.19

A method is convergent if the
solution to the difference
equation approaches the solution
to the differential equation as the
step size goes to zero.

Example 1

Stability

A number of methods have been presented in this chapter for approximating the solution
to an initial-value problem. Although numerous other techniques are available, we have
chosen the methods described here because they generally satisfied three criteria:

® Their development is clear enough so that you can understand how and why they work.

® One or more of the methods will give satisfactory results for most of the problems that
are encountered by students in science and engineering.

® Most of the more advanced and complex techniques are based on one or a combination
of the procedures described here.

One-Step Methods

In this section, we discuss why these methods are expected to give satisfactory results when
some similar methods do not. Before we begin this discussion, we need to present two
definitions concerned with the convergence of one-step difference-equation methods to the
solution of the differential equation as the step size decreases.

A one-step difference-equation method with local truncation error 7;(k) at the ith step is
said to be consistent with the differential equation it approximates if

lim max |zt;(h)| = 0. [ |
h—0 1<i<N

Note that this definition is a local definition since, for each of the values t;(h), we
are assuming that the approximation w;_; and the exact solution y(#;,_;) are the same. A
more realistic means of analyzing the effects of making / small is to determine the global
effect of the method. This is the maximum error of the method over the entire range of the
approximation, assuming only that the method gives the exact result at the initial value.

A one-step difference-equation method is said to be convergent with respect to the differ-
ential equation it approximates if

lim max |w; — y(#;)| = 0,
h—0 1<i<N

where y(#;) denotes the exact value of the solution of the differential equation and w; is the
approximation obtained from the difference method at the ith step. [ ]

Show that Euler’s method is convergent.
Solution Examining Inequality (5.10) on page 271, in the error-bound formula for Euler’s
method, we see that under the hypotheses of Theorem 5.9,

Mh
w(t M Lb—a) _
lrgglwz y()| < L le 1.
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results depend continuously on

the initial data.

Theorem 5.20
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However, M, L, a, and b are all constants and

lim max |w; — y(#)] < lim Mh |eL(b’“) —1/=0
h—>01<i<N ' Y= S0 2L '

So Euler’s method is convergent with respect to a differential equation satisfying the con-

ditions of this definition. The rate of convergence is O(h). [ |

A consistent one-step method has the property that the difference equation for the
method approaches the differential equation when the step size goes to zero. So the local
truncation error of a consistent method approaches zero as the step size approaches zero.

The other error-bound type of problem that exists when using difference methods to
approximate solutions to differential equations is a consequence of not using exact results.
In practice, neither the initial conditions nor the arithmetic that is subsequently performed
is represented exactly because of the round-off error associated with finite-digit arithmetic.
In Section 5.2 we saw that this consideration can lead to difficulties even for the convergent
Euler’s method.

To analyze this situation, at least partially, we will try to determine which methods are
stable, in the sense that small changes or perturbations in the initial conditions produce
correspondingly small changes in the subsequent approximations.

The concept of stability of a one-step difference equation is somewhat analogous to
the condition of a differential equation being well-posed, so it is not surprising that the
Lipschitz condition appears here, as it did in the corresponding theorem for differential
equations, Theorem 5.6 in Section 5.1.

Part (i) of the following theorem concerns the stability of a one-step method. The
proof of this result is not difficult and is considered in Exercise 1. Part (ii) of Theorem 5.20
concerns sufficient conditions for a consistent method to be convergent. Part (iii) justifies the
remark made in Section 5.5 about controlling the global error of a method by controlling
its local truncation error and implies that when the local truncation error has the rate of
convergence O(h"), the global error will have the same rate of convergence. The proofs of
parts (ii) and (iii) are more difficult than that of part (i), and can be found within the material
presented in [Gel], pp. 57-58.

Suppose the initial-value problem
Y=fty, a<t<b, ya) =a,
is approximated by a one-step difference method in the form
wy = «,
Wit1 = w; + he (4, wi, h).

Suppose also that a number /g > 0 exists and that ¢ (¢, w, &) is continuous and satisfies a
Lipschitz condition in the variable w with Lipschitz constant L on the set

D={{t,w,h) |a<t<band —oc0o <w < 00,0 <h < hy}.
Then
(i) The method is stable;

(ii) The difference method is convergent if and only if it is consistent, which is
equivalent to

¢(t,y,0) = f(t,y), foralla <t <b;
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(iii) If a function 7 exists and, for each i = 1,2,..., N, the local truncation error
7;(h) satisfies |7;(h)| < t(h) whenever 0 < h < hy, then

h
ly(#) — wil < 2B o, L
L
Example 2 The Modified Euler method is given by wy = «,
h
Wiy = Wi+ 2 [f @ wi) + f (g1, wi + A f (G w)], fori=0,1,...,N — 1.

Verify that this method is stable by showing that it satisfies the hypothesis of Theorem 5.20.

Solution For this method,

¢, w,h) = %f(t,w)+%f(t+h,w+hf(t,u))).

If f satisfies a Lipschitz condition on {(f,w) | @ <t < band — o0 < w < 00} in the
variable w with constant L, then, since

o, w,h) — o, w,h) = %f(t,w)-}- %f(t+h,w+hf(t,w))

1 1
— Ef(t,w) — Ef(t+h,w+hf(t,w)),

the Lipschitz condition on f leads to
1 1
lp (2, w, h) — Pp(1,w, h)| < SLlw—wl+ 5L lw+hf(t,w) —w—hfw)
1
<Llw—-w|+ EL lhf (@t w) —hf(w)l
S —
§L|w—w|+§hL |lw — w]|

1, _
=L+ <hL” ) |lw — w]|.
2
Therefore, ¢ satisfies a Lipschitz condition in w on the set
{t,w,h) |la<t<b,—o0 < w <00, and 0 < h < hy},

for any hy > 0 with constant
1
U=L+§%ﬁ.

Finally, if f is continuous on {(f,w) | a < t < b,—00 < w < o0}, then ¢ is
continuous on

{tG,w,h) |la<t<b,—o0 <w <00, and 0 < h < hy};
so Theorem 5.20 implies that the Modified Euler method is stable. Letting 7 = 0, we have
1 1
¢t w,0) =S ftw)+ S fE+0w+0- fw) = f(t,w),
so the consistency condition expressed in Theorem 5.20, part (ii), holds. Thus, the method

is convergent. Moreover, we have seen that for this method the local truncation error is
O(h?), so the convergence of the Modified Euler method is also O(h?). [ |
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Multistep Methods

For multistep methods, the problems involved with consistency, convergence, and stability
are compounded because of the number of approximations involved at each step. In the one-
step methods, the approximation w;; depends directly only on the previous approximation
w;, whereas the multistep methods use at least two of the previous approximations, and the
usual methods that are employed involve more.

The general multistep method for approximating the solution to the initial-value
problem

Y =fty), a<t<b, ya) =aq, (5.54)
has the form
Wy =0, W =0, ..., Wy_|=C0n_1,
Wit] = A1 Wi + Ap2Wi—1 + -+ + AoWit1—m + AF @i, by Wit 1, Wiy« ., Wi 1-m),
(5.55)
foreachi = m — 1,m,...,N — 1, where ay,ay,...,a,y are constants and, as usual,

h=®—-a)/Nandt; = a+ ih.
The local truncation error for a multistep method expressed in this form is

Y(ir1) — apo1y(t) — - - — aoy(lix1—-m)
Tip1(h) =
h
- F(tis ha y(ti+1)9y(ti), e ’y(tiﬁ*lfm))’
foreachi = m — I,m,...,N — 1. As in the one-step methods, the local truncation er-

ror measures how the solution y to the differential equation fails to satisfy the difference
equation.
For the four-step Adams-Bashforth method, we have seen that

251
i1 (h) = %y@(u,-)h“, for some 4; € (t;—3,ti41),

whereas the three-step Adams-Moulton method has

19
i1 (h) = —%ym ()h*,  for some w; € (ti-a,ti1),

provided, of course, that y € C°[a, b].
Throughout the analysis, two assumptions will be made concerning the function F":

e If f = 0 (that is, if the differential equation is homogeneous), then F' = 0 also.

® [ satisfies a Lipschitz condition with respect to {w;}, in the sense that a constant L exists

and, for every pair of sequences {vj}jv=0 and {f)j}JN:O andfori=m—1,m,...,N — 1, we
have
m
[F(ti, b, Vi1, - ooy Vigt—m) — F(ti, By Dig1, - oo Vigr—m) | < LZ [Vit1—j — Vig1-4l.
j=0

The explicit Adams-Bashforth and implicit Adams-Moulton methods satisfy both of
these conditions, provided f satisfies a Lipschitz condition. (See Exercise 2.)

The concept of convergence for multistep methods is the same as that for one-step
methods.
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® A multistep method is convergent if the solution to the difference equation approaches
the solution to the differential equation as the step size approaches zero. This means that
limy,, o maxo<;<y | w; — y(#;)| = 0.

For consistency, however, a slightly different situation occurs. Again, we want a multi-
step method to be consistent provided that the difference equation approaches the differential
equation as the step size approaches zero; that is, the local truncation error approaches zero
at each step as the step size approaches zero. The additional condition occurs because of
the number of starting values required for multistep methods. Since usually only the first
starting value, wy = o, is exact, we need to require that the errors in all the starting values
{o;} approach zero as the step size approaches zero. So

%in(l) lt;(W)| =0, foralli=m,m+1,...,N and (5.56)

lim fo; = y(t) = 0, foralli=1.2.....m— 1, (5.57)

must be true for a multistep method in the form (5.55) to be consistent. Note that (5.57)
implies that a multistep method will not be consistent unless the one-step method generating
the starting values is also consistent.

The following theorem for multistep methods is similar to Theorem 5.20, part (iii),
and gives a relationship between the local truncation error and global error of a multistep
method. It provides the theoretical justification for attempting to control global error by
controlling local truncation error. The proof of a slightly more general form of this theorem
can be found in [IK], pp. 387-388.

Theorem 5.21 Suppose the initial-value problem

y=f@ty, a<t<b, y)=a,

is approximated by an explicit Adams predictor-corrector method with an m-step Adams-
Bashforth predictor equation

Wit = Wi + Alby_1 (@ wi) + -+ bo f (tig1—m> Wig1-m) ],

with local truncation error 7,4 (h), and an (m — 1)-step implicit Adams-Moulton corrector
equation

Wit =w; +h I:Em—lf(ti, Wit1) + Do f(ti, wi) + -+ -+ bo f (tira—m, wi+2—m)] ,

with local truncation error 741 (%). In addition, suppose that f(¢,y) and f, (¢, y) are contin-
uousonD = {(#,y) | a <t < band —0co0 < y < oo} and that f is bounded. Then the local
truncation error 0,4 (h) of the predictor-corrector method is

~ ~ 9
oir1(h) = Tip1 (M) + T 1 (W b1 %(E’H,@Hl),

where 6;, is a number between zero and ht;1(h).
Moreover, there exist constants k; and k, such that

lw; — y(t)| < [ max |wj —y(tj)| + kla(h)i| ekz(tra)’
0<j<m-—1

where o (h) = max,,<j<y |oj(h)]. "
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Before discussing connections between consistency, convergence, and stability for mul-
tistep methods, we need to consider in more detail the difference equation for a multistep
method. In doing so, we will discover the reason for choosing the Adams methods as our
standard multistep methods.

Associated with the difference equation (5.55) given at the beginning of this discussion,

Wy =, W) =01, «.vy Wiye] = Ui,
Wit = Ay Wi + p—2Wi—1 + =+ + AoWit1—m + AF ti, hy W1, Wiy« oo, Wig1-m)s
is a polynomial, called the characteristic polynomial of the method, given by
P(L) = A" — @ A" — @ oA — s — gk — ap. (5.58)

The stability of a multistep method with respect to round-off error is dictated the by
magnitudes of the zeros of the characteristic polynomial. To see this, consider applying the
standard multistep method (5.55) to the trivial initial-value problem

vy =0, y(@ =a, wherea #0. (5.59)

This problem has exact solution y(#) = «. By examining Eqs. (5.27) and (5.28) in Section
5.6 (see page 304), we can see that any multistep method will, in theory, produce the exact
solution w, = « for all n. The only deviation from the exact solution is due to the round-off
error of the method.

The right side of the differential equation in (5.59) has f(¢,y) = 0, so by assumption
(1), we have F(t;, h, wit1, Wit2, ..., Wir1—y) = 0 in the difference equation (5.55). As a
consequence, the standard form of the difference equation becomes

Wit] = Ao Wi + pu2Wi—{ + -+ + AQoWit1—p- (5.60)

Suppose X is one of the zeros of the characteristic polynomial associated with (5.55).
Then w, = A" for each n is a solution to (5.59) since

)\,H_l . am,l)»i _ Clmfz)ni_] I Cl())»i-H_m — )\H_l_m[)»m _ amfl)\m_l . — ao] = 0.

In fact, if Ay, Ay, . .., A, are distinct zeros of the characteristic polynomial for (5.55), it can
be shown that every solution to (5.60) can be expressed in the form

wy =Y ekl (5.61)
i=1

for some unique collection of constants ¢y, ¢, .. ., Cpy-
Since the exact solution to (5.59) is y(¢) = «, the choice w,, = «, for all n, is a solution
to (5.60). Using this fact in (5.60) gives

O=a—aap_1—aau_r—---—aay=c[l —a,_1 —au_>— - —apl.

This implies that A = 1 is one of the zeros of the characteristic polynomial (5.58). We will
assume that in the representation (5.61) this solution is described by A; = 1 and ¢; = «, so
all solutions to (5.59) are expressed as

m
w, =a + Z il (5.62)

i=2
If all the calculations were exact, all the constants ¢y, c3, . . . , ¢;; would be zero. In practice,
the constants ¢5, c3, ..., ¢, are not zero due to round-off error. In fact, the round-off error
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grows exponentially unless |1;| < 1 for each of the roots A, A3, ..., A,. The smaller the
magnitude of these roots, the more stable the method with respect to the growth of round-off
error.

In deriving (5.62), we made the simplifying assumption that the zeros of the char-
acteristic polynomial are distinct. The situation is similar when multiple zeros occur. For
example, if Ay = Agy1 = -+ = Mgy, for some k and p, it simply requires replacing the sum

Cihg + Chprhigy oot Caphiy,

in (5.62) with

M+ cpnh T 4 cppan(n — DAF 2+ -+ apgpln(n— 1) - (n—p + DAL,
(5.63)
(See [He2], pp. 119-145.) Although the form of the solution is modified, the round-off error
if || > 1 still grows exponentially.
Although we have considered only the special case of approximating initial-value
problems of the form (5.59), the stability characteristics for this equation determine the
stability for the situation when f (¢, y) is not identically zero. This is because the solution to

the homogeneous equation (5.59) is embedded in the solution to any equation. The following
definitions are motivated by this discussion.

Definition 5.22 Let Ay, Ay, ..., A, denote the (not necessarily distinct) roots of the characteristic equation
PO =" —au A" — o —ah—ay=0
associated with the multistep difference method

Wy =0, W =0a1, ..., Wy =0y

Wit] = A1 W; + QoW1 + - -+ + GoWit1—pm + AF (8, b, Wi, Wi, oo, Wik 1—m)-

If |A;] < 1,foreachi = 1,2,...,m, and all roots with absolute value 1 are simple roots,
then the difference method is said to satisfy the root condition. [ ]

Definition 5.23 (i) Methods that satisfy the root condition and have A = 1 as the only root of the
characteristic equation with magnitude one are called strongly stable.

(ii) Methods that satisfy the root condition and have more than one distinct root with
magnitude one are called weakly stable.

(iili) Methods that do not satisfy the root condition are called unstable. [ |

Consistency and convergence of a multistep method are closely related to the round-off
stability of the method. The next theorem details these connections. For the proof of this
result and the theory on which it is based, see [IK], pp. 410-417.

Theorem 5.24 A multistep method of the form
Wo=0«, W =01, ..., Wy =01,
Wit = A Wi + AuoWi_1 + - -+ + AoWitp1—m + AF (G, hy Wi, Wiy .o, Wig1—m)

is stable if and only if it satisfies the root condition. Moreover, if the difference method
is consistent with the differential equation, then the method is stable if and only if it is
convergent. ]
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Example 4

Example 5

Table 5.21
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The fourth-order Adams-Bashforth method can be expressed as

Wit = w; + hF G, h, wigr, w, ..., wi—3),
where
h
F(ti, hywiyy,,...,wi—3) = ﬁ[SSf(ti, w;) — 59 f(tiz1, wizy)

+ 37 f(ti—2, wi—2) — 9f (ti=3, wi-3)];
Show that this method is strongly stable.

Solution 1In this case we have m = 4, a9 = 0, a; = 0, a, = 0, and a3 = 1, so the
characteristic equation for this Adams-Bashforth method is

0=Pl)=x*=-2=20-1.

This polynomial has roots A; = 1, A, = 0, A3 = 0, and A4 = 0. Hence it satisfies the root
condition and is strongly stable.

The Adams-Moulton method has a similar characteristic polynomial, P(1) = A3 — A2,
with zeros A; = 1, A, = 0, and A3 = 0, and is also strongly stable. ]

Show that the fourth-order Milne’s method, the explicit multistep method given by

4h
Wiyt = Wi-3 + = [2f (1 w) — f(timr,wimy) + 2. f (o, wisn) ]

satisfies the root condition, but it is only weakly stable.

Solution The characteristic equation for this method, 0 = P(A) = A% — 1, has four roots

with magnitude one: Ay = 1, A, = —1, A3 = i, and A4 = —i. Because all the roots have
magnitude 1, the method satisfies the root condition. However, there are multiple roots with
magnitude 1, so the method is only weakly stable. [

Apply the strongly stable fourth-order Adams-Bashforth method and the weakly stable
Milne’s method with 4 = 0.1 to the initial-value problem

y=—-6y+6, 0<t<1, y0) =2,
which has the exact solution y(t) = 1 + e o,

Solution The results in Table 5.21 show the effects of a weakly stable method versus a

strongly stable method for this problem. [ ]
Adams-Bashforth Milne’s
Exact Method Error Method Error
15 (%) w; lyi — w; w; [yi — wil

0.10000000 1.5488116 1.5488116

0.20000000 1.3011942 1.3011942

0.30000000 1.1652989 1.1652989

0.40000000 1.0907180 1.0996236 8.906 x 1073 1.0983785  7.661 x 1073
0.50000000 1.0497871 1.0513350 1.548 x 1073 1.0417344  8.053 x 1073
0.60000000 1.0273237 1.0425614 1.524 x 1072 1.0486438  2.132 x 1072
0.70000000 1.0149956 1.0047990 1.020 x 1072 0.9634506  5.154 x 1072
0.80000000 1.0082297 1.0359090 2.768 x 1072 1.1289977 1.208 x 107!
0.90000000 1.0045166 0.9657936 3.872 x 1072 0.7282684  2.762 x 107!
1.00000000 1.0024788 1.0709304 6.845 x 1072 1.6450917 6.426 x 107!
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The reason for choosing the Adams-Bashforth-Moulton as our standard fourth-order
predictor-corrector technique in Section 5.6 over the Milne-Simpson method of the same
order is that both the Adams-Bashforth and Adams-Moulton methods are strongly stable.
They are more likely to give accurate approximations to a wider class of problems than
is the predictor-corrector based on the Milne and Simpson techniques, both of which are
weakly stable.

EXERCISE SET 5.10

1.

To prove Theorem 5.20, part (i), show that the hypotheses imply that there exists a constant K > 0
such that

lu; — v;| < Klug — vg|, foreach 1 <i <N,

whenever {1;} | and {v;}¥, satisfy the difference equation w;y; = w; + ho (t;, w;, h).
For the Adams-Bashforth and Adams-Moulton methods of order four,
a. Show thatif f = 0, then

F(tiv hv Witlsenns wH»lfm) =0.
b. Show that if f satisfies a Lipschitz condition with constant L, then a constant C exists with
m
[F(ti by Wigts oo Wig1—m) — F (i by Vigrs -+ Vi) < C Z [Wig1—j — Vig1-jl.
j=0

Use the results of Exercise 32 in Section 5.4 to show that the Runge-Kutta method of order four is
consistent.

Consider the differential equation
V=fty, ast<b ya=cq.

a. Show that

3y + Ay(tin) — y(ti42) o,
= o + 3 ¢,

¥ ()

for some &, where 1; < & < t;15.

b.  Part (a) suggests the difference method
Wigy = 4w,-+1 — 3w,~ — 2hf(l,‘, ll),'), fori = 0, 1, . ,N — 2.
Use this method to solve

y=1-y, 0<t<1, y0) =0,

with i = 0.1. Use the starting values wy = 0 and w; = y(t;) = 1 — e %1,

c. Repeat part (b) with & = 0.01 and w; = 1 — 700,
d. Analyze this method for consistency, stability, and convergence.

Given the multistep method

3 1
Wiy = —Ewi + 3w;_ — Ew,;z + Shf([i, w;), fori=2,...,N—1,

with starting values wy, wy, ws:
a.  Find the local truncation error.
b. Comment on consistency, stability, and convergence.
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6.  Obtain an approximate solution to the differential equation

y=-y, 0<t<10, y0)=1
using Milne’s method with 4 = 0.1 and then & = 0.01, with starting values wy = 1 and w; = e¢™" in
both cases. How does decreasing / from & = 0.1 to & = 0.01 affect the number of correct digits in
the approximate solutions at # = 1 and r = 10?

7. Investigate stability for the difference method
Wit = —4w; + Swi—1 + 280 f (1, wi) + 2h f (ti1, wi1)],

fori =1,2,...,N — 1, with starting values wy, w;.

8. Consider the problem y’ = 0,0 < ¢ < 10, y(0) = 0, which has the solution y = 0. If the difference
method of Exercise 4 is applied to the problem, then

w,+|:4w,-—3w,~_1, fori:1,2,...,N—1,

w0=0, and w; = .

Suppose w; = a; = €, where ¢ is a small rounding error. Compute w; exactly fori = 2,3,...,6to
find how the error ¢ is propagated.

5.11 Stiff Differential Equations

All the methods for approximating the solution to initial-value problems have error terms that
involve a higher derivative of the solution of the equation. If the derivative can be reasonably
bounded, then the method will have a predictable error bound that can be used to estimate the
accuracy of the approximation. Even if the derivative grows as the steps increase, the error
can be kept in relative control, provided that the solution also grows in magnitude. Problems
frequently arise, however, when the magnitude of the derivative increases but the solution
does not. In this situation, the error can grow so large that it dominates the calculations.
Initial-value problems for which this is likely to occur are called stiff equations and are
quite common, particularly in the study of vibrations, chemical reactions, and electrical
circuits.

Stiff differential equations are characterized as those whose exact solution has a term
of the form e, where ¢ is a large positive constant. This is usually only a part of the
solution, called the transient solution. The more important portion of the solution is called
the steady-state solution. The transient portion of a stiff equation will rapidly decay to zero
as t increases, but since the nth derivative of this term has magnitude ¢"e~, the derivative
does not decay as quickly. In fact, since the derivative in the error term is evaluated not
at ¢, but at a number between zero and ¢, the derivative terms can increase as ¢ increases—
and very rapidly indeed. Fortunately, stiff equations generally can be predicted from the
physical problem from which the equation is derived and, with care, the error can be kept
under control. The manner in which this is done is considered in this section.

Stiff systems derive their name
from the motion of spring and
mass systems that have large
spring constants.

Illustration  The system of initial-value problems
, 1, 4
ul=9u1+24u2+5cost—§smt, u1(0)=§

1 2
uy = —24uy — 51uy — 9cost + gsinz, u(0) = 3
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has the unique solution

1 1
() =2 — e 4 3 oS f, w(t)=—e 4273 = 3 cos t.
The transient term e 3% in the solution causes this system to be stiff. Applying Algorithm
5.7, the Runge-Kutta Fourth-Order Method for Systems, gives results listed in Table 5.22.
When & = 0.05, stability results and the approximations are accurate. Increasing the step

size to 1 = 0.1, however, leads to the disastrous results shown in the table. O
Table 5.22 w (1) i (1) s (1) s (1)

t uy (f) h=0.05 h=0.1 uy (f) h = 0.05 h=0.1
0.1 1.793061 1.712219 —2.645169 —1.032001 —0.8703152 7.844527
0.2 1.423901 1.414070 —18.45158 —0.8746809 —0.8550148 38.87631
0.3 1.131575 1.130523 —87.47221 —0.7249984 —0.7228910 176.4828
0.4 0.9094086 0.9092763 —934.0722 —0.6082141 —0.6079475 789.3540
0.5 0.7387877 9.7387506 —1760.016 —0.5156575 —0.5155810 3520.00
0.6 0.6057094 0.6056833 —7848.550 —0.4404108 —0.4403558 15697.84
0.7 0.4998603 0.4998361 —34989.63 —0.3774038 —0.3773540 69979.87
0.8 0.4136714 0.4136490 —155979.4 —0.3229535 —0.3229078 311959.5
0.9 0.3416143 0.3415939 —695332.0 —0.2744088 —0.2743673 1390664.
1.0 0.2796748 0.2796568 —3099671. —0.2298877 —0.2298511 6199352.

Although stiffness is usually associated with systems of differential equations, the
approximation characteristics of a particular numerical method applied to a stiff system can
be predicted by examining the error produced when the method is applied to a simple zest
equation,

v =21y, y0)=a, wherei <DO. (5.64)

The solution to this equation is y(f) = ae*, which contains the transient solution ¢*. The
steady-state solution is zero, so the approximation characteristics of a method are easy to
determine. (A more complete discussion of the round-off error associated with stiff systems
requires examining the test equation when A is a complex number with negative real part;
see [Gel], p. 222.)

First consider Euler’s method applied to the test equation. Letting 2 = (b — a)/N and
ti =jh,forj=0,1,2,...,N, Eq. (5.8) on page 266 implies that

wo =0, and wjy =w;+hQw) =1+ h)w;,
o)
w1 = (1 +hYy T wy = (1 +hy e, forj=0,1,...,N — 1. (5.65)
Since the exact solution is y(t) = ae’’, the absolute error is
ly(t) — wjl = [&" = (1 + )| | = | (") = (1 +h0)7| |al,

and the accuracy is determined by how well the term 1+ kA approximates ¢’*. When A < 0,
the exact solution (e"*)/ decays to zero as j increases, but by Eq.(5.65), the approximation
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will have this property only if |1 + AA| < 1, which implies that —2 < hA < 0. This
effectively restricts the step size i for Euler’s method to satisfy A < 2/|A|.

Suppose now that a round-off error Jy is introduced in the initial condition for Euler’s
method,

wy = o + J.
At the jth step the round-off error is
8 = (1+ hn) 5.

Since A < 0, the condition for the control of the growth of round-off error is the same as
the condition for controlling the absolute error, |1 4+ 4A| < 1, which implies that &z < 2/|A|.
So

e Euler’s method is expected to be stable for
y =iy, y(0) =«, wherei <0,

only if the step size 4 is less than 2/|A|.

The situation is similar for other one-step methods. In general, a function Q exists with
the property that the difference method, when applied to the test equation, gives

wir1 = Q(hA)w;. (5.60)

The accuracy of the method depends upon how well Q(hA) approximates ¢*, and the error
will grow without bound if |Q(hA)| > 1. An nth-order Taylor method, for example, will
have stability with regard to both the growth of round-off error and absolute error, provided
h is chosen to satisfy

122 1nn
l+hr+ A" A"+ -+ =h"A" < 1.
2 n!

Exercise 10 examines the specific case when the method is the classical fourth-order Runge-
Kutta method,which is essentially a Taylor method of order four.
When a multistep method of the form (5.54) is applied to the test equation, the result is

Wit = A1 Wj + -+ - + AoWjy1—m + BA(Dpwjy1 + bp_1wj + - - + boWjy1-p),
forj=m—1,...,N—1,or
(1 = hAbp)wjt1 — (@m—1 + hAby_)wj — - - - — (ag + hAby) Wjy1—m = 0.
Associated with this homogeneous difference equation is a characteristic polynomial
0(z,hr) = (1 — haby)Z™ — (am—1 + hAby_1)Z" "' — -+ — (ap + hAby).

This polynomial is similar to the characteristic polynomial (5.58), but it also incorporates
the test equation. The theory here parallels the stability discussion in Section 5.10.

Suppose wy, . .., w,—; are given, and, for fixed hA, let By, ..., B, be the zeros of the
polynomial Q(z, hA). If By, ..., By, are distinct, then ¢y, . . ., ¢, exist with
wjzzck(ﬂk)j, fijZO,...,N. (567)
k=1

If O(z, h)) has multiple zeros, w; is similarly defined. (See Eq. (5.63) in Section 5.10.) If w;
is to accurately approximate y(#j) = e = (¢"*)/, then all zeros By must satisfy |B¢] < 1;
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otherwise, certain choices of o will result in ¢; # 0, and the term ¢ (8;)/ will not decay to
Zero.

lllustration  The test differential equation

1
Y==30y, 0=r=15 yO =3

has exact solution y = e, Using h = 0.1 for Euler’s Algorithm 5.1, Runge-Kuita
Fourth-Order Algorithm 5.2, and the Adams Predictor-Corrector Algorithm 5.4, gives the

results at 1 = 1.5 in Table 5.23. ]
Table5.23 gy, solution 9.54173 x 102!

Euler’s method —1.09225 x 10*

Runge-Kutta method 3.95730 x 10!

Predictor-corrector method 8.03840 x 10°

The inaccuracies in the Illustration are due to the fact that |Q(hA)| > 1 for Euler’s
method and the Runge-Kutta method and that Q(z, h)) has zeros with modulus exceeding
1 for the predictor-corrector method. To apply these methods to this problem, the step
size must be reduced. The following definition is used to describe the amount of step-size
reduction that is required.

Definition 5.25 The region R of absolute stability for a one-step method is R = {hA € C | |Q(h))| < 1},
and for a multistep method, itis R = {hX € C | |Bx| < 1, for all zeros B; of Q(z,hr)}. m

Equations (5.66) and (5.67) imply that a method can be applied effectively to a stiff
equation only if 4 is in the region of absolute stability of the method, which for a given
problem places a restriction on the size of 4. Even though the exponential term in the exact
solution decays quickly to zero, Ak must remain within the region of absolute stability
throughout the interval of ¢ values for the approximation to decay to zero and the growth of
error to be under control. This means that, although % could normally be increased because
of truncation error considerations, the absolute stability criterion forces & to remain small.
Variable step-size methods are especially vulnerable to this problem because an examination
of the local truncation error might indicate that the step size could increase. This could
inadvertently result in Ak being outside the region of absolute stability.

The region of absolute stability of a method is generally the critical factor in producing
accurate approximations for stiff systems, so numerical methods are sought with as large
a region of absolute stability as possible. A numerical method is said to be A-stable if its
region R of absolute stability contains the entire left half-plane.

This method is implicit because it The Implicit Trapezoidal method, given by
involves w;,; on both sides of the
equation. wy = o, (5.68)

h .
wir1 = wj + 5 [fG1wie) + f(Gwp)], 0<j<N-1,

is an A-stable method (see Exercise 15) and is the only A-stable multistep method. Although
the Trapezoidal method does not give accurate approximations for large step sizes, its error
will not grow exponentially.
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The techniques commonly used for stiff systems are implicit multistep methods. Gen-
erally w;; is obtained by solving a nonlinear equation or nonlinear system iteratively, often
by Newton’s method. Consider, for example, the Implicit Trapezoidal method

h
Wiy = w; + E[f(tj-q-l, wi1) + S (@, wy)l.

Having computed #, 41, and w;, we need to determine wj, i, the solution to

h
Fw)=w-—w;— z[f(tj—H, w) + f (&, w)] =0. (5.69)

To approximate this solution, select ]( +)1, usually as wj, and generate w; +1 by applying

Newton’s method to (5.69),

(k D
I Fwi, )
Wit1 = Wit (k )
Frw ")
(k=1) h (k1)
_ e Wi W L @Gw) + f @G wigy )]
- Tl h k=1)
1- Efy(tj-'rl, Wiy )
until |w(<kk)1 — wj(ﬁl)| is sufficiently small. This is the procedure that is used in Algorithm

5.8. Normally only three or four iterations per step are required, because of the quadratic
convergence of Newton’s mehod.

The Secant method can be used as an alternative to Newton’s method in Eq. (5.69),
but then two distinct initial approximations to wjy; are required. To employ the Secant
method, the usual practice is to let ]( +)1 = wj and obtain w( ) | from some explicit multistep
method. When a system of stiff equations is involved, a generallzatlon is required for either

Newton’s or the Secant method. These topics are considered in Chapter 10.

Trapezoidal with Newton Iteration
To approximate the solution of the initial-value problem
v = f(t,y), fora<t<b, withya) =«
at (N + 1) equally spaced numbers in the interval [a, b]:
INPUT endpoints a, b; integer N; initial condition «; tolerance TOL; maximum number
of iterations M at any one step.
OUTPUT approximation w to y at the (N + 1) values of r or a message of failure.

Step 1 Seth = (b— a)/N;
t=a;
w=a;
OUTPUT (1, w).
Step 2 Fori=1,2,...,N do Steps 3-7.

Step 3 Setk; =w + %f(t,w);
wo = ky;
j=1
FILAG = 0.
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Step 4 While FLAG = 0 do Steps 5-6.

h
wO_Ef(t+h,w0)_kl
Step 5 Setw = wy — .

h

Step 6 If |lw — wy| < TOL then set FLAG = 1
elsesetj=j+1;
Wo = w;
if j > M then
OUTPUT (‘The maximum number of
iterations exceeded’);
STOP.

Step 7 Sett=a+ih;
OUTPUT (¢, w).

Step 8 STOP. [ ]

lllustration  The stiff initial-value problem

y=5"y—-0+1, 0<r<1, y0)=-1

has solution y(f) = t—e™>'. To show the effects of stiffness, the Implicit Trapezoidal method

and the Runge-Kutta fourth-order method are applied both with N = 4, giving & = 0.25,
and with N = 5, giving h = 0.20.

The Trapezoidal method performs well in both cases using M = 10 and TOL = 1079,
as does Runge-Kutta with 2 = 0.2. However, 7 = 0.25 is outside the region of absolute
stability of the Runge-Kutta method, which is evident from the results in Table 5.24. [

Table 5.24

Runge—Kutta Method Trapezoidal Method
h=02 h=02
1 w; [y(@) — wil w; [y(@:) — wil
0.0 —1.0000000 0 —1.0000000 0
0.2 —0.1488521 1.9027 x 1072 —0.1414969 2.6383 x 1072
0.4 0.2684884 3.8237 x 1073 0.2748614 1.0197 x 1072
0.6 0.5519927 1.7798 x 1073 0.5539828 3.7700 x 1073
0.8 0.7822857 6.0131 x 107* 0.7830720 1.3876 x 1073
1.0 0.9934905 2.2845 x 107* 0.9937726 5.1050 x 10~*
h =025 h =025
I w; [y(t:) — wil w; [y(t:) — wil
0.0 —1.0000000 0 —1.0000000 0
0.25 0.4014315 4.37936 x 107! 0.0054557 4.1961 x 1072
0.5 3.4374753 3.01956 x 10° 0.4267572 8.8422 x 1073
0.75 1.44639 x 10% 1.44639 x 103 0.7291528 2.6706 x 1073
1.0 Overflow 0.9940199 7.5790 x 1074

We have presented here only brief introduction to what the reader frequently encoun-
tering stiff differential equations should know. For further details, consult [Ge2], [Lam], or
[SGe].
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EXERCISE SET 511

1.

A IR L S

10.

11.
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Solve the following stiff initial-value problems using Euler’s method, and compare the results with

the actual solution.
a. y=-9y, 0<tr<1, y(0)=e, withh =0.1; actual solution y(t) = '~

b. Y =-20—)42, 0<r=<1, y0)=1,withh=0.1; actual solutiony(r) = r*+5e .
c. y = —20y+ 20sint+cost, 0 <t <2, y0) =1, with h = 0.25; actual solution

y(t) = sint + e,

d. Y =50/y=50y, 0<t<1, y(0)=+/2, withh = 0.1; actual solution y(r) = (14-¢~10%)1/2,
Solve the following stiff initial-value problems using Euler’s method, and compare the results with

the actual solution.

a. y =-5y+6¢, 0<t<1, y0) =2, withh =0.1; actual solution y(¢) = e + ¢'.
b. y =-10y+10t+1, 0<tr<1, y(0)=e, withh = 0.1; actual solution y() = e~ 1%+! +¢.
ec. ¥y =—-15y—-1t3-=3/*, 1 <1t <3, yl) =0, withh = 0.25; actual solution

V() = —e B 173

d. y = —20y +20cost —sint, 0 <t <2, y0) = 0, with h = 0.25; actual solution

y(t) = —e™?" 4 cost.
Repeat Exercise 1 using the Runge-Kutta fourth-order method.
Repeat Exercise 2 using the Runge-Kutta fourth-order method.
Repeat Exercise 1 using the Adams fourth-order predictor-corrector method.
Repeat Exercise 2 using the Adams fourth-order predictor-corrector method.
Repeat Exercise 1 using the Trapezoidal Algorithm with TOL = 107>,
Repeat Exercise 2 using the Trapezoidal Algorithm with TOL = 1073,

Solve the following stiff initial-value problem using the Runge-Kutta fourth-order method with (a)

h = 0.1 and (b) & = 0.025.

2 2 1
uy = 32u; + 66u; + §t+ 3 0<r<0.5, u0)= g;

1 1 1
u, = —66u; — 133u; — §t 3 0<t=<0.5 u0)= 3
Compare the results to the actual solution,
2 2 1 1 1 2
u (1) = gt + ge_’ - ge_loo’ and u,(t) = —gt - ge_’ + ge_]oo’.

Show that the fourth-order Runge-Kutta method,
ky = hft,w),
ky =hf(t;+h/2, w; +k /2),
ks =hf(t; +h/2,w; + ky/2),
ks =hf(t; + h,w; + k3),

1
Wit = w; + g(kl + 2ky + 2k3 + ky),
when applied to the differential equation y = Ay, can be written in the form
1+ hx + 1(hx)2 + l(hx)* + ! (h)*
w; = = - - - w;.
* 2 6 24
Discuss consistency, stability, and convergence for the Implicit Trapezoidal method

h
Wi = w; + 3 (f (g1, wip) + f(t,wy)), fori=0,1,...,N —1,



12.

13.

14.

15.
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with wy = « applied to the differential equation
Y =f(ty), a<t=<b y@=q.
The Backward Euler one-step method is defined by
Wiy = w; +hftip, wip), for i=0,...,N—1.

Show that Q(hA) = 1/(1 — hA) for the Backward Euler method.

Apply the Backward Euler method to the differential equations given in Exercise 1. Use Newton’s
method to solve for w; .

Apply the Backward Euler method to the differential equations given in Exercise 2. Use Newton’s
method to solve for w;, ;.

a.  Show that the Implicit Trapezoidal method is A-stable.
b. Show that the Backward Euler method described in Exercise 12 is A-stable.

5.12

Survey of Methods and Software

In this chapter we have considered methods to approximate the solutions to initial-value
problems for ordinary differential equations. We began with a discussion of the most elemen-
tary numerical technique, Euler’s method. This procedure is not sufficiently accurate to be
of use in applications, but it illustrates the general behavior of the more powerful techniques,
without the accompanying algebraic difficulties. The Taylor methods were then considered
as generalizations of Euler’s method. They were found to be accurate but cumbersome
because of the need to determine extensive partial derivatives of the defining function of
the differential equation. The Runge-Kutta formulas simplified the Taylor methods, without
increasing the order of the error. To this point we had considered only one-step methods,
techniques that use only data at the most recently computed point.

Multistep methods are discussed in Section 5.6, where explicit methods of Adams-
Bashforth type and implicit methods of Adams-Moulton type were considered. These cul-
minate in predictor-corrector methods, which use an explicit method, such as an Adams-
Bashforth, to predict the solution and then apply a corresponding implicit method, like an
Adams-Moulton, to correct the approximation.

Section 5.9 illustrated how these techniques can be used to solve higher-order initial-
value problems and systems of initial-value problems.

The more accurate adaptive methods are based on the relatively uncomplicated one-step
and multistep techniques. In particular, we saw in Section 5.5 that the Runge-Kutta-Fehlberg
method is a one-step procedure that seeks to select mesh spacing to keep the local error
of the approximation under control. The Variable Step-Size Predictor-Corrector method
presented in Section 5.7 is based on the four-step Adams-Bashforth method and three-step
Adams-Moulton method. It also changes the step size to keep the local error within a given
tolerance. The Extrapolation method discussed in Section 5.8 is based on a modification
of the Midpoint method and incorporates extrapolation to maintain a desired accuracy of
approximation.

The final topic in the chapter concerned the difficulty that is inherent in the approxima-
tion of the solution to a stiff equation, a differential equation whose exact solution contains
a portion of the form e~*/, where A is a positive constant. Special caution must be taken
with problems of this type, or the results can be overwhelmed by round-off error.

Methods of the Runge-Kutta-Fehlberg type are generally sufficient for nonstiff prob-
lems when moderate accuracy is required. The extrapolation procedures are recommended
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for nonstiff problems where high accuracy is required. Extensions of the Implicit Trape-
zoidal method to variable-order and variable step-size implicit Adams-type methods are
used for stiff initial-value problems.

The IMSL Library includes two subroutines for approximating the solutions of initial-
value problems. Each of the methods solves a system of m first-order equations in m vari-
ables. The equations are of the form

dui

dt
where u;(t) is given for each i. A variable step-size subroutine is based on the Runge-Kutta-
Verner fifth- and sixth-order methods described in Exercise 4 of Section 5.5. A subroutine of
Adams type is also available to be used for stiff equations based on a method of C. William
Gear. This method uses implicit multistep methods of order up to 12 and backward differ-
entiation formulas of order up to 5.

Runge-Kutta-type procedures contained in the NAG Library are based on the Merson
form of the Runge-Kutta method. A variable-order and variable step-size Adams method
is also in the library, as well as a variable-order, variable step-size backward-difference
method for stiff systems. Other routines incorporate the same methods but iterate until a
component of the solution attains a given value or until a function of the solution is zero.

The netlib library includes several subroutines for approximating the solutions of initial-
value problems in the package ODE. One subroutine is based on the Runge-Kutta-Verner
fifth- and sixth-order methods, another on the Runge-Kutta-Fehlberg fourth- and fifth-order
methods as described on page 297 of Section 5.5. A subroutine for stiff ordinary differential
equation initial-value problems, is based on a variable coefficient backward differentiation
formula.

Many books specialize in the numerical solution of initial-value problems. Two classics
are by Henrici [Hel] and Gear [Gel]. Other books that survey the field are by Botha
and Pinder [BP], Ortega and Poole [OP], Golub and Ortega [GO], Shampine [Sh], and
Dormand [Do].

Two books by Hairer, Norsett, and Warner provide comprehensive discussions on non-
stiff [HNW1] and stiff [HNW2] problems. The book by Burrage [Bur] describes parallel
and sequential methods for solving systems of initial-value problems.

= fi(t,u1,uz, ... ,uy), fori=1,2,...,m,
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Direct Methods for Solving Linear Systems

Introduction

Kirchhoftf’s laws of electrical circuits state that both the net flow of current through each
junction and the net voltage drop around each closed loop of a circuit are zero. Suppose
that a potential of V volts is applied between the points A and G in the circuit and that iy, iy,
i3, i4, and is represent current flow as shown in the diagram. Using G as a reference point,
Kirchhoff’s laws imply that the currents satisfy the following system of linear equations:

Sip+ 50 =V,
i3 —iy—is =0,
2iy — 3is =0,
i1 —ip—i3 =0,

Sip — 7i3 — 2iy = 0.

A 20 B 30 C
NAAS MRS
i liz iy i4l 20

¥ volts — 5Q§ 29§ D

i is 10
W% WA —
G 30 F 40 E

The solution of systems of this type will be considered in this chapter. This application
is discussed in Exercise 29 of Section 6.6.

Linear systems of equations are associated with many problems in engineering and sci-
ence, as well as with applications of mathematics to the social sciences and the quantitative
study of business and economic problems.

In this chapter we consider direct methods for solving a linear system of n equations
in n variables. Such a system has the form

Ey: auxi+apx; + -+ apx, = by,

Ey i anxi +anxy + -+ ax, = b,

6.1)
E,: auxi+apx+--- 4 apx, = by.
In this system we are given the constants a;;, for each i, j = 1,2,...,n, and b;, for each
i=1,2,...,n,and we need to determine the unknowns xi, . .., x;,.
357
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Direct techniques are methods that theoretically give the exact solution to the system in
a finite number of steps. In practice, of course, the solution obtained will be contaminated by
the round-off error that is involved with the arithmetic being used. Analyzing the effect of
this round-off error and determining ways to keep it under control will be a major component
of this chapter.

A course in linear algebra is not assumed to be prerequisite for this chapter, so we
will include a number of the basic notions of the subject. These results will also be used
in Chapter 7, where we consider methods of approximating the solution to linear systems
using iterative methods.

6.1

Illustration

Linear Systems of Equations

We use three operations to simplify the linear system given in (6.1):

1. Equation E; can be multiplied by any nonzero constant A with the resulting equa-
tion used in place of E;. This operation is denoted (AE;) — (E)).

2. Equation E; can be multiplied by any constant A and added to equation E; with
the resulting equation used in place of E;. This operation is denoted (E; + AE;) —
(Ep).

3. Equations E; and E; can be transposed in order. This operation is denoted (E;) <
(E)).

By a sequence of these operations, a linear system will be systematically transformed into
to a new linear system that is more easily solved and has the same solutions. The sequence
of operations is illustrated in the following.

The four equations

Ep: X1+ x +3x4 = 4,
Er,: 2x1+ xo— x3+ xyq= 1,
E;: 3x1— x0— x3+2x4=-3,
Eiy: —x1+2%+3x3— x4= 4,

(6.2)

will be solved for x1, x;, x3, and x4. We first use equation E; to eliminate the unknown x;
from equations E,, E3, and E4 by performing (E, — 2E;) — (E»), (E3 —3E;) — (E3), and
(E4 + Ey) — (E4). For example, in the second equation

(Ey — 2E)) — (E2)
produces
2xi+x —x3+x4) —2(x1 +x2 4+ 3x4) =1 —2(4).

which simplifies to the result shown as E; in

E : x14+ x +3x4 = 4,
E, : — Xo— x3—5x4= -7,
Es: —dxy — x3 — Tx4 = —15,
E4: 3x0 + 3x3 + 2x4 = 8.

For simplicity, the new equations are again labeled E|, E, E3, and E4.
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In the new system, E, is used to eliminate the unknown x, from E3 and E4 by performing
(E5 —4E,) — (E3) and (E4 + 3E>) — (E4). This results in

Ei: x14+x + 3x= 4
E, : —X— Xx3— Sxy= -7,
2 2 3 4 6.3)
E5 . 3x3 + 13x4 = 13,
E4 . — 13)64 = —13.

The system of equations (6.3) is now in triangular (or reduced) form and can be solved
for the unknowns by a backward-substitution process. Since E4 implies x4 = 1, we can
solve E3 for x3 to give

X3 = %(13 —13xy) = %(13 —13) =0.
Continuing, E, gives
Xp=—(=74+544+x3) =—(—7+5+0) =2,
and E; gives
Xx1=4—-3x4 —x=4—-3-2=-—1.

The solution to system (6.3), and consequently to system (6.2), is therefore, x; = —1,
Xy =2,x3=0,and x4 = 1. O

Matrices and Vectors

When performing the calculations in the [llustration, we would not need to write out the full
equations at each step or to carry the variables xi, x», x3, and x4 through the calculations, if
they always remained in the same column. The only variation from system to system occurs
in the coefficients of the unknowns and in the values on the right side of the equations. For
this reason, a linear system is often replaced by a matrix, which contains all the information
about the system that is necessary to determine its solution, but in a compact form, and one
that is easily represented in a computer.

Definition 6.1 Ann x m (n by m) matrix is a rectangular array of elements with n rows and m columns
in which not only is the value of an element important, but also its position in the array. m

The notation for an n x m matrix will be a capital letter such as A for the matrix and
lowercase letters with double subscripts, such as a;;, to refer to the entry at the intersection
of the ith row and jth column; that is,

ay apz o Aim

dy; dzxp - Aom
A =a;] =

dnl A2 - Apm

Example 1 Determine the size and respective entries of the matrix
2 -1 7
=[5 73]
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Solution The matrix has two rows and three columns so it is of size 2 x 3. It entries are
described by ay = 2, app = -1, apy = 7, ay| = 3, ay = 1, and ayy = 0. |

The 1 x n matrix
A=la ap -+ aiy]
is called an n-dimensional row vector, and an n x 1 matrix

an

is called an n-dimensional column vector. Usually the unnecessary subscripts are omitted
for vectors, and a boldface lowercase letter is used for notation. Thus

denotes a column vector, and

y=D1 y2 ... yal

a row vector. In addition, row vectors often have commas inserted between the entries to
make the separation clearer. So you might see y written asy = [y, y2, ..., Yl
Ann x (n+ 1) matrix can be used to represent the linear system

ayxy + apxy + -+ apx, = by,

ax( X1 + apx; + -+ - + ayx, = b,

anix1 +apxy + - - -+ apxy, = by,

by first constructing

ayy ap -+ Ay by
ax axp - ay by
A= a;] = . . . and b=
Aapl [2%) [ bn
ay ap - a, b
ay an - ay b
[A’ b] - . . . . 5
(205 an2 s App . bn

Auemented refers fo the fact that ~ Where the vertical dotted line is used to separate the coefficients of the unknowns from the
the right-hand side of the system  values on the right-hand side of the equations. The array [A, b] is called an augmented
has been included in the matrix. matrix.
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A technique similar to Gaussian
elimination first appeared during
the Han dynasty in China in the
text Nine Chapters on the
Mathematical Art, which was
written about 200 B.C.E. Joseph
Louis Lagrange (1736-1813)
described a technique similar to
this procedure in 1778 for the
case when the value of each
equation is 0. Gauss gave a more
general description in Theoria
Motus corporum coelestium
sectionibus solem ambientium,
which described the least squares
technique he used in 1801 to
determine the orbit of the minor
planet Ceres.
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Repeating the operations involved in Example 1 with the matrix notation results in first
considering the augmented matrix:

1 1 0 3 4
2 1 -1 1 : 1
3 -1 -1 2 =3

-1 2 3 -1 ' 4

Performing the operations as described in that example produces the augmented matrices

1 1 0 3 4 1 1 0 3 4
0 -1 -1 =5 ' -7 0 -1 -1 -5 : -7
0 -4 —1 -7 : —15 and 0 0 3 13 ° 13
0o 3 3 2 ¢ 8 0 0 0 —13 : —13

The final matrix can now be transformed into its corresponding linear system, and so-
lutions for x1, x,, x3, and x4, can be obtained. The procedure is called Gaussian elimination
with backward substitution.

The general Gaussian elimination procedure applied to the linear system

Ei: apxi+apx + -+ apx, = by,

E,: ayxi +anx; + -+ ayx, = by,

(6.4)
E,: anxi +apx + -+ @Gux, = by,
is handled in a similar manner. First form the augmented matrix A:
an app - Qi a1+l
~ dy dz o Ao az2,n+1
A=[Ab]= , (6.5)
Aanpl ap s dpp Apn+1

where A denotes the matrix formed by the coefficients. The entries in the (n 4 1)st column
are the values of b; that is, a; ,41 = b; foreachi =1,2,--- ,n.
Provided a,; # 0, we perform the operations corresponding to

(Ej—(ajl/a“)El)—> (Ej) foreachj=2,3,...,n

to eliminate the coefficient of x| in each of these rows. Although the entriesinrows 2,3, ...,n
are expected to change, for ease of notation we again denote the entry in the ith row and the
Jjth column by a;;. With this in mind, we follow a sequential procedure fori = 2,3,...,n—1
and perform the operation

(Ej — (gji/ai)E;)) — (E;) foreachj=i+1,i+2,...,n,

provided a;; # 0. This eliminates (changes the coefficient to zero) x; in each row below the
ith for all values of i = 1,2, ...,n — 1. The resulting matrix has the form:

ayp diz -+ QAp a1 n+1

= 0. ap - an A2 41
A= s

0 ......... O aﬂn an,n+1
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362 CHAPTER 6 = Direct Methods for Solving Linear Systems

where, except in the first row, the values of a;; are not expected to agree with those in the

original matrix A. The matrix A represents a linear system with the same solution set as the
original system.
The new linear system is triangular,

apx) + apxy + -+ apX, = ay g,

aZZx.Z. + -t agx, = az n+1,

annxn = Apn+1»
so backward substitution can be performed. Solving the nth equation for x,, gives

Apn+1
X, = 4.
Ann

Solving the (n — 1)st equation for x,,_; and using the known value for x,, yields

Ap—1n+1 — An—1.nXn

Xp—1 =
Ap—1,n—1
Continuing this process, we obtain
P -
Aint1 — AipXn — Aip—1Xp—1 — **+ — Qiip1Xiy1  Bintl j=i+1 ijXj
i - == 9
Qi A

foreachi=n—-1,n-2,---,2,1.
Gaussian elimination procedure is described more precisely, although more intricately,
by forming a sequence of augmented matrices AV, A®, ..., A® where AV is the matrix

A given in (6.5) and A%, for each k = 2,3, ..., n, has entries agf), where:
aji?, wheni=12,... .k—landj=12,...n+1,
® 0, wheni=k,k+1,...,nandj=1,2,--- ,k—1,
ij = 2%
k=1 ik—1 (k=1 . .
ay ) — e, wheni=kk+1,...nandj=kk+1,....n+1.
k—1k—1
Thus
(D (1) (1) (1) (1) (1) . (1) 7
ap ap  dyyz o Apgg ayy ay, © Aipg
O] @ @ @
0. axn' .) ozttt Gy Qo 0 Gy 1 Oppygg
T _ : el e (k=1 (=) (k=1
AT = : T N e e N N R e (6.6)
e (k) ® ok
0 Ak o Oy |
; *) oo ®
B O ......................... 0 ank .« .. a}('Ln) : an»n-‘-l

represents the equivalent linear system for which the variable x;_; has just been eliminated
from equations Ey, Ex41, ..., E,.
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6.1 Linear Systems of Equations 363

The procedure will fail if one of the elements ai'l), a;zz)’ ag), ce af,':};fl,

because the step
(k)
ik
Ei— -5 (E) | = Ei
a

kk

n) 3
a,’ 18 Zero

either cannot be performed (this occurs if one of aﬁ?, con a,(l"_f,)l_l is zero), or the backward
substitution cannot be accomplished (in the case @ = 0). The system may still have a
solution, but the technique for finding the solution must be altered. An illustration is given

in the following example.

Example 2 Represent the linear system

E: X1 — Xo+2x3— x4 = -8,
E2 . 2x1 - 2)(2 + 3)(3 - 3X4 = —20,
E; : X1+ X+ x3 = =2,

Ei: x1— xp+4x3+3x = 4,
as an augmented matrix and use Gaussian Elimination to find its solution.

Solution The augmented matrix is

I -1 2 -1 -8

~ = 2 -2 3 3 -20
— A _

A=AT = 1 1 1 0 -2

1 -1 4 3 4

Performing the operations

(Ey —2E1) — (E2), (B3 —E1) — (E3), and (B4 —E)) — (Ey),

gives
1 -1 2 -1 : -8
~ 0 0 -1 -1 : —4
@ _— .
AT = 0o 2 -1 1 : 6
0 0 2 4 : 12
The pivot element for a specific The diagonal entry agzz), called the pivot element, is 0, so the procedure cannot continue

column is the entry thatis used to jn its present form. But operations (E;) <> (E;) are permitted, so a search is made of
place zeros in the other entries in o elements a2 and al2 for the first nonzero element. Since a$y # 0, the operation

that column. . ) .
At cotumn (E») < (E3) is performed to obtain a new matrix,

1 -1 2 -1} -8

<y 0 2 -1 1: 6
2" _ .

A=10 0 -1 -1 i -4

0 0 2 4 12

Since x;, is already eliminated from E3 and E4, A®) will be A?', and the computations
continue with the operation (E4 + 2E3) — (E4), giving

1 -1 2 -1 ! -8

. 0 2 -1 1: 6
4 _ .

AT=10 0 -1 -1 i —4

0 0 0 2 4
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364 CHAPTER 6 = Direct Methods for Solving Linear Systems

Finally, the matrix is converted back into a linear system that has a solution equivalent to
the solution of the original system and the backward substitution is applied:

4 2
X4 = — =
4 2 )
o= [—4— (=Dxg _ 2,
-1
[6 — x4 — (—D)x3]
Xy = =3,
2
[—8 — (=Dxg — 2x3 — (—=1)x2]
X1 = =-7.
1 [ ]

Example 2 illustrates what is done if a,(i) = 0forsome k = 1,2,...,n — 1. The kth

column of A®~ from the kth row to the nth row is searched for the first nonzero entry. If

ag;() # 0 for some p,with k + 1 < p < n, then the operation (E;) < (E,) is performed to

obtain A*~D’. The procedure can then be continued to form A®, and so on. If al(,],? = 0 for
each p, it can be shown (see Theorem 6.17 on page 398) that the linear system does not
have a unique solution and the procedure stops. Finally, if a” = 0, the linear system does
not have a unique solution, and again the procedure stops.

Algorithm 6.1 summarizes Gaussian elimination with backward substitution. The al-

gorithm incorporates pivoting when one of the pivots a,(cll? is 0 by interchanging the kth row

. . . . k)
with the pth row, where p is the smallest integer greater than k for which a, # 0.

Gaussian Elimination with Backward Substitution
To solve the n x n linear system

Ei: auxi +apx + -+ anpX, = aguq

E>: ayxi +axnx; + -+ ayx, = arpq

En LoamX) tapXxy + - QupXy = Apn+1
INPUT number of unknowns and equations n; augmented matrix A = [a;;], where 1 <
i<nandl <j<n+1.
OUTPUT solution x, xs, . . . , x,, or message that the linear system has no unique solution.
Step1 Fori=1,...,n—1do Steps 2-4. (Elimination process.)

Step 2 Let p be the smallest integer with i < p < n and a,; # 0.
If no integer p can be found
then OUTPUT (‘no unique solution exists’);
STOP.

Step 3 If p # i then perform (E,) < (E)).
Step4 Forj=i+1,...,ndo Steps 5 and 6.
Step 5 Setmj; = aji/aj;.
Step 6 Perform (E; — mE;) — (E));

Copyright 2010 Cengage Learning. All Rights Reserved. May not be copied, scanned, or duplicated, in whole or in part. Due to electronic rights, some third party content may be suppressed from the eBook and/or eChapter(s).
Editorial review has deemed that any suppressed content does not materially affect the overall learning experience. Cengage L earning reserves the right to remove additional content at any time if subsequent rights restrictions requireit.



6.1 Linear Systems of Equations 365

Step 7 If a,, = 0 then OUTPUT (‘no unique solution exists’);
STOP.

Step 8 Setx, = ayuv1/am. (Start backward substitution.)
Step 9 Fori=n—1,...,1set X = I:a,‘,n_;,_l — Z;:Hl a,‘jx]‘] /a,‘,‘.

Step 10 OUTPUT (xy,...,x,); (Procedure completed successfully.)
STOP. -

To define matrices and perform Gaussian elimination using Maple, first access the
LinearAlgebra library using the command

with(LinearAlgebra)
To define the matrix A of Example 2, which we will call AA, use the command
AA = Matrix([[l’ _15 2’ _17 _8]’ [2, _27 37 _3a _20]’ [1, 1’ 13 O’ _2]9 [19 _1, 4’ 3’ 4]])

This lists the entries, by row, of the augmented matrix AA = AL,

The function RowOperation(AA, [i, j], m) performs the operation (E; + mkE;) — (E)),
and the same command without the last parameter, that is, RowOperation(AA, [i, j]) per-
forms the operation (E;) <> (E;). So the sequence of operations

AA1 := RowOperation(AA, [2, 1], —2)
AA2 := RowOperation(AA1,[3,1],—1)
AA3 := RowOperation(AA2,[4,1],—1)
AA4 := RowOperation(AA3,[2,3])
AAS := RowOperation(AA4,[4,3],2)
gives the reduction to AA5 = A®.
Gaussian Elimination is a standard routine in the LinearAlgebra package of Maple,
and the single command

AAS = GaussianElimination(AA)

returns this same reduced matrix. In either case, the final operation
X := BackwardSubstitute(AAS)

gives the solution x which has x; = =7, x, = 3, x3 = 2, and x4 = 2.

lllustration  The purpose of this illustration is to show what can happen if Algorithm 6.1 fails. The
computations will be done simultaneously on two linear systems:

X1+ x+ x3=4, X1+ x+ x3=4,
2x1 +2x + x3 =06, and 2x1 +2x + x3 =4,
X1+ xp+2x3 =6, X1+ xp+2x3 =6.

These systems produce the augmented matrices

y 1 11 : 4 ~ 1 11 : 4
A=|2 21 16 and A=|2 2 1 : 4
1 1 2 :6 1 112 S 6
Since a; = 1, we perform (E, — 2E;) — (E;) and (E3 — E|) — (Ej3) to produce
3 1 1 1 47 y 1 1 1 :© 4
A= 0 0 -1 : =2 and A= 0 0 -1 @ —4
0 0 1 2 i | 0 0 1 2
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At this point, ayy = azy = 0. The algorithm requires that the procedure be halted, and no
solution to either system is obtained. Writing the equations for each system gives

ntont xm= 4 Xt+xn+ xn= 4
—x3 = —2, and —x3 = —4,
X3 = 2, X3 = 2.

The first linear system has an infinite number of solutions, which can be described by x3 = 2,
X, = 2 — x1, and x| arbitrary.

The second system leads to the contradiction x3 = 2 and x3 = 4, so no solution exists. In
each case, however, there is no unique solution, as we conclude from Algorithm 6.1. [

Although Algorithm 6.1 can be viewed as the construction of the augmented matrices
AWM. A®™_ the computations can be performed in a computer using only one n x (n+ 1)
array for storage. At each step we simply replace the previous value of g;; by the new one.
In addition, we can store the multipliers m;; in the locations of a;; because aj; has the value
Oforeachi=1,2,...,n—1andj=i+1,i+2,...,n Thus A can be overwritten by the
multipliers in the entries that are below the main diagonal (that is, the entries of the form aj;,
with j > i) and by the newly computed entries of A™ on and above the main diagonal (the
entries of the form g;;, with j < 7). These values can be used to solve other linear systems
involving the original matrix A, as we will see in Section 6.5.

Operation Counts

Both the amount of time required to complete the calculations and the subsequent round-off
error depend on the number of floating-point arithmetic operations needed to solve a routine
problem. In general, the amount of time required to perform a multiplication or division on a
computer is approximately the same and is considerably greater than that required to perform
an addition or subtraction. The actual differences in execution time, however, depend on the
particular computing system. To demonstrate the counting operations for a given method,
we will count the operations required to solve a typical linear system of n equations in
n unknowns using Algorithm 6.1. We will keep the count of the additions/subtractions
separate from the count of the multiplications/divisions because of the time differential.

No arithmetic operations are performed until Steps 5 and 6 in the algorithm. Step
5 requires that (n — i) divisions be performed. The replacement of the equation E; by
(Ej — mj;E;) in Step 6 requires that m; be multiplied by each term in E;, resulting in a total
of (n — i)(n — i + 1) multiplications. After this is completed, each term of the resulting
equation is subtracted from the corresponding term in E;. This requires (n — i)(n — i + 1)
subtractions. For each i = 1,2,...,n — 1, the operations required in Steps 5 and 6 are as
follows.

Multiplications/divisions
m—D+m—iDm—i+)=m—-—Dn—1i+4+2).
Additions/subtractions
m—im—1i+1).

The total number of operations required by Steps 5 and 6 is obtained by summing the
operation counts for each i. Recalling from calculus that
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2 6

J

- - 1 " DR 1
t=m =D g Y p s Mt DD
=1 j=1 j=1

we have the following operation counts.
Multiplications/divisions
n—1

n—1
Z(n—i)(n—i+2) - Z(n2—2ni+i2+2n—2i)
i=1

i=1

n—1 n—1 n—1 n—1
=> =i +2) n—i)=) iF+2) i
i=1 i=1 i=1 i=1

_ (n=Dn2n—-1) +2(n— Dn 213 4 31> — 5n
B 6 2 6 ‘

Additions/subtractions

n—1 n—1
Z(n—i)(n—i+ )= Z(n2 —2ni+i*+n—1i

i=1 i=1
n—1 n—1 n—1 n—1
=Y =D+ n—i)=) P+ i
i=1 i=1 i=1 i=1

_(n—l)n(2n—1)+(n—1)n_n3—n
N 6 23

The only other steps in Algorithm 6.1 that involve arithmetic operations are those
required for backward substitution, Steps 8 and 9. Step 8 requires one division. Step 9
requires (n — i) multiplications and (n — i — 1) additions for each summation term and
then one subtraction and one division. The total number of operations in Steps 8 and 9 is
as follows.

Multiplications/divisions

n—1 n—1
1+Z((n—i)+1)=1+<Z(n—i))+n—1

i=1 i=1

n—1 n—1 n2+n
1=n+Z(n—i)=n+Zi= >
i=1 i=1

Additions/subtractions

n—1 n—1 n—1
S—i-D4D=Y—-i=Y i= ”22—”
i=1 i=1 i=1

The total number of arithmetic operations in Algorithm 6.1 is, therefore:
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Multiplications/divisions

2n3+3n2—5n+n2+n n3+ , N
=—+n — -
6 2 3 3
Additions/subtractions
n—n nz—n_n3+n2 5n
3 2 3 2 6

For large n, the total number of multiplications and divisions is approximately n3/3,
as is the total number of additions and subtractions. Thus the amount of computation and
the time required increases with # in proportion to n*, as shown in Table 6.1.

Table 6.1 n Multiplications/Divisions Additions/Subtractions
3 17 11
10 430 375
50 44,150 42,875
100 343,300 338,250

EXERCISE SET 6.1

1.  For each of the following linear systems, obtain a solution by graphical methods, if possible. Explain
the results from a geometrical standpoint.

a. x|+ 2x =23, b. x; +2x, =3, C. X1 +2x =0, d. 2x+4+ x»=-1,
x;— x =0. 2x; +4x, = 6. 2x1 4+ 4x, = 0. dx) + 2x, = =2,
x; —3x, =5.
2.  For each of the following linear systems, obtain a solution by graphical methods, if possible. Explain
the results from a geometrical standpoint.

a. x;+2x =0, b. X1+2x% =3, ¢ 2x+ x=-1, d. 2x14+ xo+x3=1,
X1 — )CQZO. —2x1—4x2=6‘ X1+ )C2=2, 2)(1+4X2—)C3=—1.
x1—3x2=5.

3. Use Gaussian elimination with backward substitution and two-digit rounding arithmetic to solve
the following linear systems. Do not reorder the equations. (The exact solution to each system is

x1=1,x=—-1,x3=3)

a. 4x1— x4+ x3 =38, b. 4x1+ x+2x3=9,
2x; 4 5x + 2x3 = 3, 2x; +4x, — x3 = =5,
x; + 2x, 4+ 4x3 = 11. X1+ x —3x3 = -9.

4. Use Gaussian elimination with backward substitution and two-digit rounding arithmetic to solve
the following linear systems. Do not reorder the equations. (The exact solution to each system is

xp=—1Lx=1,x=3)

a. —x1+40o+ x3=28, b.  4x;+2x,— x3=-5,
S+t =l O
26 4+ x4 4wy = 11. X1+ 4xy + 2x3 = 9.
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5. Use the Gaussian Elimination Algorithm to solve the following linear systems, if possible, and deter-

mine whether row interchanges are necessary:

a. X1 — X +3x3=2,
3x1 =30+ x3=-—1,
X+ x =3.
c. 2x =3,
x; + 1.5x, =45,
—  3x, +0.5x3 = —6.6,
2x1 — 2% 4+ x3+x4 =0.8.

b.

2x1 — 1.5)62 +3X3 = 1,
—X1 +2X3:3,
4)C1 - 4.5)62 +5.X3 =1.
+ =2,
2+ — x+ =1,

4X1 — Xy — 2)63 +2X4 = O,

X1 +x2

3x1 —xp — x3+2x4 = —3.

6.  Use the Gaussian Elimination Algorithm to solve the following linear systems, if possible, and deter-

mine whether row interchanges are necessary:
a. Xy — 2)63 = 4,
X=X+ x3 =06,

X1 - x3=2.

c.  2x;—xp+x3—x4 =6,
Xy—X3+x4 =5,
X4 =3,

X3—Xg4 = 3.

b.

1

X1 — 3% + x3 =4,

26— X — x3+x =5,
1

X1+ X+ 5x3 =2,

Xl—%xz + x34+x4 =5.
+ =2,
20+ x— x3+ x=1,

—X1 +2X2 +3X3 — X4 = 4,

X1+ x

3X1 — X2 — X3 +2)C4 = -3.

7. Use Algorithm 6.1 and Maple with Digits:= 10 to solve the following linear systems.

1 1 1

a. 1X1 + 5X2 + 3 = 9,
1 1 1
§X1 + XXQ + §X3 = 8,
%Xl + X+ 2)63 = 8.

1 1 1
C. x; + 3X2 + 3X3 + 3=

s

1 1 1 1.
2X1 + 3%2 + 353 + 5X4=

s
Ly +lx +lx +lx_
34T g2 T 543 T g

s

Ol— 00— = =

1 1 1 1
%1 + 5X2 + %3 + 7X4=

b.

d.

3.333x; + 15920x, — 10.333x3 = 15913,
2222x; + 16.71x; + 9.612x3 = 28.544,
1.5611x; 4+ 5.1791x, + 1.6852x3 = 8.4254.

2x14+ X — x3+x4—3x5 =7,

X + 203 —x4+ x5=2,

—2n— xt+x-— xs=-5,
3x1 4+ x —4x3 + S5x5 = 6,
Xi— Xp— X3— X4+ XxX5s=3.

8.  Use Algorithm 6.1 and Maple with Digits:= 10 to solve the following linear systems.

a.  Ix+ ;0 — §x3=0, b.  2.7lx; + x4+ 1032x; = 12,
%xl — éxz + $X3 =1, 4.12x1 — x, + 500x; = 11.49,
X1+ x4 hxy = 2. 3.33x; +2x, — 200x; = 41.
e T +V20%— x4+ xu=0, d. X1+ Xx— x4+ x4— x5=2,
ex;— X+ x+ 2xu=I, 2x1 4+ 2%+ x3— x4+ x5 =4,
X1+ x —x/gxw}— x4 =2, 3x;1 4+ x —3x3 —2x4 + 3x5 = 8,
X1 — X4 x3—+/5x=3. 4x; + X — x3 +4x4 — Sx5 = 16,
16x; — xp+ x3— x4 — x5 =32.
9. Given the linear system
2x; — 60x, =3,
3ax; — X = %

a. Find value(s) of « for which the system has no solutions.

Find value(s) of « for which the system has an infinite number of solutions.

Assuming a unique solution exists for a given «, find the solution.
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10.

11.

12.

13.
14.
15.

16.

Direct Methods for Solving Linear Systems

Given the linear system

X1 — X toax3=-2,
—x; + 2%, — axz = 3,

ax;+ x4+ x3=2.

a. Find value(s) of « for which the system has no solutions.

b.  Find value(s) of o for which the system has an infinite number of solutions.
¢.  Assuming a unique solution exists for a given «, find the solution.

Show that the operations

a. (AE) — (E) b. (Ei+)AE) — (E) c. (E) < (E)
do not change the solution set of a linear system.

Gauss-Jordan Method: This method is described as follows. Use the ith equation to eliminate not
only x; from the equations E;, Ei;», ..., E,, as was done in the Gaussian elimination method, but
also from Ey, E,, ..., E;_;. Upon reducing [A, b] to:

(1) . (e8]

apn 0 - 0 R et
@ . : )

0 ap : . T Ay
: 0 : :
(n) . (n)

0 e 0 anr)l1 ) : an,n+l

the solution is obtained by setting

a®

_ Zin+l
Xi = O’
aj;
for each i = 1,2,...,n. This procedure circumvents the backward substitution in the Gauss-

ian elimination. Construct an algorithm for the Gauss-Jordan procedure patterned after that of
Algorithm 6.1.

Use the Gauss-Jordan method and two-digit rounding arithmetic to solve the systems in Exercise 3.
Repeat Exercise 7 using the Gauss-Jordan method.

a.  Show that the Gauss-Jordan method requires

3
" n
>+ n® — > multiplications/divisions

and

I’l3

.z additions/subtractions.
2 2

b. Make a table comparing the required operations for the Gauss-Jordan and Gaussian elimination

methods for n = 3, 10,50, 100. Which method requires less computation?

Consider the following Gaussian-elimination-Gauss-Jordan hybrid method for solving the system
(6.4). First, apply the Gaussian-elimination technique to reduce the system to triangular form. Then
use the nth equation to eliminate the coefficients of x, in each of the first n — 1 rows. After this is
completed use the (n — 1)st equation to eliminate the coefficients of x,_; in the first n — 2 rows, etc.
The system will eventually appear as the reduced system in Exercise 12.

a.  Show that this method requires

303 5
- + =n® — Zn multiplications/divisions
3 2 6
and
n on?
— 4+ — — —n additions/subtractions.
3 2 6
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b. Make a table comparing the required operations for the Gaussian elimination, Gauss-Jordan,
and hybrid methods, for n = 3,10, 50, 100.

17.  Use the hybrid method described in Exercise 16 and two-digit rounding arithmetic to solve the systems
in Exercise 3.

18. Repeat Exercise 7 using the method described in Exercise 16.

19.  Suppose that in a biological system there are n species of animals and m sources of food. Let x;
represent the population of the jth species, for each j = 1,--- ,n; b; represent the available daily
supply of the ith food; and a;; represent the amount of the ith food consumed on the average by a
member of the jth species. The linear system

anxy + apxy +--- + apx, = by,

anxi + anXy + -+ -+ doXy = by,

A1 X1 + Xy + - -+ Xy = by

represents an equilibrium where there is a daily supply of food to precisely meet the average daily
consumption of each species.

a. Let
1 2 0 -3
A=[agl=| 1 0 2 1 2|,
0 0 1 :1

X = (x;) = [1000,500,350,400], and b = (b;) = [3500,2700,900]. Is there sufficient food
to satisfy the average daily consumption?

b.  What is the maximum number of animals of each species that could be individually added to the
system with the supply of food still meeting the consumption?

c. If species 1 became extinct, how much of an individual increase of each of the remaining
species could be supported?

d. If species 2 became extinct, how much of an individual increase of each of the remaining
species could be supported?

20. A Fredholm integral equation of the second kind is an equation of the form

b
ux) = f(x) +/ K (x, n)u(r) dt,

where a and b and the functions f and K are given. To approximate the function u on the interval
[a,b], a partitionxg = a < x; < -+ < X1 < X, = b is selected and the equations

b
ulx;) = f(x) + / K(x;,Hu(t) dt, foreachi=0,---,m,
are solved for u(xp),u(x;),--- ,u(x,). The integrals are approximated using quadrature formulas

based on the nodes xo, - - - , x,,. In our problem, a = 0, b = 1, f(x) = x?, and K (x,t) = "'l
a.  Show that the linear system

1
u(0) = f(0) + SIK (0. 0)u(0) + K0, Du(D)],

1
u(l) = f(1) + E[K(l,O)u(O) + K1, Du(1)]

must be solved when the Trapezoidal rule is used.

b.  Setup and solve the linear system that results when the Composite Trapezoidal rule is used with
n=4.

c. Repeat part (b) using the Composite Simpson’s rule.
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6.2

Example 1

Pivoting Strategies

In deriving Algorithm 6.1, we found that a row interchange was needed when one of the
pivot elements a,((],? is 0. This row interchange has the form (E;) <> (E,), where p is the
smallest integer greater than k£ with ag;{) # 0. To reduce round-off error, it is often necessary
to perform row interchanges even when the pivot elements are not zero.

If a,(i) is small in magnitude compared to as]:), then the magnitude of the multiplier

J!

(k)
_ Gk
0)

Dk

mjk

will be much larger than 1. Round-off error introduced in the computation of one of the
terms a,((]l() is multiplied by m;;, when computing a}lkﬂ), which compounds the original error.

Also, when performing the backward substitution for

(k) n (k)
A ntr1 — Zj:k+1 Ay
M= ®) ’
A

with a small value of a,({l,?, any error in the numerator can be dramatically increased because

of the division by a,({i). In our next example, we will see that even for small systems, round-off
error can dominate the calculations.

Apply Gaussian elimination to the system

E;: 0.003000x; + 59.14x, = 59.17

E;: 5.291x; — 6.130x, = 46.78,
using four-digit arithmetic with rounding, and compare the results to the exact solution
x1 = 10.00 and x, = 1.000.
Solution The first pivot element, aill) = 0.0